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1. Newsvendor model
Study Goals
On completion ofUpon completing this unit, you will be able to …
· …define the optimal inventory stocking decision.
· …explain the classical newsvendor model.
· …understand various demand models.
· …identify important distributions.
· …understand some important extensions of the classical newsvendor model.

Introduction 
The newsvendor problem is, a well-known inventory  management dilemma that, entails making decisions to determininge the most advantageous quantity to order for a time-sensitive item with uncertain demand. The problem is named after theby analogy withof a newsvendor who must decide how many newspapers to order for selling sale the next day. The newsvendor model is used to find the optimal level of stocking in order to minimize the total cost in the presence of demand uncertaintyGiven demand uncertainty, the newsvendor model finds the optimal stocking level to minimize the total cost. The newsvendor problem is common in real life;, including following examples include p: Perishable goods such as blood products that spoil quickly or fashion. Certain consumables or goods that are subject to fashion and become obsolete after a certain period of time. The term can also be applied to products that rely on technology, such as cell phones, as well as similar examples. Considering the uncertainty of the demand level, this problem is not a trivial problem. In the following, we begin with a simple form of this model and, while usinge demand modeling methods to address demand uncertainty. By the endFrom there, we will explore the complex model of multi-multiperiod newsvendors. 
[bookmark: _Toc221687482]1.1 Single- Period Newsvendor Model
These The single-period newsvendor models operates under the constraint that the inventory of goods can only be accessed for a limited durationtime, and it is impossible to retain stock between consecutive periodsretaining stock between consecutive periods is impossible. These systems are inherently linked to one-time decision models, which pertain to decision-making processes involving a singular choice that is not anticipated expected to be replicated in subsequent instances. The goal of a one-time decision model is to make the best possible decision given the available information and resources available at the time. Here, the objective is to determine the order quantity that maximizes a product's profit when the demand is probabilistic (Chopra et al., 2007).   If the order level is lower thanbelow the demand level, some profit will beis lost (understocking situation). MeanwhileMoreover, if the anticipated demand is not met, overstocking costs will reduce profitsoverstocking costs reduce profits if the anticipated demand is not satisfied. Thus, the problem is how to choose the order level to maximize the profit or minimizingchoosing the order level to maximize the profit or minimize the cost. To formulate the problem, we need use the followingsome  notations:

	Single-Period Model Notations

	Notation
	Explanation
	Simply speaking

	s
	Unit price
	The price at which a unit is sold

	w
	Wholesale cost per unit
	Purchasing + transporting+…

	Cu
	Understocking cost per unit
	If one unit is short the cost (losing the profit) will be Cu

	Co
	Overstocking cost per unit
	If one unit is unsold the cost will be Co. usually it contains the original cost added by the inventory cost

	f ( )
	Probability density function of demand
	Likelihood of a certain demand

	F ( )
	Cumulative density function of demand 
	Probability of realization of less than a certain demand level

	Q
	Order level
	Number of stocked units with Q* as optimum

	x
	Demand level
	


Source: [Mojtaba Nabipour], (2023).
Given the order level Q, the total cost is calculated as follows:
                            Cu(x-Q)              x>Q			 (Eq.1)C(Q) =

                              Co(Q-x)                  x<Q
Since x is a random variable, the expected value of cost ismust be calculated as:
     (Eq.2)
Leibniz’s rule It can be provesd that the e(Q) is concave (Leibniz’s rule). Therefore, we can use the optimality condition to achieve find the minimum (Reid & Sanders, 2023):
 		 (Eq.3)
In the literature, this fraction is is known ascalled the “critical ratio” and represents the relative importance of overstocking cost against versus understocking cost. To achieve obtainthe Q*, one canwe take the inverse of the cumulative function:
		 (Eq.4)
      .          (Eq.5)	Comment by Author: Please verify corrupted text.
The critical ratio indicates the level of uncertainty in the stocking decision. For example, stocking of highlyvery perishable goods is associated with a very largconsiderable uncertainty, forcing to reduce the Q to be reduced and vice versa, see Figure.	Comment by Author: This sentence appears to have been cut off. Please give figure reference, or delete the reference to a figure.
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Fashion goods
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Source: [Mojtaba Nabipour], (2023).

Example 1: accordingUse the tables below to given tablesfor the following tasks: 
1. Calculate the expected profit if for the an order quantity ofis 3.
2. Calculate the expected profit for an order quantity of if the order quantity is 4.
3. Given that the normal probability distribution of the a demands is normal with a mean of 7 and a standard deviation of 1, calculate the optimal order quantity or Q*.
	Demand quantity
	3
	4
	5
	6
	7
	8
	9
	10
	11

	probability
	0.04
	0.06
	0.13
	0.17
	0.19
	0.16
	0.13
	0.07
	0.05


	w
	120$
	Cu 
	150-120=30$

	s
	150$
	Co 
	120-100=20$







Answer:
1. The profit can be calculated by subtracting the cost from the raw revenue, but in the case of probabilistic demand, we calculate the expected profit:
Since F(3) = 1 we have
E[Profit] = 3×150 -3×120 = 90
2. If demand = 3, then revenue = 3×150 with the probability of 0.04.
If demand ≥ 4, then revenue = 4×150 with the probability of 0.96 [i.e., F(4)=0.96].;  So Tthe expected profit will beis 
E[Profit] = 3×150×0.04 + 4×150×0.96 – 4×120 = 114
3. F(Q*) = 30 / (30+20) = 0.6 
NORM.INV (0.6, 7, 1) = 7.25
It is possible to use the Excel function NORM.INV (x, mean, std) from excel.

Self-check Questions
1.  What is the objective of the classical newsvendor problem?
The objective of the classical newsvendor problem iclassical newsvendor problem aims to determine the optimal order quantity that maximizes profit or minimizes cost by balancing the trade-off between overstocking and understocking inventory levels.
2.  How does the classical newsvendor problem differ from the standard inventory management problem?
The classical newsvendor problem differs from the standard inventory management problem in that demand for the product is uncertain and cannot be forecasted accurately. Additionally, the cost of overstocking and understocking may not be equal.

1.2 Demand as a Stochastic Quantity
So far, we have introduced the demand quantity as an uncertain variable, and implicitly used statistics to handle it in our cost function. In this section we assumeThis section assumes the demand ias a stochastic quantity that follows a statistical distribution. Firstly, we will briefly review probability distributions and the relevant statistical concepts, and then, then we use these concepts will be used to describe the demand variable.
In light ofD deterministic demand in inventory management, it refers to a situation where the demand for a product or item is known with certainty. In other words, the quantity of items needed or sold is predetermined and does not vary or fluctuate. As it is obvious iIf the received demands are deterministic, the inventory management would be a straightforward jobnventory management would be straightforward if the received demand were deterministic. However, in reality, the demands is aare random variables with an and have uncertain nature. Practically, the probability distribution helps us to handle the associated uncertainty. Here, we first concentrate on continuous distributions and then we discuss discrete onesdistributions. The normal distribution is very popularwell suited to describe the events when that (i) are more likely to occurthe probability of the occurrence is higher around a specific mean value and (ii) have with an almost constant average dispersion. Thus, thisSuch a distribution fN(x) is symmetric around the mean and can be defined by two2 parameters: mMean (µ) and standard deviation (σ:)
 .		(Eq.6)
The fFigure below demonstrates shows four4 different normal distribution sdiagrams. A nNormal distribution appears isas a bell-shaped form. Notice the impact ofhow the parameters affect on the shape of the distribution. 
Normal Distribution
[image: ]
Source: [Mojtaba Nabipour], (2023).

The Central Limit Theorem (CLT) is based on the normal distribution model. As a result of tThis theorem says thaty, averages derived from independent, identically distributed random variables have approximately normal distributions, no matter what method is being used tohow they are sampled them (as long asprovided the distribution has a finite variance) .(Ross, 2017). TheA cumulative distribution function (CDF) is an estimate ofestimates the probability that a random distribution will occur produce a value less than or equal to a certain threshold value. Thus, the CDF is the integraltion of all the probability ity values of the random variable occurringed between zero0 and the threshold value Z. This is expressed asmeans:	Comment by Author: Please ensure that the intended meaning is maintained.
          (Eq.7)
The CDF of the normal distribution is shown in the fFigure below.

CDF of Normal Distribution	Comment by Author: You may want to spell out abbreviations in headings so that they are spelled out in the table of contents.
[image: ]
Source: [Mojtaba Nabipour], (2023).

Example 2:
A weekly product demand There isfollows a normal distribution of weekly product demand with a mean of 1500 and a standard deviation of 300. In the next two weeks, there will be no deliveriesThere will be no deliveries in the next two weeks and; the current on-hand inventory is 3200. Considering Given the independent nature of the demands in different weeks:
1.a) In each of the next two weeks, what is the probability that demand will be less than 1600?
2.b) What is the probability that the total demand in the next two weeks exceeds 3200?
Answer:
1.a) Dlet’s define x1 as the demands of 1st next week 1 (where the current week is week 0) and x2 as the demands of weekthe 2nd next week.
Aaccording to the assumptions, the answer iswill be: 

where a is the demanded probability in section a and p(a) is it’s probability.
Since x1 and x2 are independent, we have:


P(a) = 0.3976
2.b) Any linear combination of normal variables has a normal distribution with the same linear combination of means and variances. 
If we define x = x1+x2 , then:

That is,i.e. we have

So, the requested probability iswill be:

where b is the demanded probability in section b.
P(b) = 0.068.
Current on-hand inventory is often referred to as “safety stock.” It helps the vendor to cover demands during supply shortages.
So farTo this point, we have assumed that the demands follows a normal distribution. As the name suggests, in normal situations, the demands for a certain stock items often fluctuates around an average with a high probability that is high enough, so it makes sense to use the normal distribution to describe the stochasticity of such demands.
Sometimes small variations such as in situations like exceptional weather, product improvement, or understocking by competitors understocking, etc. generate unexpected demand s for items that are usually in low demand items. For example, the demand for toilet paper experienced aincreased dramatically increase during the Covid pandemic. SoThus, using the normal distribution with a symmetrical expansion spread aroundover a mean value may not be desirableoptimal. Normal distributions have the same mode (the value that occurs the most often), median (the value in the middle of a dataset), and mean , and are symmetrically distributed around them. However, there are often higher exceptions (values other than mode value) in real supply chainsreal supply chains often have higher exceptions (values other than the mode) than the normal distribution predicts. As the figure below illustrates, this means the real distribution is right- skewed, and the demand fluctuates around the mode value and notrather than the mean (Vandeput, 2020). Furthermore, in normal distributions, the negative part of the horizontal real axisabscissa which indicates the demand values, and negative demand does not copedoes not with the conform with reality. Negative demand and i is only applicable in the case owhen the mean is sufficiently f highhigh to  values of mean that makes the negative part demand negligible. As a rule of thumb, the mean value must be five times of standard deviations away from the origin (Snyder, 1984). Considering these difficulties,S based on some studies like the one carried out such as that ofby Burgin and Wild (Burgin & Wild, 1967) considered these difficulties and showed that, in such cases,, the demand characteristics can beare better described by the gamma probability distribution.	Comment by Author: Please ensure that the intended meaning is maintained.

Demand Distribution in Real Supply Chain
[image: ]
Source: [Mojtaba Nabipour], (2023).
[bookmark: _Toc221687486]
The gamma distribution can be defined by two parameters α and β. The first parameter is called “shape” and the second is called “scale.”
These parameters can be derived as follows from the mean and standard deviation of the data as (Vandeput, 2020):
 			(Eq.8)
 			(Eq.9)
The general form of the density function of the gamma distribution is:
 	(Eq.10)
As The fFigure below shows that5 demonstrates, by decreasing the standard deviation, the gamma distribution gets closer to the normal distribu the gamma distribution approaches the normal distribution upon decreasing the standard deviation, and so the skew is diminishedshrinks. Another further characteristic of the gamma distribution is that it is strictly positive. The same fFigure shows that, near the origin, the probability density function its PDF around 0 is usually very quite lowlow.
As we said beforeT the skewness of the distribution is directly related to the standard deviation. The skewness of the distribution is given bydefined as below:
 		 (Eq.11)
The skewness gives usis a reliable and straightforward tool to assess whether whether thea gamma distribution or the normal distribution is more better suited to a particular set of demand data.

Gamma Distribution With Different Standard Deviation
[image: ]
Source: [Mojtaba Nabipour], (2023).

The skewness of an observed set of demand is calculated according toby using the (Excel function SKEW (range of data) can compute the value):
    .		(Eq.12)
So Thus, if the skewness is close to 0 zero, the distribution would beis normal, and if it is close to 2σ/μ, the distribution would bethe distribution is a gamma distribution. Actually there is aThe following rule of thumb that we can be used to choose the right correct distribution (Vandeput, 2020):. 


Example 3.1
The following table The contains a 94- days’ demand history has been gathered in the following table. Which distribution is a best fits to the datait?.
Table Title
	2.15259
	3.78
	1.84023
	2.32288
	2.70754
	3.27141
	3.80136
	4.38438
	5.40975
	5.9123

	0.82956
	1.25938
	1.99574
	2.4638
	2.81085
	3.26863
	3.8726
	4.41528
	5.72096
	5.532

	0.89594
	3.8
	2.0645
	2.45825
	2.89762
	3.33974
	3.95324
	4.69969
	5.82157
	5.6732

	1.92093
	1.35397
	2.01937
	2.46988
	2.86425
	3.35425
	4.0478
	4.77041
	6.17035
	1.2346

	0.98322
	4.01
	2.12213
	2.5635
	2.93938
	3.43649
	4.23609
	4.79774
	6.26586
	

	1.08231
	1.36602
	2.13441
	2.58187
	2.95057
	3.5293
	4.2524
	4.80418
	6.35507
	

	1.07008
	1.45362
	2.19559
	2.5467
	3.10426
	3.54447
	4.30449
	4.99675
	6.75722
	

	1.15259
	1.63576
	2.20841
	2.6403
	3.10062
	3.54565
	4.31569
	5.03056
	7.0478
	

	1.22441
	3.48
	2.28921
	2.6036
	3.13624
	3.60547
	4.32002
	5.11493
	8.05613
	

	3.45
	1.75526
	2.30481
	2.66168
	3.25755
	3.82151
	4.37879
	5.35323
	8.09159
	


(Table Source) 
Solution 3.1:
Sd = 0.6468   ,     µd = 3.4417   ,     σd = 1.6277    
)   
The figure below shows the histogram of the table (blue bins) and the fitted gamma distribution (red line) is depicted in Figure.

The Fitted Gamma Distribution on the Demand Data
[image: ][image: ]
Source: [Mojtaba Nabipour], (2023).

In the above example above, we use the histogram method to identify the distribution. This method is simple , but has some limitations, such as limited accuracy in capturing fine-grained variations or irregularities in the data. Indeed, tThe most prominent limitationone is that histograms only provide a visual representation of the data and but do not provide additional information about the underlying distribution. Students interested in detailed explanations  can turn to Vandeput (2020).Discrete probability distributions 
A  type of probability distribution that models the probability of specific outcomes in a discrete set of values.

Discrete probability distributions are used to model situations where there areinvolving a finite number of possible outcomes, each with a specific probability of occurring.
In demand modeling, discrete probability distributions are commonly used to model the uncertainty in customer demand for a product. The probability distribution is used to estimate the likelihood of different levels of demand, which can be used to make decisions about inventory levels, pricing, and other aspects of supply chain management.
There areS several types of discrete probability distributions that are commonly used in demand modeling, each with their its own characteristics and applications. Some of the most commonly usedmost used distributions are introduced in the following paragraphs. 
Poisson Distribution
The Poisson distribution is commonly used to model demand for products or services that occur randomly over time, such as customer arrivals or machine breakdowns. The Poisson distribution is characterized by a single parameter, lambda that, which  represents the average number of occurrences per unit of time. The Poisson distribution is often sees used in inventory management and service operations, where demand is unpredictable and sporadic.
Binomial Distribution 
The binomial distribution is commonly used to model demand for products or services that havewith a fixed number of possible outcomes, such as the success or failure of a marketing campaign. The binomial distribution is characterized by two parameters, n and p, which which represent the number of trials and the probability of success, respectively. The binomial distribution is often used in pricing and promotion decisions, where the goal is to estimate the probability of different levels of demand under different marketing scenarios.
Geometric Distribution 
The geometric distribution is commonly used to model demand for products or services that have a fixed probability of success on in each trial, such as the probability of a customer purchasing a product on each visit. The geometric distribution is characterized by a single parameter, p, , whichwhich  represents the probability of success. The geometric distribution is often used in to model customer behavior modeling, where the goal is to estimate the probability of different levels of demand based on the probability of a customer purchasing a product on each visit or interaction.
Negative Binomial Distribution
The negative binomial distribution is similar to the geometric distribution, but allows for a variable number of trials before a success occurs. The negative binomial distribution is characterized by two parameters, r and p, which which represent the number of failures before the first success and the probability of success, respectively. The negative binomial distribution is often used in inventory management and service operations, where demand can be unpredictable and sporadic.
Hypergeometric Distribution 
The hypergeometric distribution is commonly used to model demand for products or services that have a fixed number of possible outcomes and that draw from a limited population to draw from, such as the demand for a specific product in a particular market segment. The hypergeometric distribution is characterized by three parameters, N, n, and k, which which represent the total population, the sample size, and the number of successes in the population, respectively. The hypergeometric distribution is often used in market research and product development, where the goal is to estimate the demand for a product in a specific market segment.
Here weWe now give an introduce thetion into Poisson distribution.
The Poisson distribution is a probability distribution that is used to models the number of rare events that occur in a fixed interval of time or spaceoccurring in a fixed interval of time or space. It is named after the French mathematician Siméon Denis Poisson, who first introduced it in 1837.
The Poisson distribution is particularly useful in situations where the occurrence of events is occur randomlyrandom and independently, and where the average rate of occurrence is known or can be estimated. The distribution is characterized by a single parameter, λ (lambda) that, which represents the average number of occurrences in the interval of interest.
The probability mass function (PMF) of the Poisson distribution is given by (Walpole et al., 2011):

where X is the random variable representing the number of occurrences, k is a non-negative integer, e is the base of the natural logarithm (approximately 2.718), and k! represents is the factorial of k.
Suppose a customer service center receives an average of 12 calls per hour. We can use the Poisson distribution to calculate the probability of receiving a certain number of calls in a given hour. For example, the probability of receiving exactly 10 calls in an hour can be calculated as:is 

This means that there is a 9.4% chance probability of receiving exactly 10 calls in an one hour, assuming that the number of calls follows a Poisson distribution with a mean of 12 calls per hour.
In a retail store, demand can be modeled using with the Poisson distribution by treating each purchase as an occurrence event that happens randomly over in time. The Poisson parameter, λ lambda, representsis the average number of purchases per unit of time, such as per hour or per day.
For example, suppose a retailer wants needs to forecast predict the number of purchases during in a one-hour period at a particular store location. The retailer can collect historical data on the number of purchases made during one-hour periods at that location on previous days. The The table below contains typical data might look something like this:for this situation.
Table Title 
	Day of Week
	Hour of Day
	Number of Purchases

	Monday
	12:00 PM
	45

	Tuesday
	1:00 PM
	50

	Wednesday
	2:00 PM
	35

	Thursday
	3:00 PM
	60

	Friday
	4:00 PM
	75

	Saturday
	5:00 PM
	90

	Sunday
	6:00 PM
	80


Source: [Mojtaba Nabipour], (2023).

Using theseis data, the retailer can estimate the Poisson parameter, λlambda, for purchases during a one-hour period at the given store location. The Poisson parameter, λ lambda, can be estimated by calculating the average number of purchases per one-hour period across over all days of the week. In this case, the average number of purchases per one-hour period is:
lambda = (45 + 50 + 35 + 60 + 75 + 90 + 80) / 7 = 63.6
The retailer can then uses the Poisson distribution to estimate the probability of different numbers of purchases during a one-hour period at the given store location. For example, the retailer might want to estimate the probability of having more than 70 purchases during a one-hour period, which would require the store to be prepared to handle a higher volume of customers than usual.
Using the Poisson distribution with lambda = 63.6, the probability of having more than 70 purchases during a one-hour period can be calculated as followsis:
P(X>70)=1-P(X<=70)= 1 - P(X = 0) - P(X = 1) - ... - P(X = 70) ≈ 0.004
This calculation shows that the probability of having more than 70 purchases during a one-hour period is quite low, at approximately 0.4%. This information can help the retailer make decisionsdecide about staffing levels, inventory management, and other aspects of store operations.
Self-check questions
1. wWhy is the Gamma distribution being more suitable for demand description than the normal distribution?
The gamma distribution allows for a wider range of shapes and has a longer tail than the normal distribution, which makes it more suitable for describing demand patterns that may have be skewedness.

1.3 Demand Models
As we discussed in the previous section, demand was is considered as a stochastic quantity. An inventory is often experiences subjected to a broad range of demand patterns for its items. Without identifying and distinguishing these patterns, planning an successful inventory management policy would probably fail. In many publicationsshed papers, inventory models are classified rather than demand models. The figure below presents a proposed classification of inventory demand patterns based on the a study of the nature of demand for inventory items proposed by A.H. Kobbacy and Liang in (Kobbacy & Liang, 1999).

Types of Demand

	Comment by Author: Do you means "Statistically" instead of "Statically"?
Source: [Mojtaba Nabipour] (2023), based on [Khairy A.H. Kobbacy] (1999, pg 358).

Demand patterns that are statistically predictable have relatively smooth and repetitive fluctuations and are analyzed using statistical forecasting techniques. Demand patterns can vary over time and are classified into two categories: time--dependent and time--independent demand patterns. While in the case ofFor the former, the type of quantity that is required forto replenishment replenish is determined by the time when at which the decision to replenish is taken, whereas whichthis is not the case with the latter. A time- independent demand can may be assumed to be constant if it is reasonably stable and is able tocan be accurately forecasted. Within the category ofTime-independent constant demand has, there are two subcategoriestypes: absolutely constant demand (with minimal variation) and quasi-constant demand (with variation below a specified threshold). Whenever there demand hasis substantial uncertainty associated with a demand, it is calledcan be referred to as “stochastic,” which can be expressed by theoretical or empirical probability distributions.  Time-dependent dDemands that change with time isare categorized based on the change factor. 	Comment by Author: Is not a time-independent demand constant by definition? You may wish to reword this sentence.
A seasonal variation, trend, or both may be responsible for the time dependency of demand. Due to lumpy or uneven demand, statistically unpredictable demand patterns experience undergo sudden fluctuations. It is possible to categorizeSuch demand may follow  them into approximative and or non-approximativenonapproximative demand patterns. With an approximative demand pattern, an item's demand has goes through severe, but regular spikes peaks and dips that do not recur annually but at predictable subannual intervals. Whereas In contrast, non-approximativenonapproximative demand patterns is are characterized by severe and unpredictable highs peaks and lows dips of in demand that do not recur occur predictably. Demand Such demand patterns such as these cannot be forecasted predicted by using conventional forecasting techniques, including statistical techniques, but. Within a tolerable error range, they can be approximated within a tolerable margin of error by a statistically predictable pattern. 
As real-world examples illustrate, demand patterns that cannot be forecasted using conventional statistical techniques, including those with sudden fluctuations and severe, unpredictable highs and lows, fall into the category of statistically unpredictable demand patterns. These patterns are further divided into two subtypes: approximative and non-approximative patterns. An approximative pattern refers to demand that experiences regular spikes and dips at predictable intervals, although they do not recur annually. On the other hand, non-approximative demand patterns exhibit severe and unpredictable variations in demand that do not follow a predictable pattern. However, it is possible to approximate these demand patterns within an acceptable margin of error by using statistically predictable patterns.
It is rarely feasible to Ddetermininge the demand rate in a purely objective manner is rarely feasible. Instead, one may take advantageexploit of the knowledge of inventory managers. By closely monitoring inventory levels and sales trends, they can identify patterns in customer behavior and adjust inventory levels accordingly. The knowledge and expertise of inventory managers play a crucial role in effectively managing demand rates. By closely monitoring inventory levels and sales trends, inventory managers can gather valuable insights into customer behavior and purchasing patterns, which. This information allows them to make informed decisions regarding inventory management and  adjust stock levels accordingly. 
The knowledge of iInventory managers' knowledge can beis useful in several ways. By closely monitoring inventory levels, they can identify patterns and trends in customer demand. They can analyze sales data to determine which products are popular, which ones are declining in demand, and any seasonal or cyclical patterns that may influence customer buying purchasing behavior. This understanding knowledge enables them to anticipate fluctuations in demand and to efficiently adjust inventory levels to meet customer needs efficiently. 
Moreover, inventory managers can use their knowledge to optimize inventory- replenishment strategies. By analyzing sales trends and monitoring inventory turnover rates, they can determine the appropriate timing and quantities for replenishing stock, which . This helps to avoid stock-outs and excess inventory, both of which can lead to financial losses and customer dissatisfaction. In Thussummary, the knowledge of inventory managers is invaluable in understanding customer behavior, optimizing inventory replenishment, improving forecasting accuracy, and implementing effective inventory control strategies.

Test Identification Flowcharts
To determine the pattern of the historical demands, we can perform some statistical tests to separate distinguish between the different types of demand classes that was shown in the fFigure above. In the first stepTo begin, we should be able to detectlook for any seasonal movement in historical demands and separate them that from basic demands. Then the stationary, linear, and probabilistic demand types models should then be identified. This process is demonstrated,is shown in as a the flowchart, in the fFigure below8.
Some Sstatistical tests can be used to detect seasonal movementsvariations in demand. The Kruskal-–Wallis test is a non-parametric rank-based test that is essentially employed to compares two or more samples to see determine whetherif they belong to the same distribution  or not(Ostertagova et al., 2014). The mathematical expression of the test is as follows:
The test is as follows:
		 (Eq.13)

The Identification Flowchart
[image: ]
Source: [Mojtaba Nabipour] (2023), based on [Eva Ostertagová] (2014, 3).

wWhere:
 n  is the= sum of sample sizes for all samples, g is
g = the number of samples, 
Ti is the= sum of ranks in samplein the ith sample, and 
ni = size of the sample ith sample.
The following steps allow one through which, on canto perform a test on the historical demands :are
1. Sort data from different samples into ascending order.
2. Compute the summation of rank for each sample separatelyseparately.
3. Compute the H test (tTest-statistic from Eequation. 13).
4. Find the critical chi-squared (α) value with L degrees of freedom (L = g -− 1, where g is the number of seasons). degrees of freedom
5. If H > α, then the demand is seasonal.
There are also some sStatistical tests are also available for detecting trends in data collected over time. The Mann-–Kendall test is used to determines whether a trend in data values is statistically significant or if whether the datay are increasing or decreasing. Another similar test is the Spearman-rank correlation, which is used interchangeablye with the Mann-–Kendall test (note that, while the Mann-–Kendall test shows ais more robust) performance (Libiseller & Grimvall, 2002).

Self-check Questions
1. Eexplain a stationary demand pattern.
A stationary demand pattern is a type of demand pattern that remains constant over time. In other words, the mean and variance of the demand remain the same over time. This means that the demand pattern there hasis no trend or seasonality in the demand pattern.
2. Wwhat exactly does the Kruskal-–Wallis test do exactly?
The Kruskal-–Wallis test is a statistical test that is used to compares two or more samples to see determine if whether they belong to the same distribution or not. It is a non-parametric rank-based test, which means thatso it does not assume that the data follow s a normal distribution.
3. Hhow is one can define the seasonality of a demand pattern defined?
To define the seasonality of a demand pattern, one can look for patterns that repeat over a fixed period of time. Seasonality refers to the regular and predictable fluctuations in demand that occur at fixed intervals, such as daily, weekly, monthly, or yearly.  In order to identify seasonality in a demand pattern, one can use statistical methods such as autocorrelation analysis or spectral analysisUsing statistical methods such as autocorrelation analysis or spectral analysis, identify seasonality in a demand pattern. These methods can help identify periodic patterns in the data and determine whether they are statistically significant.
[bookmark: _Toc221687504]1.4 Multip-Period Newsvendor Model
A multi-multiperiod newsvendor model is an extension of the classical newsvendor problem, in which unsold items or unfulfilled demands are carried over to deal with in the next period to be dealt with. Thus, the inventory level of each period, instead of the first, does not equal the ordering level. So tThe problem here is to find the optimal inventory level for each period in orderis finding the optimal inventory level for each period to maximize profit (Matsuyama, 2006). To achieve this, Sseveral models and assumptions have been proposed to achieve this. In this section, we used the approach introduced and proposed by Matsuyama in (Matsuyama, 2006). Instead of using the original notation, Ffor the sake of reader’s convenience, we use the previously listed onenotation instead of the original notation. We also ignore some discussed of the theorems discussed and their proofs. Ones who would like mMore details are available inmay read the original paper. The extra notation iss will be introduced in the following.
Model Consideration
With tThe model, we defines how towe handle unsold commodities or unfulfilled demands for the next period. Quantity ordering for period i is planned according to the following rules:
· Buying items is always accomplished so that the inventory level (li) becomes satisfies (lmin ≤ li ≤ lmax).
· If the inventory level is greater than the received demands during the current period is smaller than the inventory level, the difference li – − xi indicates the unsold stocks. Some fraction portions of the unsold items will takeare carried over to the next period according to α(li – − xi), where 0 ≤ α ≤ 1 . The holding cost of this portion fraction would be hiα(li – xi), where. hi is the holding cost of unsold items forin period i. Carrying over this portion over to the next cycle, the gives the ordering quantity for period i + 1 would beas li+1 - − α(li – xi).
· If Uthere are some unsatisfied demands remaining at the end of the current period it will cost a penalty equal to Cu(xi – li). If this period is not the last period, some the portions fraction β(xi – li) of the demands equal to β(xi – li) would beis fulfilled in the next period (0 ≤ β ≤ 1). In thisat case, li+1 + β(xi – li) units are are complied with sold at the beginning of the next period with the selling price δsi + (1 -− δ)si+1  for each unit (0 ≤ δ ≤ 1).	Comment by Author: Please ensure that the intended meaning is maintained.
 
Profit function 
To define the profit function for the multi-multiperiod newsvendor model, we need to introduce four4 auxiliary functions.:
                 (Eq.14)
                 (Eq.15)
 (Eq.16)
         (Eq.17)
Function gi represents is the profit of from selling items during the period i and function di function is what we consider doing with the unsold items or unfulfilled demands at the end of period i and the start of period i + 1. It is obvious that tThe function di function isreturns 0 zero for the terminal period. 	Comment by Author: Please ensure that the intended meaning is maintained.
Function gi represents the profit of selling items during the period i and the di function is what we consider doing with the unsold items or unfulfilled demands at the end of period i and start of period i+1. It is obvious that the d function is 0 for the terminal period. Therefore, the function di function for a nonterminal period I will beis
        (Eq.18)
 Assuming no setup cost if we have just one period, the profit would beis
. 	    (Eq.19)
In the case of two periods, the profit would beis
        	 (Eq.20)
The general recursive definition of the profit function for an N- period newsvendor model is
.	  	      (Eq.21)
Defining the profit of an inventory planning during an N-period interval consists of N periods ingives a none recursive form and leads to	Comment by Author: Please ensure that the intended meaning is maintained.
 	(Eq.22)
Since x is a random variable, the profit becomes a random variable, and the expected value of p P is
		(Eq.23)
where f(xi) is the density function of the random variable xi.
The problem of determining the optimal inventory level for period i can be done solved by taking the derivative ofdifferentiating the expected value of the profit, setting it equal to zero, and solving the equation:
 		(Eq.24)
Example: Ccompute the optimal inventory level for a retailer during a period consisting of 20 cycles with the following assumptions:
α = 0.8, β = 0.7, δ = 0.5, Cu = 20
                       1/20             50 ≥ xt ≥ 30
ft(xt) = 
                       0                  else
st = 200 + 0.8t
wt = 80 + 0.6t
ht = 2.5 + 0.03t
Answer
To simulate the inventory, tWith he random generation of the demand level (xt) populates the following table is thefor 20 cycles simulation of the inventory.
The inverse of the uniform cumulative probability is calculated as:
I(F(xt)) = 30 + F(xt)(50 − 20)
	t
	s
	w
	h
	x
	F(L*)
	L*

	1
	200.8
	80.6
	2.53
	39.4
	0.760858
	45.21716

	2
	201.6
	81.2
	2.56
	34
	0.759572
	45.19145

	3
	202.4
	81.8
	2.59
	34.9
	0.758294
	45.16588

	4
	203.2
	82.4
	2.62
	39.6
	0.757022
	45.14045

	5
	204
	83
	2.65
	48.6
	0.755758
	45.11516

	6
	204.8
	83.6
	2.68
	47
	0.7545
	45.09001

	7
	205.6
	84.2
	2.71
	42.4
	0.75325
	45.06499

	8
	206.4
	84.8
	2.74
	32.8
	0.752006
	45.04011

	9
	207.2
	85.4
	2.77
	35
	0.750768
	45.01537

	10
	208
	86
	2.8
	48.8
	0.749538
	44.99075

	11
	208.8
	86.6
	2.83
	35.4
	0.748314
	44.96627

	12
	209.6
	87.2
	2.86
	35.3
	0.747096
	44.94192

	13
	210.4
	87.8
	2.89
	35.5
	0.745885
	44.91771

	14
	211.2
	88.4
	2.92
	49.1
	0.744681
	44.89362

	15
	212
	89
	2.95
	33.9
	0.743483
	44.86966

	16
	212.8
	89.6
	2.98
	48.6
	0.742291
	44.84582

	17
	213.6
	90.2
	3.01
	48.3
	0.741106
	44.82211

	18
	214.4
	90.8
	3.04
	32.7
	0.739927
	44.79853

	19
	215.2
	91.4
	3.07
	34
	0.738754
	44.77507

	20
	216
	92
	3.1
	43
	0.419941
	38.39882



Self-check Questions
1. Explain the difference between the classical newsvendor and the multi period models.
The classical newsvendor model assumes that there is only one period of salessales period and that any unsold items cannot be carried over to the next period. The goal of this model is to find the optimal order quantity that maximizes profit, given a fixed selling price and a fixed cost per unit. This model assumes that demand is known with certainty and follows a specific probability distribution. On the other handConversely, the multi-multiperiod newsvendor model is an extension of the classical newsvendor problem, in which unsold items or unfulfilled demands isare carried over to be dealt with in the next period to be dealt with. Thus, the inventory level of each period, instead of just the first period, does not equaldiffers from the ordering level. The goal of this model is to find the optimal inventory level for each period in order to maximize profit. This model takes into accountconsiders demand uncertainty and allows for more flexibility in managing inventory levels over time.



1.5 Extensions
In sSection 1.4 extends the classical newsvendor model was extended to a multi-multiperiod problem. It is possible to extend Ddifferent variables of the classical newsvendor model may be extended to adapt to different real-world scenarios of the real world. In tThis section , we reviews two important extensions to the newsvendor model.
1.6 Multiproduct Newsvendor Model
Suppose a retailer who has expanded his/her business from selling only one product to selling a set of various products and , try wants to define an optimal stocking quantity for every product. The problem can be formulated as follows (Choi et al., 2011):. To determine the stocking policy or order quantity of each product, the same approach can be used as in the classical newsvendor versionmodel. The only difference is that we calculate the profit probability function πi separately for each product (πi) separately. Additionally, to provide more diversification, left over stocks were is salvaged for a price g per unit to provide more diversification price g. Thus, the profit probability function can be written as:is	Comment by Author: Please ensure that the intended meaning is maintained.
 	   (Eq.25)
   
The equation πi represents a mathematical expression that calculates the profit for a specific inventory item based on different conditions. It incorporates several variables and parameters to capture different scenarios in inventory management. Iby integrating πi of the above equation, gives the expectation of profit for each product will be achieved. The optimal order quantity (Q*) maximizes the profit that and can be computed by taking the derivative ofdifferentiating  the expectation equation, which gives.
.			 (Eq.26)
Stocking Constraints
In the case ofIf inventory space is limited space of the inventory, the newsvendor model must be reformulated under the subject toof space constraints. The space constraint , which is stated expressed as follows:.
 ,
where ai is the considered space required for a unit of product I i and A is the total inventory space. To We must solve the optimal stocking problem withunder these mentioned constraintsed. , if the optimal solution violates the constraint, Hadley et al. (Hadley & Whitin, 1963) 10.1016/j.ejor.2005.11.002proposed a dynamic programming solution based on Lagrange multipliers if the optimal solution violates a constraint (Abdel-Malek & Areeratchakul, 2007). The Lagrangian iswill be:	Comment by Author: Please ensure that the intended meaning is maintained.
		 (Eq.27)
Since the Lagrangian is concave, the first- order derivative is enoughsuffices to determine the optimal Q:.
		 (Eq.28)
Yao et al. (2006) In (Yao et al., 2006) the authors examine the stocking policy under the assumption of influence of that pricing strategies affecton demand levels. Considering risk and disruptions of in the supply chains, makes inventory policies robust and effective. Garvey and Carnoval (2020)In (Garvey & Carnovale, 2020) the authors proposed an novel inventory model that takes into accountconsiders the propagation of disruptions in a supply chain. It is an updated version of the single-period newsvendor model and is , based on the use of Bayesian nNetworks, which, that takes into accountconsider the propagation of the ripple effect of risk propagation throughout the supply chain. This model allows supply chain managers to minimize supply chain risk severity by directing their attention to the factors that have the mostgreatest impact on overall risk severity in the network.
In many existing supply chains and inventory optimization models, the newsvendor model is the foundationThe newsvendor model is the foundation of many existing supply-chain and inventory-optimization models. For their own needs and conditions,Stakeholders such as m managers, retailers, and producers, etc., extend the basic model based on their specific needs and conditions.
Self-check Questions:
1. Explain about some variousseveral flavor extensions of the classical newsvendor problem.
1.) Multi-period newsvendor model: This extension considers a scenario where unsold items or unfulfilled demands iscan be carried over to the next period. The goal is to maximize profit to by finding the optimal inventory level for each period in order to maximize profit.
 2.) Newsvendor problem with price-dependent demand: In Tthis extension assumes that, demand is assumed to be a function of price. T, and the goal is to maximize profit by finding the optimal price and inventory level that maximize profit.
 3.) Newsvendor problem with lead time: This extension takes into accountconsiders the time it takesrequired for an order to be fulffilled and delivered, and aims to findsearches for the optimal order quantity that minimizes expected cost while meeting satisfying demand requirements. 
4.) Newsvendor problem with quality-dependent demand: This extension assumes that product quality affects demand is influenced by product quality, and aims to findsearches to maximize profit by finding the optimal inventory level and quality level that maximize profit.
 5.) Newsvendor problem with multiple products: This extension considers a scenario where there areith multiple products with different demand patterns and production costs, and aims to find searches to maximize overall profit by finding the optimal inventory levels for each product that maximize overall profit.
 These extensions allow forpermit more realistic modeling of real-world scenarios and can provide insights into how different factors affect inventory management decisions.
Summary
In the economic literatureA, lthough the economics literature has studied the newsvendor problem model has been studied as a fundamental problem in stochastic inventory control since the eighteenth century, but there is still much work remains to be done. This model has been used extensively to analyze sSupply chains for trendy and perishable products have been extensively analyzed using it. In recent decades, operational research has extensively studied focused on the newsvendor modelproblem, and its models have been extended to model a variety ofextended it to model a variety of real-world problems that occur in the real world.
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Study Goals

On completion ofUpon completing this unit, you will be able to… 
· …define demand forecasting..
· …identify the traditional methods for demand forecasting..
· …determine the suitable which method is suitable for a specific demand type..
· …apply the methods discussed to predict future demands .
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2. Traditional methods of Demand Forecasting
Introduction 
Every Any process dealing with predicting the future of uncertain events can be called forecasting. Demand is an uncertain quantity that may follow a probabilistic distribution and can be impacted by certain factors such as seasonality and trends. Manufacturing managers must forecast future demands for their productsproduct demand to ensure they have the materials, labor, and capacity to meet them. Resource planning and scheduling takes placeoccur well before the firm is faced withfaces product demands. Since retailers and even producers need to minimize their stocking costs, inventory control relies heavily on demand forecasting. 
Any supply chain system needs to be resilient to change to be effective. ThusTherefore, managing complex supply chains requires sophisticated forecasting techniques. A historical flow of demand is usedserves to make the forecasts. The assumption behind quantitative forecasting is that historical data adequately describes the scenario. These data are gathered in a successive measurement process from the same source . This collection isand are referred to as called “time series data.” Demand for an item over time can be collected and analyzed as a time series to predict future demands, which helps improveing with better planning. The fFollowing is an explanation of traditional methods of demand forecasting. Throughout this unit, historical demand data analysis will beis explained by using traditional time series analysis methods. These methods rely on statistical concepts, which are briefly introduced as needed.
Indeed, the use of tTraditional demand- forecasting methods spans across diverse industries and sectors, offering wide-ranging applications. These methods find relevance in key areas such as production planning, supply chain management, pricing and promotion strategies, financial planning and budgeting, and capacity planning. By employing traditional demand forecasting techniques, organizations are empowered to make well-informed decisions, optimize resource allocation, and effectively navigate dynamic market conditions.
 
2.1 Exponential Smoothing
Exponential smoothing is a popular method for forecasting time series in a wide range of industries. It is a statistical technique that uses a weighted average of past observations to predict future values. The method assumes that recent data points are more relevant than older ones. It assigns exponentially decreasing weights to past observations. This approach allows for the smoothsing of irregularities in the data and provides a more accurate forecasts.
Since exponential smoothing belongs to the category of average-based algorithms, it we start bymakes sense to begin with a briefly describingption of these algorithms. Generally, they use some sort of averageing of historical data to forecast future data. Average-based methods have offersome  advantages and disadvantages. The advantages of these methods include simplicity, speed, and low computational costs. However, they may not work well for time series with complex patterns or irregular fluctuations. 
Exponential smoothing has proven to be particularly valuable in the retail industry, where precise demand forecasting plays a vital roleis vital in for inventory optimization and efficient supply chain management. This technique enables retailers to accurately anticipate customer demand accurately, align their inventory levels accordingly, and streamline their operations to meet market requirements effectively. Similarly, the financial sector leverages uses exponential smoothing techniques for market analysis and forecasting stock prices. By aApplying these algorithms to historical stock data smooths, the inherent fluctuations are smoothed outin the data, allowing investors to generate forecasts that provide valuable insights for making well-informed decisions regarding stock trading and investment strategies.
Cumulative average
A time series is a sequence of data points collected over time, typically at regular intervals. It is a set of chronologically ordered observations that are ordered chronologically andthat can be used to analyze trends, patterns, and behavior over time. So Thus, the time series A can be defined as a set of observations Ai so that  .
In the its simplest form, the forecasting theof next data point Ak+1 is considered anas the average of all past data, which is expressed . This can be written as:
            (Eq.1)
If the data pattern of data is horizontal, with  when data fluctuatinges randomly over time around a constant mean, then creating a horizontal pattern, the mean of the historical data can be used for the next forecast. 
Average-based methods are applicable on to stationary time series data where the statistical properties of the generating process are do not changed over time. 
To adapt better account forto abrupt changes in time series data, we can just include the last M observations when taking an average. This method is called “moving average” in and involveswhich a window of size M always that slides forward in time and to take an averages of the last M observations, as depicted in the f (Figure below). While Tthis is an effective way to smooth out short-term fluctuations and, it consumes requires less memory space than the full average method.	Comment by Author: Please avoid numbering the graphics and/or referring to graphics by number. The numbers will be added automatically by the editing system and then appear in an appendix at the end. 
All heading numbers were removed for all units	Comment by Author: Dear editor: please keep an eye out for these sort of references throughout. They were not changed consistently by the author. This one is a good example - instead of writing "as shown in the figure below" the author has simply written (Figure)  
Moving Average Method
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Source: [Mojtaba Nabipour], (2023).

Simple moving average
The second equation describes the methodA simple moving average is expressed as
         (Eq.2)
The moving average method treats all data within a window equally, disregarding the fact that more recent observations hold greater significance compared than older observationsto those further in the past. This limitation is what motivates the use of exponential smoothing, which assigns exponentially decreasing weights to the observations.

Exponential Smoothing
The recursive equation of the exponential smoothing method is:
.            (Eq.3)
wWhere:
 α is the smoothing constant, yk is the last most recent observation, Ak is the last most recent forecast, and Ak+1 is the next forecast.
Expanding Ethe equation 3 will reveals that the method  naminguses  implication which exponentially decayings weights:.


CIf we continuinge this substitution process gives, we eventually reach Eq. 4.
   	(Eq.4)
Accordingly, Ak+1 is the exponentially weighted average of all past observations. Putting Using α equal to= 1/k   gives the full average equation (Equation .1). The We must have 0 < α < 1  coefficient must be between 0 and 1 and not equal to 0 or 10 ≤ α ≤ 1. A lower smaller α value provides more stable predictions with smoothed random variation, whereas. On the other hand, a higher larger α values provides the most rapid response to real changes in the time series. Beyond that, there are no guidelines exist for choosing a proper value for alpha forin a specific scenario. One of theA straightforward methods to estimate the α, is to compute the forecast for nine consecutive values of α from = 0.1, 0.2, …,  to 0.9 and to choose the α one withthat gives the highest level of accuracy based on the minimum forecasting error (et). The fForecasting error is referring tothe difference between Yt and Ft, as which are the actual and forecasted values of the time series for period t, we can determine the forecasting error: et = Yt - − Ft.
One of the majorA common error- measuring techniques is the root-mean-square error (RMSE), which a technique is based on the forecasting error. 
 Equation 5 describes The RMSE is given by.
 (Eq.5)
wWhere ek represents is the difference between the predicted and observed values for each individual observation or time period.
Example 1: 
The table below gives the dDemand quantities of one a product overfor two2 years is available in the table below. What is the optimal value of α?
	Demand history for two years

	DATE
	DEMAND
	DATE
	DEMAND

	Jan(Year1)
	97.6
	Jan(Year2)
	89.3

	Feb(Year1)
	95.1
	Feb(Year2)
	88.5

	Mar(Year1)
	90.3
	Mar(Year2)
	93.7

	Apr(Year1)
	92.5
	Apr(Year2)
	92.7

	May(Year1)
	89.8
	May(Year2)
	94.7

	Jun(Year1)
	92.7
	Jun(Year2)
	95.3

	Jul(Year1)
	94.4
	Jul(Year2)
	94.7

	Aug(Year1)
	96.2
	Aug(Year2)
	95.3

	Sep(Year1)
	88.9
	Sep(Year2)
	94.7

	Oct(Year1)
	90.2
	Oct(Year2)
	96.5

	Nov(Year1)
	88.2
	Nov(Year2)
	99.2

	Dec(Year1)
	91
	Dec(Year2)
	96.9


Source: [Mojtaba Nabipour], (2023).

The forecasting values for α = 0.1, 0.3, 0.6, and 0.9 have beenare computed and listed in Ttable 2 (Y^ denotes the forecasted value). As can be inferred from FigureThe results in Table 2 indicate that, the forecasting series with α = 0.6 are is more consistent with the original data. The computed RMSE confirms this guesshypothesis. 

	Forecasted value with different values of α

	Date
	Demand
	Y^(α=0.1)
	Y^(α=0.3)
	Y^(α=0.6)
	Y^(α=0.9)

	Jan(Year1)
	97.6
	97.6
	97.6
	97.6
	97.6

	Feb(Year1)
	95.1
	97.6
	97.6
	97.6
	97.6

	Mar(Year1)
	90.3
	97.35
	96.85
	96.1
	95.35

	Apr(Year1)
	92.5
	96.645
	94.885
	92.62
	90.805

	May(Year1)
	89.8
	96.2305
	94.1695
	92.548
	92.3305

	Jun(Year1)
	92.7
	95.58745
	92.85865
	90.8992
	90.05305

	Jul(Year1)
	94.4
	95.29871
	92.81106
	91.97968
	92.43531

	Aug(Year1)
	96.2
	95.20883
	93.28774
	93.43187
	94.20353

	Sep(Year1)
	88.9
	95.30795
	94.16142
	95.09275
	96.00035

	Oct(Year1)
	90.2
	94.66716
	92.58299
	91.3771
	89.61004

	Nov(Year1)
	88.2
	94.22044
	91.86809
	90.67084
	90.141

	Dec(Year1)
	91
	93.6184
	90.76767
	89.18834
	88.3941

	Jan(Year2)
	89.3
	93.35656
	90.83737
	90.27533
	90.73941

	Feb(Year2)
	88.5
	92.9509
	90.37616
	89.69013
	89.44394

	Mar(Year2)
	93.7
	92.50581
	89.81331
	88.97605
	88.59439

	Apr(Year2)
	92.7
	92.62523
	90.97932
	91.81042
	93.18944

	May(Year2)
	94.7
	92.63271
	91.49552
	92.34417
	92.74894

	Jun(Year2)
	95.3
	92.83944
	92.45687
	93.75767
	94.50489

	Jul(Year2)
	94.7
	93.08549
	93.30981
	94.68307
	95.22049

	Aug(Year2)
	95.3
	93.24694
	93.72686
	94.69323
	94.75205

	Sep(Year2)
	94.7
	93.45225
	94.1988
	95.05729
	95.2452

	Oct(Year2)
	96.5
	93.57702
	94.34916
	94.84292
	94.75452

	Nov(Year2)
	99.2
	93.86932
	94.99441
	95.83717
	96.32545

	Dec(Year2)
	96.9
	94.40239
	96.25609
	97.85487
	98.91255



	RMSE(α=0.1)
	RMSE(α=0.3)
	RMSE(α=0.6)
	RMSE(α=0.9)

	3.698793311
	2.939379223
	2.642176214
	2.656275036


Source: [Mojtaba Nabipour], (2023).

Despite the computational simplicity and memory efficiency of the exponential smoothing, this method is not able todoes not detect the trends or seasonality patterns of time series, as is made clear by . Tthe figure below is show.n for better understanding.

Chart of original data and forecasted values

Source: [Mojtaba Nabipour], (2023).

Holt’s Exponential smoothing
To augment enhance the capability of the simple exponential smoothing method to detect trends pattern detection capability to the simple exponential smoothing, we add a new parameter called the “trend factor” is added to the original method to extend the exponential smoothing. The resulting method is called Holt’s exponential smoothing method (Hyndman & Athanasopoulos, 2018). Here Tthe assumption here is that the series has an additive linear trend pattern where the trend is linear and the time series is the sum of its components, so it, and therefore has a level (L) and a trend (T).  This technique method utilizes uses three3 equations and two2 smoothing parameters α and β to build a forecast model to forecast. 
In this model, the next value level in the series is estimated by equation 6. It is like simple exponential smoothing but now the trend factor has been accounted:
             		(Eq.6)
Thus, Holt’s exponential smoothing method is like the simple exponential smoothing method with the trend factor accounted for. Then we try to estimate the trend factor we use:
        		(Eq.7)
The initial values for L and T are essential for starting the forecasting process. The specific values for L0 and T0 depend on the approach used and the available historical data. The setup method permits the trend to fluctuate and alter its shape as time progresses. The pace at which the trend adjusts is regulated by the smoothing constant (βsmoothing constant β regulates the pace at which the trend adjusts), hence so if the trend undergoes changes rapidly changes throughout the series, increasing the β makes allows the user toit possible to catch up with the series. With this particular arrangement, the trend can fluctuate and alter its shape as time progresses. The rate at which the trend adjusts is determined by tThe smoothing constant (β), allowsing for quick rapid adaptation to sudden changes in the series. For instance, if the trend changes rapidly, a higher larger smoothing constant may be necessary to learn the new trend more rapidly more quickly.	Comment by Author: You might want to clarify what is meant by "catch up with the series."
And fFinally, we add the level function and trend factor to reach the final estimationed value as:
                                    	 (Eq.8)
where m means is how manythe number of time steps towards in the future we are trying to for the estimate.
Example 2
Table 3 demonstrates thegives the results of applyingication of Holt’s exponential smoothing method to forecasting the annual ticket demand for an airline between 1989 and 2016 (Hyndman & Athanasopoulos, 2018). The smoothing parameters and initial values for levelave and trend are estimated by minimizing the sum of the error squared error. Tthe parameters values are α = 0.8321 and β = 0.0001. The very small value of β indicates that the slope is roughly constant over the course of time. From the 2016 we are out- sampled and continue with the last row of values and changing steps (m) to predict the future. Figure 3The results in the figure below show  indicates that the method can indeed captures the demand trend of demand.	Comment by Author: You might want to clarify the wording "out-sampled."
Holt's method for estimating the trend pattern

Source: [Mojtaba Nabipour], (2023).

	The historical data of ticket demand and forecasting values

	Year
	Time Step K
	Observation(1000)
	Level
	Trend
	Forecast

	1989
	0
	
	15.57
	2.102
	

	1990
	1
	17.55
	17.57
	2.102
	17.67

	1991
	2
	21.86
	21.49
	2.102
	19.68

	1992
	3
	23.89
	23.84
	2.102
	23.59

	1993
	4
	26.93
	26.76
	2.102
	25.94

	1994
	5
	26.89
	27.22
	2.102
	28.86

	1995
	6
	28.83
	28.92
	2.102
	29.33

	1996
	7
	30.08
	30.24
	2.102
	31.02

	1997
	8
	30.95
	31.19
	2.102
	32.34

	1998
	9
	30.19
	30.71
	2.101
	33.29

	1999
	10
	31.58
	31.79
	2.101
	32.81

	2000
	11
	32.58
	32.8
	2.101
	33.89

	2001
	12
	33.48
	33.72
	2.101
	34.9

	2002
	13
	39.02
	38.48
	2.101
	35.82

	2003
	14
	41.39
	41.25
	2.101
	40.58

	2004
	15
	41.6
	41.89
	2.101
	43.35

	2005
	16
	44.66
	44.54
	2.101
	44

	2006
	17
	46.95
	46.9
	2.101
	46.65

	2007
	18
	48.73
	48.78
	2.101
	49

	2008
	19
	51.49
	51.38
	2.101
	50.88

	2009
	20
	50.03
	50.61
	2.101
	53.49

	2010
	21
	60.64
	59.3
	2.102
	52.72

	2011
	22
	63.36
	63.03
	2.102
	61.4

	2012
	23
	66.36
	66.15
	2.102
	65.13

	2013
	24
	68.2
	68.21
	2.102
	68.25

	2014
	25
	68.12
	68.49
	2.102
	70.31

	2015
	26
	69.78
	69.92
	2.102
	70.6

	2016
	27
	72.6
	72.5
	2.102
	72.02

	
	m
	
	
	
	

	
	1
	
	
	
	74.6

	
	2
	
	
	
	76.7

	
	3
	
	
	
	78.8

	
	4
	
	
	
	80.91

	
	5
	
	
	
	83.01


Source: [Mojtaba Nabipour], (2023).

Holt-–Winters smoothing method
Thanks to the previous methodHolt’s exponential smoothing method, one can captures the trend in time series forecasting. However, this method it does not reveal the seasonality patterns, which, this is where the Holt-–Winters smoothing method comes in. Holt (1957) worked with Winters (1960) to extend Holt's exponential smoothing method to include seasonality as well (Hyndman & Athanasopoulos, 2018). The Holt-–Winters method can be applied in two different ways depending on the type of seasonality. If the seasonality is additive, the additive version must be used, and whereas, if the seasonality is multiplicative (i.e., when the time series is the product of its components), the multiplicative version must be used. The three necessary components required to describe the model are the level L, trend T, and season S.
Combining all together, the final equationsThe additive Holt–Winters method can beis expressed as follows:. The additive model equations are:
      	(Eq.9)
       	Eq.10)
                (Eq.11)
 		   (Eq.12)
Equations. 9 to –11 express show how to update the level, trend, and seasonality (with h seasons) update respectively. γ is the The seasonal smoothing factor γ and acts just like α and β. Notice that iIn an additive series, we use subtraction to decompose the different components, whereas in a multiplicative series, we use division will be used for decomposition purpose. Here, for tthe seasonal component update (Eq.11) the level component is removed using subtracthe level component is subtracted to update the seasonal component (Equation 11)ion. Equation .12 performs makes the forecast considering with the additive seasonality and additive trend taken into account.
If the series has the a multiplicative seasonal component, the Eequations 9, 11, and 12 changes take the formto (Makridakis et al., 2008):
      					 (Eq.13)
                        				              (Eq.14)
          						(Eq.15)
Note that tThe only difference is, how seasonality composes (multiplication instead of addition) and how seasonality decomposes (division instead of subtraction). Moreover, in equation 14 to update the seasonality in Equation 14, the level component has beenis removed by division. The adjustments made to the composition (multiplication) and decomposition (division) of seasonality in the Holt–-Winters smoothing method are valuable for capturing and accommodating seasonal fluctuations, resulting in a more inclusive and precise forecasting technique. By excluding the level component during the seasonality update, the method ensures that the estimation of seasonality is independent and accurately reflects the inherent seasonal patterns present in the data.
One season’s data are required tTo initialize the level, seasonal, and trend indices, the data of one complete season is needed. thenThis initialization is performed as, using following equations the mentioned indices can be initialis:zed.
                                    (Eq.16)
                     (Eq.17)
                        (Eq.18)

Example 3:
The seasonal demand fors of an item in a hypothetical hardware tools shop are is recorded on a quarterly basisquarterly, (see as shown in Table 4). The chosen model assumes a combination of multiplicative seasonality and additive trend. Therefore, Eequations 13 to –15 are utilized used to estimate the trend and make forecasts for future demands. The forecasting process begins from in the second season 2 because, as it requires the collection of data forom a one complete season before it can commence.

	Holt-–Winters method to capture the seasonality of the quarterly demand data	Comment by Author: Where does the data in these tables come from? If it is taken from a book or elsewhere we will need to provide a source 
I designed it for the example based on my studies	Comment by Author: Dear editor: please leave this comment in until the end. I will need to follow up on some of these graphics before sending it to typesetting. 

	Year
	Quarter
	t
	Demand
	Lt
	Tt
	St
	At+h

	1994
	1
	1
	500
	 
	 
	1.333333
	 

	 
	2
	2
	350
	 
	 
	0.933333
	 

	 
	3
	3
	250
	 
	 
	0.666667
	 

	 
	4
	4
	400
	375
	-12.5
	1.066667
	 

	1995
	1
	5
	450
	396.9667
	-9.05333
	1.273412
	483.3333

	 
	2
	6
	350
	372.3747
	-10.6072
	0.935307
	362.0524

	 
	3
	7
	200
	296.7938
	-17.1046
	0.668827
	241.1783

	 
	4
	8
	300
	287.3869
	-16.3348
	1.059833
	298.3352

	1996
	1
	9
	350
	302.1219
	-13.2278
	1.23893
	345.161

	 
	2
	10
	200
	252.9623
	-16.821
	0.891905
	270.2048

	 
	3
	11
	150
	201.4173
	-20.2934
	0.691596
	157.9377

	 
	4
	12
	400
	268.2504
	-11.5807
	1.189227
	191.9611

	1997
	1
	13
	550
	373.5062
	0.102908
	1.309011
	317.9958

	 
	2
	14
	350
	363.8087
	-0.87713
	0.912946
	333.2237

	 
	3
	15
	250
	317.4823
	-5.42206
	0.720351
	251.002

	 
	4
	16
	550
	406.7605
	4.047961
	1.238103
	371.1103

	1998
	1
	17
	550
	465.9614
	9.563264
	1.270414
	537.7528

	 
	2
	18
	400
	444.9496
	6.505758
	0.908756
	434.1286

	 
	3
	19
	350
	410.5851
	2.418728
	0.759978
	325.2062

	 
	4
	20
	600
	487.3071
	9.84905
	1.236049
	511.3412

	1999
	1
	21
	750
	597.7855
	19.91199
	1.265679
	631.5942

	 
	2
	22
	500
	570.255
	15.16774
	0.899169
	561.3363


Source: [Mojtaba Nabipour], (2023).

In this scenario α, β, and γ are set to 0.4, 0.1, and 0.3, respectively. The fFigure below shows4 depicts that the method reasonably has capturesd the seasonality of the demand data reasonably.

Capturing Seasonality Component of the Time Series Using Holt-–Winters Technique

Source: [Mojtaba Nabipour], (2023).

  Self-check Questions:
1.- Considering Given the following table as a 6-month demand history, calculate the RMSE for an exponential smoothing model with α = 0.54.
	Date
	Demand

	Jan
	89.5

	Feb
	95.6

	Mar
	94.3

	Apr
	92.1

	May
	95.8

	Jul
	88.7


2.- In Eexample 3, use the multiplicative trend with additive seasonality model and t. Then compare the RMSE of resulted the resulting model by thethat of the original onemodel.

2.2 Autoregressive Integrated Moving Average (ARIMA)
A different approach to time series forecasting is provided by autoregressive integrated moving average (ARIMA) models (Box et al., 2015). The ARIMA model is a statistical technique (Autoregressive Integrated Moving Average) was developed in the 1970s. It is a statistical technique that is widely used to forecast future values of a time-series variable based on its past values. The ARIMA method model is based on the assumesption that the time-series data can be decomposed into three components: trend, seasonality, and randomness. The trend component represents the long-term direction of the time-series data, while the seasonality component represents the recurring patterns in the data, and t. The randomness component represents the unpredictable fluctuations in the data. In time series forecasting, exponential smoothing and ARIMA models provide are complementary approaches. Exponential smoothing makes use ofuses trend and seasonality to describe data, whereas ARIMA uses autocorrelations to describe data that obtained from (Hyndman & Athanasopoulos, 2018). Mathematically, autocorrelation represents gives the statistical relationship or correlation between a variable and its lagged values. ARIMA as the name suggests, ARIMA uses autoregressive and moving average processes to model the time series, so we. It is therefore reasonable to begin by explaining these two processes. However, we , but let's first consider the concept of stationarity.	Comment by Author: Please provide a reference. Developed by Box and Jenkins? I also think a bit of historical background would be helpful here. 
added
Stationarity is simply hoelds when the statistical properties of a stochastic process, such as like the one that generates a time series, are not changed by constant in time. Therefore, time series with trends cannot’t be stationary because the mean of the data is not constant over time. In another example, aOr a seasonal time series also cannot’t be stationary because of it lacks of constant variance.
Autoregressive process
In an autoregressive model, the variable of interest can beis expressed as a linear combination of its lagged values when the values of that variable that occurred at previous time points. The formal definition of an autoregressive process of order p can be written as:is	Comment by Author: Please ensure that the intended meaning is maintained.
   			 (Eq.19)
where AR istands for the autoregressive process and εt is white noise or an error term with zero mean of zero and a variance of σ2. A wide range of different time series patterns can be handled by autoregressive models (Hyndman & Athanasopoulos, 2018). Φ coefficients are the process parameters which , which determines the dependency degree ofto which the current value depends onto the lagged values. The parameter C parameter is the constant value of the process; i. It can be considered as the noise average too and. In  sometimes literature it does no’t appear separately.
Example:
The fiFigure below5 shows the generated series generated from an the AR(2) process that is expressed by equation 20.
         						 (Eq.20)

An Autoregressive Time Series Generated by Equation 20

Source: [Mojtaba Nabipour], (2023).

The variance of white noise does no’t change the pattern but only changes the scale (see the following fFigure 6).

Increasing the White Noise Variance to 1.5

Source: [Mojtaba Nabipour], (2023).

The series generated by autoregressive processes are stationary, by construction. But However, there coefficients φ are some constrainedts for coefficients φ in order to make the process stationary (Hyndman & Athanasopoulos, 2018). 
For an AR(1) process,: .
For an AR(2) process,: .
In At higher orders, the constraints become more complicated
Moving Aaverage Process
Instead of using past values to estimate the current value, a moving average (MA) process utilizes uses the linear combinations of past forecast error terms to forecast the future values. It is called tThe moving average process (the name sounds is similar to what we saw before, but the concept is totally differs significantlyent)  since it is assumesd that a stationary process is a random fluctuation around a forward moving average of the series (white noise process):. 
.          	 (Eq.21)
Equation 21 describes the general form of an MA process. The depth of the considered lagged errors is determined by q. Like AR processes, moving average processes can only model stationary time series. To model nonstationary time series with these two methods, we need to transform the original series to obtain a stationary time series. To do that, one of the major transformation techniques is , often through differencing, which  essentially calculates the difference betweenof consecutive observations, allowing us , to remove the level change between them.
Differencing can be done multiple times; the number of times , which indicates is theits “order.”
 For example, the first- order differencing isgives:
                        	 (Eq.22)
We can continue to reachS second- order and third- order differencing givevia:
      	 (Eq.23)
     	 (Eq.24)
For example, the following figure 6 depicts shows a time series ofthe Dow Jones closing averages during . Since it has an obvious upward the data trend upward, the series cannot, it can’t be stationary. The following figure shows the results of applying fFirst- order differencing of to thise mentioned time series. has been demonstrated in figure 8.

Dow Jones Time Series

Source: [Mojtaba Nabipour], (2023).

This transformation eliminates the upward trend inof the time series, leaving it and this time it exhibits with a random pattern with constant mean and variance, which convinces us to consider it as a stationary time series.

First Order Differencing

Source: [Mojtaba Nabipour], (2023).

Non-seasonal ARIMA Process
As we saw in the previous sections, moving averageMA and autoregressive processes are capable ofcan modeling stationary time series. With the aid ofD differencing allows us to, we can make transform nonstationary time series with trend components, into stationary time series. It would be reasonable to integrate tThese methods may be integrated to produce a pervasive time-series model.
We can get aA non-seasonal ARIMA model is produced by combining differencing with autoregression and moving averages. The model is described fully by equation 25.expressed as follows:
  (Eq. 25)
Like beforeThe variables p and q again indicate the lag order of lags in the autoregression and moving averageMA processes, respectively (Hyndman & Athanasopoulos, 2018). The order of differencing is indicated given by d. ARIMA(p,0,0) is an autoregressive process [(AR(p)]) and ARIMA (0, 0, q) is an moving averageMA process [(MA(q)]). 
The following table 5 listsed some examples of ARIMA processes.

	Process
	Equation

	ARIMA(1,1,2)
	

	ARIMA(1,2,1)
	

	ARIMA(2,2,0)
	

	ARIMA(1,0,2)
	



It can be concluded thatT the differencing order d is thus the necessary number of differencing steps of required differencing to transform a nonstationary time series into a stationary time series. To determine the appropriate differencing order of differencing, we typically assess the stationarity of the time series at different levels of differencing. If the initial time series is highly nonstationary, we start with a first-order differencing (d = 1) and check if the resulting differenced time series exhibits is stationarity.
In the followingBelow, we discuss the following main stages of an ARIMA modeling will be discussed according to (Peixeiro, (2022):.
· iIdentification test to determine if whether the time series is stationary or not
· cChoosing appropriate model’s parameters (i.e., p, d , and q) 
· fFitting the best model to the observations
· eEstimating the coefficients φ and ϴ
· vValidating the model
Checking iTf the residuals (i.e., fForecasting errors) should have form a random pattern; if they show areany correlatedion, the model mhas toust be changed (Ramos & Oliveira, 2016). Forecasting thorough the model. Moreover, we can use some accuracy metrics like such as the RMSE. In order tTo make the concepts ready easy toto be practical use, we avoid complicated statistical formulas and, explain the stages the above stages will be explained by in Ppython codes.	Comment by Author: Please complete or delete this sentence fragment.
In the beginningTo start, we need tomust determine if whether a time series is stationary or if. If  not, we must determine how manythe differencing steps order we need to apply to obtain stationarity. By looking at tThe time series plot we might see easilyshow if there is any strong upward or downward trend. However, if the ttime series is difficult to judge by just looking at the plot, we ime series trend is difficult to judge just by looking at the plot, more sophisticated tools are requiredneed more sophisticated tools. 
There are sSome statistical tests that can be utilized used to examine the stationarity of time series. One of them is called the ADF test (aAugmented Dicky-–Fuller (ADF) test in which the null hypothesis is holds that the series is none stationary and, if the p-value is not loweris greater than or equal to the significant value (0.05), it is failed to reject the null hypothesis is not rejected and the time series is not deemed stationary (Dickey, 2015).
To get the p value, tIn the Ppython programming language provides , we can use the adfuller(time-series) function from the statsmodels package to get the p-value.
For example, let uss determine the stationarity of the time series of figure Figure 6. 	Comment by Author: Given that no figure numbers are used, it is not clear to which figure this refers. Please clarify.
[image: Ein Bild, das Text, Screenshot, Schrift, Reihe enthält.
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The Phython output gives p-valuuu e= 0.36133347874971455	Comment by Author: You might want to correct the typo in the Phython code.

Since the p -value is greater thanexceeds 0.05, the we can’t reject the null hypothesis is not rejected, so  and the time series is not stationary. Subsequently, an examination shall be conducted towe ascertain whether the first-order differencing process engenders stationarity within the time series under consideration. To calculate the difference, we use the diffa method, which called diff that takes the data and number of steps as parameters. The following code snippet shows how to use it.
[image: Ein Bild, das Text, Schrift, weiß, Screenshot enthält.

Automatisch generierte Beschreibung]


pP -value = 0.0034683081217674982

The p -value allows us to rejects the null hypothesis, so the first- order differencing would be enoughsuffices. Actually, by applying through differencing and the ADF test, we can determine the value of d in the ARIMA model. The next step is to define the values of p and q. Parameter p is the order of the autoregressive model. Basically,; it tells determines how howmany lag correlates withs the current value is correlated with. Thus, we need mustto analyze the autocorrelation of the time series. 
Autocorrelation analysis provides us withthe Autocorrelation Function (ACF) and Partial Autocorrelation Function (PACF), which) that can be great of significant help not only for determining stationarity determination but also in for model identification (p, q). The ACF measures determines the correlation of the time series with its past values:.
                                      			     (Eq.26)
But Note thatwhen the a lag  extendings beyond one , it raises thea question of:
 hHow much information can we can gain from yt-−k about yt that we cannot’t obtain from in- between lagsobservations. This question guides us to another the function called the Partial Autocorrelation function (PACF), which. This function does the same thing as the ACF after but first removesing the effects of in- between observations. For example, PACF (yt , yt-−3) is the correlation that is not explained by yt-−1 and yt-−2. The PACF makes it possible to determine the number of lags observations requiredthat are needed to describe the current value, so it is not surprisinge that one it sees uses it in ARIMA models to determine the value of p. Therefore, after the most significant lags in a partial autocorrelation plot decrease the we face a drop in correlation, so the index of the last lag is used to determine p. 
Likewise, the ACF plot can tell us gives similar things information about the MA process inof the ARIMA model where, a. Tfter the significant contribution from theing past error terms causes the plot curve to values drop below the confidence region,  which is typically represented as a band around the predicted values in a time series plot. The width of the band depends on the level of confidence chosen by the analyst, which is often set at 95% or 99%. SoThus, we can consider q to be the last significant lag index as q. 
Example: 
We are given a data set that records the usage amount of a web server over several minutes. What is the appropriate ARIMA model to describe the data?
We start by plotting the time -series:

Time Series Plot of the Example
[image: Ein Bild, das Diagramm, Reihe enthält.
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Source: [Mojtaba Nabipour], (2023).

ObviouslyClearly, the time seriesit is not a stationary time series. Let us’s start with first- order differencing:
 [image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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The test shows that we cannot’t reject the null hypothesis. Thus, we continue with the second- order differencing. The next fFigure 10 shows the p -value of the ADF test and the  plots of the time series after second- order differencing.

The Plot of the Second Order Differenced Time Series
[image: Ein Bild, das Text, Schrift, Reihe, Diagramm enthält.
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Source: [Mojtaba Nabipour], (2023).

The plot looks like a stationary time series, and the ADF test suggests that d =is 2.
Now tTo reveal obtain the p value of p, we use the PACF plot will be utilized.
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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TAs the PACF plot indicates (see fFigure below11) that there is no significant autocorrelation (shaded area) after the second lag observation2 there is no significant (shaded area) autocorrelation. Thus, we can decide not to go no further than the second lag observation2 for the autoregressive part (p = 2)

Partial Autocorrelation of the Time Series
[image: C:\Users\Mojtaba Nabipour\Desktop\Capture-01.PNG]
Source: [Mojtaba Nabipour], (2023).

Finally, by looking at the last observation thatlag crosseings the threshold in the ACF plot (see fFigure below12) allows  q can to be estimated.
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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Autocorrelation of the Time Series
[image: C:\Users\Mojtaba Nabipour\Desktop\Capture-02.PNG]
Source: [Mojtaba Nabipour], (2023).

From tThe plot above indicates that the q parameter should be= 2, so . Thus now the final ARIMA model can be defined as is ARIMA (2,2,2). 

 To determine the coefficients, we need to fit the model to the data, which is done. In order to do that by using the ARIMA class from the module statsmodels.tsa.arima.model module will be used.
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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The following figure summarizesy of the results of the model fitting is depicted in figure 13.

Summary of ARIMA Fitting Results
[image: Ein Bild, das Text, Screenshot, Zahl, Schrift enthält.

Automatisch generierte Beschreibung]	Comment by Author: If a program was used to produce this you will need to check the conditions of use to see if we can use the screen shot. Alternatively, a table can be used  	Comment by Author: Dear editor: Please leave this comment in, thanks 
Source: [Mojtaba Nabipour], (2023).	Comment by Author: Is this a screenshot of a program? Please provide a reference 

Eventually wWe can see how well the model has been fitsted by plotting the actual time series alongside with the predicted ontime seriese (see the fFigure below14).	Comment by Author: Please check all mentions of numbered figures and alter the text so that students know which image you are referring to. 
Aiming tTo predict future values using autocorrelation measures within a time series, Auto Regressive Integrated Moving Average (ARIMA) incorporates autocorrelation measures into the model. It measures the dependence of a particular sample on a few previous observations through autoregression. By measuring and integrating these differences, data patterns become stationary, or the correlation with past data is minimized . (lLinearity and non collinearity are fundamental assumptions of the linear  regression  model). Data is are then condensed, and significant features are brought out through an MA moving average.

Self-check Questions:
1. Compute the average value of an autoregressive process described by the following equation for 50 iterations:.

2. Briefly eExplain the procedure of ARIMA modeling briefly.
I. Stationarity: Check if the time series is stationary, (i.e., meaning that its statistical properties, such as mean and variance, do not change over timevary over time). If it is not stationary, transform the data to achieve stationarity. 
II. Differencing: If the data is are not stationary, take data differences of the data until theyit becomes stationary. 
III. Autocorrelation and Partial Autocorrelation Analysis: Analyze the autocorrelation and partial autocorrelation functions of the differenced data to determine appropriate values for p, d, and q in the ARIMA model.
IV. Model Selection: Select an appropriate ARIMA model based on the results of step III3. 
V. Model Fitting: Fit the selected ARIMA model to the data.
VI. Model Validation: Validate the fitted model by checking its residuals for randomness and independence.
3.  What does the Akaike information criterion (AIC) criterion tell us about an the ARIMA model?
The AIC (Akaike Information CriterionAIC) is a statistical measure that evaluates the goodness of fit of a model while by taking into accountconsidering the number of parameters used in the model. In ARIMA modeling, the AIC criteria can be used to compare different models and select the modele one with the lowest AIC value. The lower the AIC value, the better the model fits the data while using fewer parameters. Therefore, AIC criteria can help us determine which ARIMA model is best suited for a given time series data.

Predicting Time Series Using the Fitted ARIMA Model
[image: Ein Bild, das Text, Screenshot, Diagramm, Reihe enthält.

Automatisch generierte Beschreibung]Observations
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Source: [Mojtaba Nabipour], (2023).

2.3 State-Space Models
Any time series that we like want to model and predict is the result of consecutive observations of a system’s output. A system can be realized implemented as a finite set of states, some of which are available tothat can be measured and some thatare cannot – the s So- called, “"hidden states".” As a systema transitions between different states, the systemit produces observations and outputs. The state-space model is like a statistical model, but with two fundamental differences:. The first difference is that oObservations in state-space models may be noisy or difficult to measure,. sSo, the state-space model assumptions are more realistic because they explicitly model the underlying system dynamics that generate the observed data . The secondother difference is the model updating characteristic. A, so that as the model is runsning, it incorporates prior knowledge to improve the prediction. The more interesting advantage that the model offers, especially for time series analysis, is that itsthe focus is on the process that generates noisy data, instead of the noisy data itself. It In other words,means these kind types of models try to understand the dynamics behind the process rather than describing the relationships between the outcomes of the process’s outcomes.
The general form of output generation (tThe linear form with additive noise) and state evolution can be written expressed as in equation 26 and 27. 
 				 (Eq.26)
 			(Eq.27)
where Zt describes the linear model of the system that generates the observations,. α is the state vector of the system through which the system evolves,. T is the transition function that controls the state evolution (i. It describes the system dynamics),. d and c are the intercepts,. ε is the measurement noise, and η is the disturbance noise of the system. If the system is Gaussian, then we have:
                  		 (Eq.28)
 				(Eq.29)
Time- series example
Consider an additive time series where the observations consist contain seasonal and trend components. W so we may write it as:
        		 (Eq.30)
where μ, γ, and ε are the trend, seasonality, and error components, respectively. Suppose we can model the trend component as a simple random-walk process as in equation 31follows:
 			 (Eq.31)
If μt = αt and, γt = 0, and the error is a white noise process, we can write the time series as:
                  		 (Eq.32)
.			 (Eq.33)
As it can be seen, tThe time series has been developedthus takes the form of into a state-space model where Eequation 32 is the measurement model that relates the observation (y) to the state (α). Equation 33 describes the dynamics of the state evolution.
In the following, we explore the Kalman filter, which is the most used method for state-space models. 
The Kalman Filter
The Kalman filtering method is the most developed and deployed method for state-space models. It uses, in which in an iterative process tries to minimize the error of predictionprediction error by incorporating new measurements. Thus, the Kalman filtering process contains two iterative steps that are depicted in(see fFigure below)15.

Kalman Iterative Process
[image: Ein Bild, das Text, Screenshot, Schrift, Reihe enthält.
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Source: [Mojtaba Nabipour], (2023).

Regarding Building on the previous equations for state-space models equations, the prediction step contains following equations.is expressed as
                            		 (Eq.34)
           			 (Eq.35)
The ‘prime (') notation indicates the predicted term prior to observation or measurement, and. And the superscript T is indicates the transposition operation and defines the a linear relationship between the current state vector and the previous state vector. The P is the error covariance, which expresses the uncertainty about in the state. In the first phase, the next state and error covariance are predicted. Upon rReceiving a new observation, the correction or filtering phase will begin according to the followingEquations 36–38 three equations, where . R is the variance in measurement error variance:.
           			 (Eq.36)
Equation 36 computes the Kalman gain, which that is used to correct the estimateion of the next state by:
            		(Eq.37)
Intuitively speaking, the Kalman gain regulates the impact of the prediction error on the state correction part of the estimation. By As time advances, the Kalman gain is expectedshould to decrease. The Finally, the followinglast equation updates the error covariance:.
. 			(Eq.38)
Kandananond (2014) provides aAn example of Kalman filtering, in demand forecasting, can be observed in (Kandananond, 2014).
To explain stationary demand processes, Tthe first- order autoregressive model is commonly used to explain stationary demand processes:
 			 (Eq.39)
Equation 39 is linear with in white noise, so we can use Kalman filtering to predict the time series.
The output can be written as
 				 (Eq.40)
where v is the measurement noise. Considering the given system, tThe Kalman filter equations, considering the given system, are:
The time update equations
			 (Eq.41)
 			 (Eq.42)
Measurement update equations
 			 (Eq.43)
			 (Eq.44)
 				 (Eq.45)
As an illustration, Kandananond (2014) shows the result for φ = 0.9 is shown in (Kandananond, 2014).

 Self-check Questions:
1. What are the differences between state-space modeling and statistical modeling?
· Observations: In state-space models, observations may be noisy or difficult to measure, whereas statistical models assume that observations are precise and error-free. 
· Model Updating: State-space models have aare characterized bystic of model updating, meaning that, as new data becomes available, the model is updated to incorporate the new information. 
Statistical models do not have this characteristic. State-space models also offer several advantages over classical difference-in-differences schemes, including inferring the temporal evolution of attributable impacts, incorporating empirical priors on parameters into fully Bayesian models, and accommodating multiple sources of variation.
2. Explain the two main stages of Kalman filtering.
· Prediction: In the prediction step, the Kalman filter uses the previous state estimate and its covariance to predict the current state and its covariance. This prediction is based on the system dynamics model, which describes how the state evolves over time.
· Update: In the update step, the Kalman filter incorporates new measurements to improve its estimate of the current state. The update is based on a comparison between of the predicted measurement and with the actual measurement, as well as their respective uncertainties. 
These two steps are repeated iteratively as new measurements become available, with each iteration improving the accuracy of the state estimate. The Kalman filter is widely used in various fields, such as engineering, economics, and finance, for its ability tobecause it provides accurate estimates even in noisy environments.

2.4 Bayesian Structural Time Series Analysis 
Analysis of time- series data presents some of the most difficult analytical challenges. As a result of aA limited amount of data is available to but needing to inform some of the most important decisions, for example(e.g., corporate planning), so commonly uses time series analyseis are commonly used to forecast demand, which requires understanding seasonality and, trends, and quantifying how theyication of the impact of affect business. In most cases, however, the lack of historical data makes it difficult to estimate these components accurately. Uncertainty can be handled transparently by Bayesian structural time series models. The tTime series forecasting, feature selection, and other applications are all done using the Bayesian structural time series model (BSTS). method. The BSTS model method is a statistical method that is utilized used infor  various applications, including feature selection and time series prediction. It is specifically designed to be used with time-series data that is in the form of a time series. Time- series analysis using the Bayesian method has the following several advantages that can be listed as follows.:
· Versatility: Bayesian methods offer the flexibility to model complex systems by incorporating prior knowledge and assumptions, which enablesing more precise and reliable predictions. 
· Quantifying Uncertainty: Bayesian methods provide a means to quantifyallow uncertainty in both model parameters and predictions to be quantified. This is particularly valuable in time- series analyseis where data can be noisy and subject to uncertainty. 
· Model Comparison: Bayesian methods provide a framework for comparing different models and selecting the most suitable one model based on the available data. 
· Integration of External Information: Bayesian methods facilitate the integration of external information, such as expert knowledge or additional data sources, into the modeling process. 
· Real-time Adaptation: Bayesian methods can be updated in real -time as new data becomes available, allowing for more accurate and timely predictions.
With time series modelsO, overfitting is a problem with time series models, especially when estimating models with many parameters over a short period. Despite not being a problem in this case, it can be problematic when dealing with multiple variables, such as in economic forecasting, it can be problematic. In orderT to solve the overfitting problem, we need to take a Bayesian approach, which. This allows us to prioritize our variables. As a result, it can be used to assess the extent to which different marketing campaigns have contributed to the changinge in product sales, brand popularity, and other relevant indicators that are related to product sales and brand popularity. There are several factors thatSeveral factors can be considered in state-space models as opposed to classical difference-in-differences schemes, including inferring the temporal evolution of attributable impacts, the incorporation of empirical priors on parameters into fully Bayesian models, and the ability to accommodate multiple sources of variation, including contemporaneous covariates that change over time.

A Bayesian structural time series model with unobserved components would isbe used. In cComparedison to with ARIMA models, this technique is more transparent and deals elegantly deals with uncertainty. Due to its lack of differencing, lagsobservations, and moving averages, it is also more transparent. (mModel components can be visually inspected). By quantifying posterior uncertainty, controlling variance, and imposing prior beliefs on the model, it handles uncertainty betterIt handles uncertainty better by quantifying posterior uncertainty, controlling variance, and imposing prior beliefs on the model. In addition, any ARIMA model can be recast as a structural model. The Bayesian structural model can be summarized expressed as follows:
 			 (Eq.46)

whHere xt idenotes a set of regressors, St represents is seasonality, and μt is the local level term. Latent state evolution over time is referred to as anthe unobserved trend at the local level. For instance, it can represent underlying growth in brand value or external factors that are hard to track. I, but it can also absorb short-term fluctuations that should be explicitly controlled. As a result, we can avoid strange coefficient estimates of coefficients due to spurious relationships can be avoided. Ifn case the historical data cannot yield meaningful estimates, the outside priors for the means can be specified by the Bayesian nature of the model.
BSTS uses linear Gaussian models that are similar to Kalman filtering to provide more insight into the constituent components of series like such as seasonality, trend, and regression (Fildes, 1991).
The Bayesian approach always tries to estimate the distribution of future states with the help of previous observations and previous state distributions. This approach is based on the Bayes theorem:.
 . 			 (Eq.47)
Here, θ is the hidden state, p(θ|y) is the posterior distribution given observations y, and. p(y) is the marginal probability of y and is given by:
.            		 (Eq.48)
The state evolution can be stated expressed as:
 			(Eq.49)
wWhere T is the transition function and can include all the mentioned components mentioned. Under Given the normal distribution of the error terms (η and ɛ), it can be proven that the posterior distribution of the states is always less uncertain (Mathys et al., 2011).
The state transition is usually modeled by a Markov cChain. Using Markov cChain Monte Carlo sampling, one can simulate complicated distribution functions. Using the general model (Eq.46) and Bayesian inference we can forecast the time seriesWe can forecast the time series by using the general model (Equation 46) and Bayesian inference.
For To better understandingclarify, there iswe provide an example of how using Bayesian structural time seriesthe (BSTS) method method can be applied toin forecast ing time- series data. Suppose we want to forecast the monthly sales of a retail store for the next following year. We have historical sales data for the past 5five years, and we want to use theseis data to build a forecasting model. We can use the BSTS method to model the time series data. The BSTS method decomposes the time series into several components, including trend, seasonality, and any: trend, seasonality, and other relevant factors. The method then uses Bayesian inference to estimates the parameters of each component using Bayesian inference. Here's The following steps show how we can apply the BSTS method to our example:
· Data preparation: We start by preparing the data by converting it into a time- series format. We can then visualize the data to identify any trends, seasonality, or other patterns.
· Model specification: Next, we specify the model by defining the components that will be used to model the time series. For example, we can include a linear trend component, a seasonal component, and any other relevant factors such as promotions or holidays.
· Prior specification: We then specify the prior distributions for each parameter in the model, allowing us to incorporate. This allows us to incorporate any prior knowledge or assumptions about the underlying system.
· Bayesian inference: We use Bayesian inference to estimate the posterior distribution of each parameter in the model. This strategy involves updating the prior distributions with the observed data to obtain the posterior distributions.
· Forecasting: Finally, we use the estimated model parameters to make forecasts for future time periods. The forecasts should will include uncertainty intervals that reflect the uncertainty in the model parameters.
Self-check Questions:
1. How does Bayesian inference reduce the uncertainty of the forecasting procedure?
Bayesian inference is a statistical approach that uses prior knowledge and data to update the probability of a hypothesis. In the context of time- series forecasting, Bayesian inference can be used to reduce uncertainty by incorporating prior knowledge about the system being modeled. By using Bayesian methods, we can incorporate into our analysis prior beliefs about the parameters of the modelmodel’s parameters into our analysis,. This allowings us to make more informed predictions and reduce forecast uncertainty in our forecasts. Additionally, Bayesian methods allow us to update our beliefs as new data becomes available, which can further improve the accuracy of our forecasts. Overall, Bayesian inference provides a powerful tool for reducing uncertainty in time- series forecasting by allowing us to incorporate prior knowledge and update our beliefs as new data becomes available.

Summary
Traditional methods of demand forecasting heavily rely heavily on statistical analysesis of time series. Such methods assume that the underlying demand pattern follows a certain pattern, and that future demand is will be similar to past demands. Statistical analysis allows for the identification of seasonality, trends, and other patterns in the data, which can provide insight into future demand. Methods such as exponential smoothing, moving average, and ARIMA models assume that the time series are stationary with fixed variance and the observations are available. In contrast, Kalman filtering and BSTS models methods try to estimate hidden mechanisms that generates the observations. Thus, they  are capable ofcan forecasting variables that may not necessarily be observable. This, Hhowever, this approach requires much more information and computation than the first category of methods.
Unit 3 – Data-Driven Methods for Demand Forecasting

Study Goals

On Upon completingon of this unit, you will be able too… 
· … define data-driven methods.
· … identify the data-driven methods for demand forecasting.
· …determine which method is suitable for a specific demand type.
· …apply the methods discussed to predict future demands.
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3. Data-Driven methods of Demand Forecasting
Introduction 
Data-driven methods for demand forecasting use statistical and machine learning techniques to analyze historical data and predict future demand for a product or service. These approaches depend on having access to substantial quantities of data, which can be gathered from diverse sources like such as sales logs, customer actions, and market patterns. By examining theseis data, companies can obtain valuable information about consumer behavior and use it to make well-informed choices regarding inventory control, production scheduling, and marketing tactics. Data-driven demand forecasting can help businesses optimize their operations, reduce costs, and improve customer satisfaction by ensuring that the right products are available at the right time and in the right quantities. Traditionally, demand forecasting is modeled as a time series consisting of linear components. It isO often, the case that the real world involves models that are more complexre complex models. With Athe aid of artificial intelligence techniques such as supervised learning and neural networks, we  can help us handle this complexity and do more accurate modeling. in tThis unit we getthus  familiarizes the reader with the concepts of these techniques and their applications of these techniques in demand forecasting.
  
3.1 Recurrent Neural Networks
Recurrent neural networks (RNNs) belong toare a specific category of artificial neural networks intended forthat handleing sequential data. Unlike traditional feedforward neural networks that process input data in a sequential manner, RNNs possess the capability tosequentially, RNNs can retain information from past inputs, enabling them to effectively efficiently process input sequences. RNNs possess a memory that enables them to capture temporal relationships within data. This quality makes them highly suitable for tasks like such as speech recognition, language translation, and time series prediction. The fundamental component of an RNN is the recurrent neuron, which takes an input and a hidden state, and generates an output and a new hidden state. The hidden state functions as the network’'s memory, enabling it to retain information from previous inputs. The output from the recurrent neuron can be reintroduced into the network as input for the subsequent time step, allowing the processing of input sequences. However, a major challenge in training RNNs is greatly hindered byis the vanishing gradient problem, where the gradients ustilized to update network weights diminish considerably as they propagate backward in time. (Hewamalage et al., 2019). This can make it difficult for the network to learn long-term dependencies in the data. 
Numerous versions of recurrent neural networks (RNNs) have been created to tackle this issue, such as. Among them are long short-term memory (LSTM) networks and gated recurrent units (GRUs), both of which incorporate distinct gating mechanisms that regulate the information flow throughout the network. Overall, RNNs are a powerful tool for processing sequential data and have been used  successfully in a wide range of applications (Joseph, 2022). However, they can be computationally expensive to train and may require careful tuning of hyper parameters to achieve good perform wellmance. The figure below shows the general structure of a feedforward neural network is shown in Figure. One can provide aA feedback path for neurons is provided in the hidden layer to add the memory capability to the network to reach RNNs (Figure).
General Architecture of a Feedforward Neural Network
[image: Ein Bild, das Screenshot, Text, Kreis enthält.

Automatisch generierte Beschreibung]
Source: [Mojtaba Nabipour], (2023).

To fully understand how the feedback structure works, look focus onat the hidden layers unfolding by in time in in the figure below. 
Recurrent Neural Network
[image: Ein Bild, das Diagramm, Screenshot, Reihe, Electric Blue (Farbe) enthält.
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Source: [Mojtaba Nabipour], (2023).

In tThe figure below shows, 3 three time steps of the evolution of the hidden layers’ evolution has been depicted. As it is obvious, tThe temporal input data (x) change the behavior of the hidden layers and of the output respectively. 	Comment by Author: Please check all mentions of graphics and format  like this 	Comment by Author: Dear editor: this is likely to be a problem throughout. 
Unfolding the hidden layers for 3 time steps
[image: Ein Bild, das Text, Schrift, Reihe, Diagramm enthält.
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Source: [Mojtaba Nabipour], (2023).

The functions a(t) and y(t) can beare expressed as the following equations.s:
	
	(Eq.1)

	
	(Eq.2)


where Wij’s are the weights that will be determined by training, and. g1 and g2 are the activation functions.
Depending on the number of x and y , there are five5 types of RNN that are listed in(see the ttable below).	Comment by Author: Please check and add titles for all tables 



	Number of X and Y
	Type of RNN

	N(X)=N(Y)=1
	One-to-One

	N(X)=1 , N(Y)>1
	One-to-Many

	N(X)>1 , N(Y)=1
	Many-to-One

	N(X)=N(Y)>1
	Many-to-Many

	N(X)<>N(Y)
	Many-to-Many


Source: [Mojtaba Nabipour], (2023).

The loss function of an RNN network is the summation of all time- step loss functions:.
	  
	(Eq.3)


The back propagation is done at each point in time.  The derivative of the loss function with respect to the weight matrix is:
	
	(Eq.4)


Ordinary recurrent neural networks have two shortcomings: of
· Vanishing/ or exploding gradient problems
· Gradient clipping
The vanishing gradient issue in recurrent neural networks (RNNs) refers to the problem of the gradients becominging extremely small as they propagate through the network during backpropagation. The reason origin ofbehind this phenomenon is that, in each time step,, in every time step, the gradients are subject to the weights of the networknetwork weights. W, and when these weights are of small value, the gradients will also reducebecome to a small scale. Consequently, the network can encounter challenges inhas difficulty acquiring long-term dependencies since because the insufficient gradients do cannot efficiently update the weights. This drawback can cause inadequate execution and a delayed convergence rate in RNNs (Hebbar et al., 2022).
Similarly, if the gradient update is too much it leads to unstable and inaccuratethe predictions become unstable and inaccurate if the gradient update is too much predictions. This issue is particularly common in RNNs because they have feedback loops that can amplify the gradients over time, leading to an exponential increase in their magnitude. The exploding gradient problem can be addressed by using gradient clipping, which limits the maximum size of the gradients, or by using more stable RNN architectures such as the LSTM or gated recurrent unitsGRU.
Gradient Clipping
Gradient clipping is a technique to overcome the exploding gradient problem by preventing the gradient from exceeding a specified limit. Figure The figure below illustrates the technique using with a graph.
Gradient Clip Illustration
[image: Ein Bild, das Text, Reihe, Screenshot, Diagramm enthält.
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Source: [Mojtaba Nabipour], (2023).

Some types of RNNs are designed to use specific gates to remedy the vanishing gradient problem in a specific way. by using specific gates 
These gates areis used to build LSTM networks cells and will be described in detail in the following subsections in details.
Long-Short Term Memory (LSTM) networks
LSTM Long short-term memory neural networks are  a type of recurrent neural networkss designed to handle the challenge of handling long dependencies in sequential data. They prove to bare highly beneficial in various applications, including time-series forecasting, speech recognition, language translation, and image captioning. These tasks involve input data that consists of a sequence of words or images (Nithin et al., 2022). LSTM networks possess a crucial characteristic which enables them tocan selectively retain or discard information from previous time steps, which is . This capability is achieved by utilizsing “"memory cells”" that store information over time, along with “"gates”" that regulate the flow of information in and out of these cells. These gates are implemented as sigmoid functions, which consider the current input and the previous hidden state as input and produce a value between zero0 and one1. This value determines the extent to which the input and previous state should beare transmitted to the subsequent time step. The forget gate decides the amounthow much of the previous memory cell to retain, while the input gate determines how much of the current input should be added to the memory cell. LastlyFinally, the output gate determines the portion fraction of the current memory cell that should be passed on to the next time step (Abbasimehr et al., 2020). LSTM networks possess the ability tocan preserve important information from past time steps while discarding irrelevant details, allowing them to handle long-term dependencies effectively and overcome the “"vanishing gradient”" issue commonly encountered in conventional RNNs. Consequently, LSTM networks are highly advantageous for sequential data modeling and consistently achieve cutting-edge performance across various tasks. 
Prior to delving into the cell structure, it is beneficial towe briefly revisit the sigmoid and hyperbolic tangent TanH functions. These mathematical functions, namely the sigmoid and hyperbolic tangent functions, are extensively employed used in machine learning and artificial intelligence algorithms.
The sigmoid function is a type of activation function that is used in neural networks to introduce non-linearity into the output of a neuron. It is defined as:
	
	(Eq.5)


The value ofwhere x serves asis the input for of the function. The sigmoid function transforms any input value into a value ranginge between from zero 0 andto one1, making it beneficial useful for binary classification tasks. As the input to the function increases, the output gets closer toapproaches one1, while f. For smaller inputs, the output approaches zero0. The figure below shows aA visual representation of the function can be seen in Figure..
Sigmoid Graph
[image: C:\Users\aliag\Downloads\chart(10).png]
Source: [Mojtaba Nabipour], (2023).

The hyperbolic tangent hyperbolic function, on the other hand, is another type of activation function that is used in neural networks. It is defined as:
	
	(Eq.6)


The hyperbolic tangent function transforms its input values into a range of -−1 to +1 and is a, serving as a valuable tool for regression tasks. As the input increases, the output gradually reaches approaches +11,; while for small inputs, the output gradually approaches −-1. Both the sigmoid and hyperbolic tangent functions are frequently employed used in machine learning algorithms to introduce non-linear behavior into neuron outputs. This non-linearity enables neural networks to grasp intricate patterns within the data. The figure below showcases the graphs of the hyperbolic tangent function.
Graph of TANH
[image: Ein Bild, das Reihe, Diagramm, parallel enthält.

Automatisch generierte Beschreibung]
Source: [Mojtaba Nabipour], (2023).

LSTM Cell Structure
It An LSTM cell canhas the ability to learn patterns over long sequences of datadata sequences by selectively retaining or discarding information. The functioning of an LSTM cell can be divided into four key components: the input gate, the forget gate, the output gate, and the cell state.	Comment by Author: Please ensure that the intended meaning is maintained.
1. Input Gate: The input gate is responsible for identifyingdentifies the relevant information from the current input and previous hidden state that should be added to the cell state. By utilizing a sigmoid activation function, the input gate calculates a value between 0 and 1 for each element of the inpuUsing a sigmoid activation function, the input gate calculates a value between zero and one for each input element, thereby determining the significance of incorporating the corresponding information into the cell state.
2. Forget Gate: The forget gate determines which information from the previous cell state should be retained or discarded. It takes the current input and previous hidden state as inputs and applies a sigmoid activation function, resulting in a value ranging from 0zero to one1 for each element in the cell state. This value signifies the degree to which each piece of information should be preserved retained or forgottendiscarded.
3. Cell State: The cell state serves as the memory of the LSTM cell. It stores information from previous time steps and updates it based on the input gate and forget gate. The input gate determines the information to be added to the cell state, while and the forget gate determines the information to be retained or forgottendiscarded. The cell state is updated by multiplying the previous cell state by the forget gate and adding the input gate multiplied by the current input.
4. Output Gate: The output gate determines which information within the current cell state is suitable for use as the hidden state. It takes inputs from the current input and previous hidden state and applies a sigmoid activation function to each element in the cell state, resulting in a value between zero 0 and one1. This value indicates the suitability of the data for use as the hidden state. Then, the cell state then goes through a tanh activation function to generate the actual hidden state, which is subsequently multiplied by the output gate to produce the final output.
Structure of LSTM Cell
[image: Ein Bild, das Text, Diagramm, Screenshot, Plan enthält.
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Source: [Mojtaba Nabipour], (2023).

Overall, tThe LSTM cell selectively remembers retains or forgets discards information based on the input and previous state, and updates its memory accordingly (Brownlee, 2018). This approach allows it to handle long-term dependencies in sequential data and avoid the vanishing gradient problem in that plagues traditional RNNs. The fFigure above shows demonstrates the details of an LSTM cell consisting mentionedwith the input gate and forget gate. s where C is the cell state, and h is the hidden state.
Implementation: 
To implement an LSTM network, we use Ppython with the Keras library. The implementation steps can beare summarized as follows:
Step 1: Import the necessary libraries
import numpy as np	Comment by Author: Please use code images here as done below.	Comment by Author: If this is code use a special font - you can find it in the different text options of the template 
import pandas as pd
from keras.models import Sequential
from keras.layers import Dense, LSTM
Step 2: Load the dataset
data = pd.read_csv('your_dataset.csv')
Step 3: Preprocess the data
 Split the data into training and testing sets
train_data = data[:800]
test_data = data[800:]
# Normalize the data
from sklearn.preprocessing import MinMaxScaler
scaler = MinMaxScaler(feature_range=(0, 1))
train_data_scaled = scaler.fit_transform(train_data)
test_data_scaled = scaler.transform(test_data)
# Create the input and output sequences
def create_sequences(data, seq_length):
     X = []
    y = []
   for i in range(len(data)-seq_length-1):
        X.append(data[i:(i+seq_length), 0])
        y.append(data[i+seq_length, 0])
return np.array(X), np.array(y)
seq_length = 10
X_train, y_train = create_sequences(train_data_scaled, seq_length)
X_test, y_test = create_sequences(test_data_scaled, seq_length)
# Reshape the input sequences
X_train = np.reshape(X_train, (X_train.shape[0], X_train.shape[1], 1))
X_test = np.reshape(X_test, (X_test.shape[0], X_test.shape[1], 1))
Step 4: Build the LSTM model
model = Sequential ()
model.add(LSTM(units=50, return_sequences=True, input_shape=(X_train.shape[1], 1)))
model.add(LSTM(units=50))
model.add(Dense(units=1))
model.compile(optimizer='adam', loss='mean_squared_error')

Eexample 1:
We have a monthly demand history data saved in a CSV file. An LSTM model has been implemented using Python. The steps with codeding in COLAB will beare described in the followingbelow.
The most difficult part is basically how to reformatting the data correctly to feed the model.
First we rRead the dataset and store it in an array.
[image: Ein Bild, das Text, Schrift, Screenshot enthält.
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The figure below plots of the data is demonstrated in Figure.
The Plot of Monthly Demand Dataset
[image: Ein Bild, das Text, Screenshot, Reihe, Diagramm enthält.
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Source: [Mojtaba Nabipour], (2023).

It looks like tThe time series seems to havehas the seasonality and trend patterns. We can decompose them with theby following code:.	Comment by Author: See above comment 	Comment by Author: this is just a part of the code from the software, it's common to use these pictures. These images come directly from the software to familiarize students with coding.
all of them are from open sourse softwares, and no need to reference.
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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The following figure shows tThe decomposition results, includinge seasonality, trend, and noise patterns are shown in Figure.
Results of Demand Dataset Decomposition
[image: Ein Bild, das Text, Reihe, Schrift, Diagramm enthält.

Automatisch generierte Beschreibung]
Source: [Mojtaba Nabipour], (2023).

Splitting the data set into train and test sets is the next stepThe next step is to split the data set into train and test sets, as shown in the code below.  	Comment by Author: Code must always be introduced 
[image: Ein Bild, das Text, Screenshot, Schrift, Reihe enthält.
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The range of numbers should be limited to get better results. To do thatso, we use the MinMaxScaler function forom the preprocessing library of the sklearn package.
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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Now tThe data value will benow set betweenrange from zero and to one.
The next following code lines reformats the training set data into batches ready to feed the model.
[image: Ein Bild, das Text, Screenshot, Schrift enthält.
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We use batches of 12 months of’ demand data to train the model. The output of the model is the prediction of the next following month.
The next step is defining the model, and which is relatively straightforward.
[image: Ein Bild, das Text, Screenshot, Schrift enthält.
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The created network model created can be visualized withusing the following code:
[image: Ein Bild, das Text, Schrift, Screenshot, Reihe enthält.
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The following figure shows the network diagram. is depicted in Figure 
The Network Created by the Model
[image: Ein Bild, das Text, Screenshot, Schrift, Zahl enthält.
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Source: [Mojtaba Nabipour], (2023).

Training of the model is trained bydone using the fit method in with 50 epochs.
[image: Ein Bild, das Text, Screenshot, Schrift, Zahl enthält.
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The following loss graph illustrates shows how well the training has been gone.  
The Loss Graph of the Training Procedure
[image: Ein Bild, das Text, Screenshot, Diagramm, Reihe enthält.
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Source: [Mojtaba Nabipour], (2023).	Comment by Author: For screenshots of programs please include the name of the program and make sure we are allowed to reproduce images from it. 
The Predicted vs Realized Demand
[image: Ein Bild, das Diagramm, Reihe, Steigung enthält.
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Source: [Mojtaba Nabipour], (2023).

To test the model, the last 12 values of the training dataset as a starting batch isare selected as a starting batch to predict the test dataset.
[image: Ein Bild, das Text, Screenshot, Schrift enthält.
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After making the predictions, the scaled values must be backreturn to their original values.s
[image: Ein Bild, das Text, Screenshot, Schrift, Reihe enthält.
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[image: ]
The figure above plots the prediction splot is illustrated in Figure.	Comment by Author: Please ensure that the intended meaning is maintained.

LSTM is better suited for complex data that hawiths non-linear relationships and long-term dependencies. Considering computational resources, statistical methods are better suited for simpler data that haswith linear relationships and short-term dependencies.
Self-check questions:
1. How do RNNs handle sequential data, and what advantages does this give them over other models?
Answer: Bby sequentially analyzing individual data points and retaining an internal state that preserves previous information, RNNs effectively generate predictions for the present data point. Updating the internal state at each time step enables RNNs to grasp both temporal and long-term dependencies within the input sequence. In contrast, conventional feedforward neural networks and other machine learning models lack the capacity tocannot capture these dependencies, rendering them inappropriate for sequential data.
2. What is the main advantage of LSTM networks over traditional RNNs? 
Answer: The main advantage of Long Short-Term Memory (LSTM) networks over traditional Recurrent Neural Networks (RNNs) is their the former’s ability to handle the vanishing gradient problem, which is a common issue problem whenin training RNNs. 
3. How does an LSTM network handle vanishing gradients, which can be a challenginge in when training RNNs? 
Answer: LSTM networks solve this problem by introducing a memory cell and three gating mechanisms: the input gate, forget gate, and output gate. The memory cell is designed to store retain information about the previous inputs and can control the flow of information through the gates.
4. What are the main components of an LSTM cell, and how do they work together to process sequential data?
Answer: 
1. Memory Cell: The memory cell is the main component of the LSTM cell and is responsible for storing and updating information about the input sequence over time. It acts as a conveyor belt that passes information from one time step to the next.
2. Input Gate: The input gate controls the flow of information into the memory cell. It is a sigmoid function that takes the current input and the previous hidden state as input and decides how much new information should be added to the memory cell.
3. Forget Gate: The forget gate controls the flow of information out of the memory cell. It is a sigmoid function that takes the current input and the previous hidden state as input and decides how much old information should be removed from the memory cell.
4. Output Gate: The output gate controls the flow of information from the memory cell to the next hidden state. It is a sigmoid function that takes the current input and the previous hidden state as input and decides how much information from the memory cell should be output to the next hidden state.
The LSTM cell processes sequential data as follows:
1. At each time step, the current input and the previous hidden state are passed to the input gate and forget gate, respectively.
2. The input gate decides how much new information should be added to the memory cell, while and the forget gate decides how much old information should be removed from the memory cell.
3. The memory cell updates its state based on the input from the input gate and the forget gate, and stores the new information.
4. The output gate decides how much information from the memory cell should be output to the next hidden state.
5. The updated hidden state is returned as the output of the LSTM cell, and is also used as input to the next time step.
 5. How can the forget gate in an LSTM network be adjusted to improve its performance on a given task?
Answer: The forget gate in an LSTM (Long Short-Term Memory) network controls the flow of information out of the memory cell, deciding how much old information should be removed from the cell. By adjusting the forget gate, wAdjusting the forget gate can improve the network's performance on a given task. Here are some ways to adjust the forget gate:
1. Change the Activation Function: The forget gate is typically implemented as a sigmoid function that takes the input, current hidden state, and previous cell state as input. By changing the activation function, we can modify the behavior of the forget gate. For example, using a ReLU (rRectified lLinear uUnit) activation function can improve the performance of the networknetwork’s performance on tasks that require non-linear transformations.
2. Use Different Initialization Methods: The forget gate’'s weights are typically initialized randomly, which can sometimesmay lead to poor performance. Changing the initialization method to something like Xavier initialization or He initialization can may improve the network’'s performance by ensuring that the weights are initialized near the optimal values.
3. Add Regularization: Regularization techniques like such as dropout or weight decay can be used to prevent overfitting and improve the network's performance. By applying regularization to the forget gate, we can prevent it from overfitting to the training data and improve its generalization ability.
4. Adjust the Learning Rate: The learning rate controls the step size of the gradient descent algorithm during training. By adjusting the learning rate, we can control the extent to which how much the network weights of the network are updated during each training iteration of training. If the forget gate is not learning properly, we can adjust the learning rate to encourage more learning or less learning.
5. Change the Number of Units: The number of units in the forget gate can be adjusted to change the network size of the network. By iIncreasing or decreasing the number of units, we can controls the complexity of the network and improves its performance on a given task.


3.2 Supervised Learning
Supervised learning is a type of machine learning algorithm where the computer is trained on a labeled dataset, meaning that the data is are already categorized or classified. The algorithm learns to recognize patterns in the input data and maps those patterns to the correct output or label. The goal of supervised learning is to train a model that can accurately predicts the correct output for new, unseen data. In supervised learning, the input data is are often referred to as the “"features”" or “"predictors,”" while the output data areis referred to as the “"targets”" or “"labels.”" The labeled dataset is split into a training set, which is used to train the model, and a testing set, which is used to evaluate the model’'s performance. 
There are two main types of supervised learning algorithms: regression and classification. Regression algorithms are used when the output is a continuous variable, such as predicting the price of a house based on its features. Classification algorithms are used when the output is a categorical variable, such as predicting whether an email is spam or not based on its content. 
Supervised learning has many applications, including image recognition, speech recognition, natural language processing, and fraud detection. It is a powerful tool for solving complex problems and making accurate predictions based on data. Supervised learning algorithms can be used for time series forecasting as well. One frequently employed method for time series forecasting with supervised learning involves utilizing regression algorithms, like linear regression or neural networks (discussed in the preceding section). The algorithm learns from a labeled dataset comprising past variable values and their corresponding future values. The input data consists of a sequence of past values, while and the output data representsare the predicted future values. 
Another approach entails employing classification algorithms such as decision trees or random forests. In this scenario, the output data is area categorical variables that that signifies whether theindicate whether future values will exceedsurpass or fall below a specific threshold. The algorithm is trained on a labeled dataset of past values and their corresponding binary labels, and it learns to classify new data based on the input sequence. Time series forecasting using supervised learning has many applications, including predicting stock prices, weather forecasting, and energy  demand forecasting. It can help businesses make informed decisions based on future trends and improve their operations by optimizing resource allocation and inventory management.
To do dDemand forecasting using supervised learning involves, we need to the following these steps: 
· Collect and preprocess historical demand data: We need to cCollect and preprocess historical demand data, which includes the number of units sold or the revenue generated for a product or service over a period of time. Preprocessing may involve cleaning the data, handling missing values, and transforming the data if necessary.
· Split the data into training and validation sets: We need to sSplit the historical demand data into training and validation sets. The training set will be is used to train the model, while and the validation set will beis used to evaluate the model’'s performance. 
· Choose a suitable model: We need to cChoose a suitable model for demand forecasting. Recurrent neural networks (RNNs) such as long short-term memory (LSTM) networks are commonly used for time series forecasting tasks. 
· Train the model: We need to tTrain the model on the training set using an appropriate loss function such as the mean squared error (MSE) or mean absolute error (MAE). The model should learn to map past demand data to future demand data.
· Evaluate the model: To assess the effectiveness of the model, it is necessary to analyze its performance on the validation set using evaluation measures such aslike MSE or MAEmean absolute error. If the model’'s performance falls short of expectations, it may be necessary to modify the model’'s hyperparameters or experiment withtry alternative architectural designs.
· Make predictions: Once the model is trained and validated, we can use it to make predictions on new, unseen demand data. Overall, demand forecasting using supervised learning involves collecting and preprocessing historical demand data, splitting the data into training and validation sets, choosing a suitable model, training the model, evaluating the model’'s performance, and making predictions on new data.
In tThe following sections explain two major regression-based methods will be explained.
Support Vector Regression
Support vector regression (SVR) is a supervised learning technique employed for regression tasks. Its objective is to determine a function that can estimates the continuous value of a target variable based on one or more input features. The underlying concept of SVR involves identifying a hyperplane within the given feature space that optimizes the distance between predicted and actual values. Essentially, SVR aims to discover a line that maximizes the separation from data points while stillSVR strives to discover a line that maximizes the separation between data points while still capturing the overall data trend. To accomplish this, SVR employs uses a kernel function to transform input features into a higher-dimensional space, facilitating the identification of a hyperplane that can effectively separates data points. The algorithm then strives to locate the hyperplane that maximizes the margin between predicted and actual values.
In support vector regression (SVR), a kernel is a function that maps the input features into a higher-dimensional space, where it becomes is easier to find a hyperplane that separates the predicted values from the actual values. The kernel function essentially transforms the input data into a new representation that may be more suitable for linear separation. SVR employs uses several kernel functions, including the most frequently used of which are the linear kernel, polynomial kernel, and radial basis function (RBF) kernel, which are frequently utilized. The selection of a kernel function is influenced by the characteristics of the data and the particular problem being addressed. The kernel trick is a powerful technique that allows the computation of the hyperplane to be computed in the high-dimensional feature space without actually computing the coordinates of the data points in that space. This approach makes SVR computationally efficient even for large datasets.
The SVR distinguishes itself from other regression models by aiming to findsearching for the optimal line within a predefined threshold, rather than minimizing the discrepancy between actual and predicted values. (Zhang & O'Donnell, 2020). Hyperplanes and boundary lines are separated by threshold values. The complexity of SVR fits increases more than superquadratically with sample number. This limitation means that sScaling to datasets with more than 10 000 samples is challenging due to this limitation.
The Python implementation steps of SVR are is listed given below.
First, we import the necessary libraries: 
import pandas as pd
 import numpy as np
 from sklearn.svm import SVR
 from sklearn.metrics import mean_squared_error 

Next, we load the time series data into a Pandas DataFrame and split it into training and testing sets:
# Load data
 data = pd.read_csv('time_series_data.csv', index_col='date')
 # Split data into train and test sets
 train_data = data.iloc[:100]
 test_data = data.iloc[100:]

WThen, we then prepare the data by creating lag features. We create a function that takes a time series and a lag value as inputs and returns a DataFrame with the original time series and its lagged values:
def create_lag_features(data, lag): 
    df = pd.DataFrame(index=data.index) 
    df['y'] = data['y'] 
    for i in range(1, lag+1):
    df[f'lag_(Hewamalage et al.)'] = data['y'].shift(i) 
    df.dropna(inplace=True)
    return df 

We apply this function to our training and testing sets to create lag features:
# Create lag features for training set
 train_df = create_lag_features(train_data, lag=3) 
# Create lag features for testing set
 test_df = create_lag_features(test_data, lag=3)

Next, we split the lagged time series into X and y variables for training and testing, respectively:
# Split lagged time series into X and y variables for training set
 X_train = train_df.drop('y', axis=1) y_train = train_df['y']
 # Split lagged time series into X and y variables for testing set
 X_test = test_df.drop('y', axis=1) y_test = test_df['y'] 

We then fit an SVR model to the training data:
# Fit SVR model to training data 
svr = SVR(kernel='linear', C=1e3, epsilon=0.1)
 svr.fit(X_train, y_train)

Finally, we use the trained SVR model to make predictions based on the testing data and calculate the mean squared error:
# Make predictions on testing data
 y_pred = svr.predict(X_test) 
# Calculate mean squared error
 mse = mean_squared_error(y_test, y_pred) 
print(f'MSE: {mse:.2f}') 

Some advantages and disadvantages of SVR are listed below. 
Pros of SVR:
· Can hhandles non-linear relationships between input and output variables. 
· Can hhandles high-dimensional data.
· Can hhandles outliers in the data.
· Can be usedworks for both regression and classification tasks.
· cCan be trained with different kernel functions to handle different types of data. 
Cons of SVR: 
· rRequires careful selection of hyperparameters, such as the kernel function and regularization parameter. 
· Can beis sensitive to the choice of kernel function and hyperparameters, which can lead to overfitting or underfitting. 
· Can beis computationally expensive for large datasets or complex kernel functions.
· Rrequires a large amount of data to train effectively. 
· Mmay not perform well with noisy or sparse data.
· the accuracy of the mmodel accuracy is not maintained for large datasets.

Self-check questions:
1. What is the purpose of supervised learning in machine learning? 
Answer: Supervised learning is a machine learning technique that involves training a model to make predictions based on input and output pairs, where the output is a known label or target value that correspondscorresponding to the input. The primary objective of supervised learning is to learn a mapping between the input and output variables, so that the model can accurately predict the output for new, unseen input data. By developing a mapping function to predict the output for new input data, tThe labeled dataset is used to teachteaches the algorithm how to make predictions through the development of a mapping function that can predict the output for new input data.
2. How does the process of training a supervised learning model differ from testing it?
Answer: To summarize, training a supervised learning model training involves teaching the model to make precise predictions based on labeled examples, whereas testing the model includes assessesing its how it performsance on new and unseen data. Differences between the two processes include variations in data, objectives, evaluation metrics, procedures, and the risk of overfitting.
3. What is the main difference between support vector regressionSVR and other regression techniques? 
Answer: To summarize, Support Vector Regression (SVR) differs from other regression techniques in two main ways: Ffirstly, it handles outliers by only considering the support vectors, which are the data points closest to the decision boundary. Secondly, it allows for highly non-linear decision boundaries through the use ofby using kernel functions, which can capture complex shapes that other regression techniques may not be be unable to handle.
4. How does support vector regressionSVR handle non-linear relationships and outliers in the data? 
Answer: Support vVector rRegression addresses non-linear relationships and outliers in the data through kernel functions that transform the input space into a higher- dimensional feature space. This is done, by considering support vectors that are the data points closest to the decision boundary, and by tuning parameters such as the regularization parameter and kernel function to optimize the model’'s performance. These features make SVR a versatile and robust regression technique suitable for various applications.
5. What techniques can be used to determine the optimal value for the regularization parameter in support vector regressionSVR? 
Answer: Ffinding the optimal value for the regularization parameter in Support Vector Regression (SVR) can be achieved through various techniques such as grid search, random search, cross-validation, or Bayesian optimization. The selection of the optimal approach depends on factors such as the dataset size of the dataset, available computational resources, and the desired level of accuracy.

3.3 Effects of Correlation and Confounding
Correlation pertains to the connection between two variables, wherein alterations in one variable are linked to changes in the other variable. When it comes toFor time- series forecasting, correlation can aid in help recognizeing patterns and trends within the data, enabling more precise predictions. Nonetheless, correlation can also result in misleading associations, where two variables seem to beCorrelations can also lead to misleading associations, where two variables seem connected, but the relationship lacks causality. Not accurately understandingIf this such a relationship is not comprehended accurately, it can lead to inaccurate forecasts.Confounding 
This refers to a third variable that affects the relationship between two other variables.

In time- series forecasting, confounding can lead to inaccurate predictions if the effect of the confounding variable is not properly accountconsidereded for. For example, if a company's sales are forecasted based on historical data, but a major competitor enters the market during the forecast periodsuppose a company’s sales are forecast based on historical data, but a major competitor enters the market during the forecast period. In that case, the competitor’'s impact on sales must be considered to make accurate predictions. To mitigate the impact of correlation and confounding on data-driven time-series forecastsing of time series, it is important to carefully analyze the data must be carefully analyzed and to identify any potential relationships or confounding variables. This analysis can involve using statistical techniques such as regression analysis or time series decomposition to identify patterns and trends in the data. Additionally, it is important to consider external factors that may impact the forecast, such as changes in the market or industry. By Pproperly accounting for correlation and confounding can make, data-driven forecasting of time seriestime-series forecasts can be more accurate and reliable.	Comment by Author: Key terms like this should have a marginal note. There have been no marginal notes in the book so far. Please add at least one per unit as per the author manual (p.8) ). The note should be added at first mention like this.	Comment by Author: Dear editor: I added one for Units 1 and 2, but there may still be one missing in Unit 3. If you see a chance to convert some of the body text into a note, that would be great.     	Comment by Author: The third marginal note has been added.
Statistically analyzing the correlation and confounding effect in a time series before forecasting is an important step in ensuring the accuracy of the forecast. Here areT the steps for doing so are to listed below follow:	Comment by Author: Please ensure that the intended meaning is maintained.
· Collect the data: Collect the time- series data that you want to analyze. Theseis data should include the dependent variable (the variable you want to forecast) and any independent variables that may have an effect onaffect the dependent variable.
· Plot the data: Plot the time series data to visualize the trends and patterns in the data. This will helps you identify any outliers or anomalies in the data. 
· Calculate the correlation: Calculate the correlation between the dependent variable and each independent variable. This will helps you identify any variables that are correlate strongly correlated with the dependent variable. 
· Check for confounding effects: Ensure there are no confounding factors exist among the independent variables. Confounding factors arise when two independent variables are associated with each other, creating challengeswhich makes it challenging to in identifying the variable responsible for the alterationvariations in the dependent variable.
· Use regression analysis: Use regression analysis to determine the relationship between the dependent variable and each independent variable. This analysis will helps you identify any significant predictors of the dependent variable.
For example, suppose you want to forecast the sales of a particular product over the next year. You have collected data on the sales of the productproduct sales over the past five years, as well as data on the product price of the product, the marketing spending, and the product seasonality of the product.
To statistically analyze the correlation and confounding effect in this time series, you would first plot the data to visualize any trends or patterns. You may notice that sales tend to increase during certain months of the year, indicating seasonality. Next, you would calculate the correlation between sales and each independent variable (price, marketing spending, and seasonality). You may find that sales are correlate negatively correlated with price, positively correlated with marketing spend, and strongly correlated with seasonality. 	Comment by Author: Please ensure that the intended meaning is maintained.
You would then check for any confounding effects between the independent variables. For example, you may find that marketing spending and seasonality are correlate strongly correlated, which could make it more difficult to determine which variable is causing the changes in sales. 
Finally, you would use regression analysis to determine the relationship between sales and each independent variable. This analysis would helps you identify the significant predictors of sales and uses them to forecast future sales.
Example:
 We have an inventory cost for 19 months for three3 products. Determine the most significant predictors. 
This iscould be done by using a regression analysis.
	Month 
	Inventory cost
	Product A
	Product B
	Product C

	1
	44439
	515
	541
	928

	2
	43936
	929
	692
	711

	3
	44464
	800
	710
	824

	4
	41533
	979
	675
	758

	5
	46343
	1165
	1147
	635

	6
	44922
	651
	939
	901

	7
	43203
	847
	755
	580

	8
	43000
	942
	908
	589

	9
	40967
	630
	738
	682

	10
	78582
	1113
	1175
	1050

	11
	45003
	1086
	1075
	984

	12
	44303
	843
	640
	828

	13
	42070
	500
	752
	708

	14
	44353
	813
	989
	804

	15
	45968
	1190
	823
	904

	16
	47781
	1200
	1108
	1120

	17
	43202
	731
	590
	1065

	18
	44074
	1089
	607
	1132

	19
	44610
	786
	513
	839


Source: [Mojtaba Nabipour], (2023).
We use MicrosoftS Eexcel to do the analysis (a dData analysis toolpack is in the data tab).
The dependent variable or Y will beis inventory cost and the independent variables or Y X will beform three product s columns.  The figure below summarizes they of analysis. is shown in Figure.
Linear Regression Analysis using Excel
[image: Ein Bild, das Text, Screenshot, Zahl, Schrift enthält.
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Source: [Mojtaba Nabipour], (2023).

We always need to inspect the pP- values to determine the most significant predictors. If the pP -value of a predictor is greater than 0.15, we can exclude the variable from the regression since because it hasdoes  notnot significantlyce impact on the prediction of the outcome. In this case, the p value of product A P-value is greater than 0.15, so we can exclude it and run the analysis again for regression-based prediction (see the fFigure below). The linear regression as the name suggests lookingsearches for a linear relationship between the independent variables and the dependent variable. The formula will beis
 		(Eq.7)
The regression analysis shows that, tTo predict the outcome or Y using the linear formula, as the regression analysis shows, the constant value can should be substitutes replaced with the intercept value, the a1 with the coefficient for product A coefficient, the a2 with the coefficient for product B, coefficient and a3 with the coefficient for product C coefficient. But However, as the pP-value column suggests, we can eliminate the variable x1 variable from the equation.  	Comment by Author: Please ensure that the intended meaning is maintained.

Regression Analysis after refining
[image: Ein Bild, das Text, Screenshot, Zahl, Schrift enthält.
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Self-check questions
1. Iin the previous example, assuming the following values for the products, what is the predicted outcome?
Product A = 1200
Product B = 800
Product C = 1000
2. What is the difference between confounding and correlation in the context of supervised learning?
Answer: To summarize up, correlation and confounding in supervised learning, correlation and confounding are two distinct concepts. Correlation refers to a statistical relationship between variables, whereas confounding refers to a situation where the effect of one variable is mixed with the effect of another variable, and this mixture which can impact affect the accuracy of predictive models. Different strategies are available tTo overcome confounding variables, one can use different strategies, such as controlling for confounding variables, stratifying the data, or using techniques such aslike propensity score matching or instrumental variable analysis.
3. Can a high degree ofstrong correlation between predictor variables lead tocause overfitting in a supervised learning model?
Answer: Aa high degree of correlation between predictor variables can cause overfitting in a supervised learning model by providing redundant information that can lead to unstable estimates, inflated standard errors, and reduced statistical power.
4. What Which steps can be taken to address issues related to correlation and confounding in supervised learning?
Answer: To mitigate this problem, techniques such as feature selection, regularization, or dimensionality reduction can be used to reduce the complexity of the model and improve its generalizability.
5. How can you determine the significance of the relationship between the predictor variable and the response variable in a regression model?
Answer: In order tVarious methods are available to assess the importance of the connection between the predictor variable and the response variable in a regression modelo assess the importance of the connection between the predictor variable and the response variable in a regression model, various methods can be employed. These include calculating the correlation coefficient, conducting hypothesis testing, evaluating the coefficient of determination, and examining the confidence interval of the regression coefficient. These techniques are useful for determininghelp determine both the strength and statistical significance of the relationship between the predictor and response variables.
3.4 Big-Data Newsvendor Model
The big- data newsvendor model is a statistical approach employed used in supply chain management to enhance inventory management and reduce expenses. It is founded on the well-known newsvendor problem, an optimization challenge within operations research. In the traditional newsvendor problem, a newsstand proprietor must determine the appropriate quantity of daily newspapers to order quantity to maximize profits. Although the actual demand for newspapers is uncertain, the owner can use historical data to make an estimationestimate demand using historical data. The objective of the newsvendor problem is to identify the order quantity that yields the highest expected profits, considering given the uncertain demand.
The big databig-data newsvendor model extends this problem to incorporate additional sources of datadata sources, such as weather data, social media data, and sales data from other retailers. By incorporating these additional sources of datadata sources, the model can more accurately predict demand and optimize inventory levels.
For example, a retailer might use weather data to predict how much ice cream will sell on a hot day, or use social media data to predict which products are likely towill likely be popular. By incorporating these additional sources of datadata sources into the newsvendor model, the retailer can optimize inventory levels and minimize costs. Overall, the big databig-data newsvendor model is a powerful tool for supply chain management that leverages statistical models and machine learning algorithms to optimize inventory levels and minimize costs. TIn this section we reviews two recent studiesy on this matter. 
Ban and Rudin (2019)In (Ban & Rudin, 2019), the researchers employ  used contemporary machine learning methods, including algorithmic stability theory and quantile regression, to examine the newsvendor dilemma in situations where the decision-maker possesses both historical demand data and a substantial set of demand-related features. They apply these techniques to develop a sample average approximation algorithm that can handle big data and provide practical insights for decision makers. The authors used algorithmic stability theory and quantile regression, which are both techniques from machine learning, to analyze the newsvendor problem. They apply these techniques to develop a sample average approximation algorithm that can handle big data. They authors suggest two methods for to determineing the optimalbest order quantity using a dataset that includes both demand and related feature observations. One method involves applying empirical risk minimization (ERM) with or without regularization, a machine-learning principle. The second method, known as kernel-weights optimization (KO), draws inspiration from the Nadaraya-Watson kernel- regression technique. These approaches are discussed in more detail in Section 2 of the article on page 3(Ban & Rudin, 2019). The authors apply these approaches to develop a sample average approximation algorithm that can handles big data and provides practical insights for decision decision-makers. The past works that against which the authors compare and contrast their algorithms to are based on incorporating exogenous information in inventory decision decision-making. Specifically, they compare their work towith (Liyanage & Shanthikumar, 2005), who use a Bayesian approach to incorporate demand forecasts and other information into the newsvendor problem. This is discussed in more detail in Section 2.4.1 of (Ban & Rudin, 2019)the article on page 7.	Comment by Author: This seems like a very long summary of the work of other researchers. The following paragraphs are similar in their approach. It would be best to briefly summarize their work and spend more time on your own conclusions. The tone at the moment is more like a literature review.  	Comment by Author: Dear editor: this was not really sufficiently resolved to my mind, perhaps you have more knowledge of the content and can find a way to improve it? 	Comment by Author: Please ensure that the intended meaning is maintained.
In another studyHuber et al. (2019) (Huber et al., 2019), the researchers utilizsed machine learning to establish the ideal order quantity through the application ofby applying a data-oriented technique to solve the newsvendor problem. They classify inventory- management data-driven approaches into three levels, and use a normal distribution in the second level, they employ a normal distribution, differentiatingwhich distinguishes it from the data-driven approach. To optimize the process, they select a specific quantile of the corresponding demand distribution. In the third level, they utilize use a parametric quick response (QR) model, such as ANNartificial neural networks, and estimate its parameters by resolving problem (8) instead of minimizing the MSE. The outcome of this procedure is the determined order quantity.	Comment by Author: Please ensure that the intended meaning is maintained.
The writers authors contrast compare their technique against with established methods across three levels of data-driven approaches in inventory management. They use their real-world dataset to demonstrate that data-driven methods surpass model-based ones methods in most instances, using their real-world dataset. They also empirically examine the empiricalhow impact of choices made at each level affecton performance. The current literature lacks clarity on how these choices influence performance.
The authors inClausen and Li (2022) (Clausen & Li, 2022) the researchers utilized  used machine learning techniques to identify the most suitable order quantity of orders in a dynamic inventory model that uses the principle of eEmpirical rRisk mMinimization (ERM) principle. They developed a machine learning algorithm to address the problem and used genuine big data from businesses to carried out an empirically investigateion using genuine business data to showcase the efficiency of their inventory model and solution algorithm driven by big data. The numerical results of the study reveal that their comprehensive big- data-driven model can yields cost reductions of up to 60% compared to with the most successful single-variable benchmark model and up to 6.37% cost savings compared to with the most successful big databig-data-driven benchmark model.	Comment by Author: Please ensure that the intended meaning is maintained.
Overall, tThis literature ese papers demonstrates the potential of machine learning and data-driven approaches forin improving inventory management decisions. By leveraging large quantities amounts of data and advanced algorithms, these approaches can provide more accurate demand forecasts, optimize inventory levels, and reduce costs. However, there are still challenges remain to be addressed, such as the need for high-quality data and the difficulty of interpreting complex machine learning models. In conclusion, this literatureese papers highlights the importance of incorporating machine learning and data-driven approaches into inventory management research and practice. As technology continues to advance, we can expect to see more innovative solutions that leverage these approaches to improve supply chain efficiency and effectiveness.
Self-check Questions
1. How can machine learning algorithms be used to improve newsvendor decision- making?
Answer: Mmachine learning algorithms can be utilized to enhance newsvendor decision -making by improving demand forecastsing, inventory optimization, dynamic pricing, and customer segmentation. By leveraging these techniques, newsvendors can improve their competitiveness, profitability, and customer satisfaction.
2. What are some limitations of using big data in newsvendor analysis?
Answer: while Although big data can offers new avenues for improving newsvendor analysis, its utilization use is not without limitations. These include factors such as data quality, volume, privacy, interpretability, and cost. Addressing these limitations requires careful planning, expertise, and adherence to legal and ethical standards.
3. What are the main challenges faced by newsvendors in working with big data?
Answer: Nnewsvendors face several challenges when working with big data, including data integration, quality, privacy, analysis, infrastructure, and cost. Addressing these challenges requires careful planning, expertise, and investment in technology and resources.
Summary
Different approaches to demand forecasting, such as recurrent neural networks, supervised learning, correlation and confounding effect analysis, and the big databig-data newsvendor model, each have their own set of advantages and disadvantages. Recurrent neural networks are effectivework well forin capturing intricate patterns in time-series data, but they necessitate a substantial amount of data and can be computationally intensive. Supervised learning is a straightforward and efficient method for demand forecasting, but it assumes that future demand will resembles past demand. Analyzing correlation and confounding effects can helps identify the factors influencing demand , but it requires a deep understanding of the business and market. The big databig-data newsvendor model can handles vast amounts of data and generates accurate demand forecasts, but it necessitates a significant investment in data infrastructure and analytical capabilities. In general, data-driven methods for demand forecasting offer valuable insights and enhance decision--making, but their strengths and limitations must be carefully considered. Choosing the appropriate approach depends on the specific needs of the business and the available data.








Abdel-Malek, L. L., & Areeratchakul, N. (2007). A quadratic programming approach to the multi-product newsvendor problem with side constraints. European Journal of Operational Research, 176(3), 1607-1619. 
Burgin, T., & Wild, A. (1967). Stock control—Experience and usable theory. Journal of the Operational Research Society, 18(1), 35-52. 
Choi, S., Ruszczyński, A., & Zhao, Y. (2011). A multiproduct risk-averse newsvendor with law-invariant coherent measures of risk. Operations Research, 59(2), 346-364. 
Chopra, S., Meindl, P., & Kalra, D. V. (2007). Supply Chain Management by Pearson. Pearson Education India. 
Garvey, M. D., & Carnovale, S. (2020). The rippled newsvendor: A new inventory framework for modeling supply chain risk severity in the presence of risk propagation. International Journal of Production Economics, 228, 107752. 
Hadley, G., & Whitin, T. M. (1963). Analysis of inventory systems. 
Kobbacy, K. A., & Liang, Y. (1999). Towards the development of an intelligent inventory management system. Integrated Manufacturing Systems, 10(6), 354-366. 
Libiseller, C., & Grimvall, A. (2002). Performance of partial Mann–Kendall tests for trend detection in the presence of covariates. Environmetrics: The official journal of the International Environmetrics Society, 13(1), 71-84. 
Matsuyama, K. (2006). The multi-period newsboy problem. European Journal of Operational Research, 171(1), 170-188. 
Ostertagova, E., Ostertag, O., & Kováč, J. (2014). Methodology and application of the Kruskal-Wallis test. Applied mechanics and materials, 
Reid, R. D., & Sanders, N. R. (2023). Operations management: an integrated approach. John Wiley & Sons. 
Ross, S. M. (2017). Introductory statistics. Academic Press. 
Snyder, R. D. (1984). Inventory control with the gamma probability distribution. European Journal of Operational Research, 17(3), 373-381. 
Vandeput, N. (2020). De Gruyter. https://doi.org/doi:10.1515/9783110673944 
Walpole, R. E., Myers, R. H., Myers, S. L., & Ye, K. (2011). Probability and Statistics for Engineers and Scientists, 9th. In: Pearson.
Yao, L., Chen, Y. F., & Yan, H. (2006). The newsvendor problem with pricing: Extensions. International Journal of Management Science and Engineering Management, 1(1), 3-16. 


Demand types


Statically Unpredictable


Low level Demand


Statically predictable


Approximative Pattern


Time Independent


Time Dependent


Non-Approximative


Fixed


Stochastic


Seasonal (with high trend)


Trend


Seasonal with (low trend)


Strict


Quasi


Empirical


Theoretical


demand	jan(year1)	feb(year1)	mar(year1)	apr(year1)	may(year1)	jun(year1)	jul(year1)	aug(year1)	sep(year1)	oct(year1)	nov(year1)	dec(year1)	jan(year2)	feb(year2)	mar(year2)	apr(year2)	may(year2)	jun(year2)	jul(year2)	aug(year2)	sep(year2)	oct(year2)	nov(year2)	dec(year2)	97.6	95.1	90.3	92.5	89.8	92.7	94.4	96.2	88.9	90.2	88.2	91	89.3	88.5	93.7	92.7	94.7	95.3	94.7	95.3	94.7	96.5	99.2	96.9	y^(α=0.1)	jan(year1)	feb(year1)	mar(year1)	apr(year1)	may(year1)	jun(year1)	jul(year1)	aug(year1)	sep(year1)	oct(year1)	nov(year1)	dec(year1)	jan(year2)	feb(year2)	mar(year2)	apr(year2)	may(year2)	jun(year2)	jul(year2)	aug(year2)	sep(year2)	oct(year2)	nov(year2)	dec(year2)	97.6	97.600000000000009	97.350000000000009	96.64500000000001	96.230500000000006	95.587450000000018	95.298705000000012	95.208834500000009	95.307951050000014	94.667155945000019	94.220440350500013	93.618396315450013	93.356556683905012	92.950901015514518	92.50581091396306	92.625229822566766	92.632706840310092	92.839436156279078	93.085492540651174	93.24694328658606	93.452248957927452	93.577024062134711	93.869321655921254	94.402389490329128	y^(α=0.3)	jan(year1)	feb(year1)	mar(year1)	apr(year1)	may(year1)	jun(year1)	jul(year1)	aug(year1)	sep(year1)	oct(year1)	nov(year1)	dec(year1)	jan(year2)	feb(year2)	mar(year2)	apr(year2)	may(year2)	jun(year2)	jul(year2)	aug(year2)	sep(year2)	oct(year2)	nov(year2)	dec(year2)	97.6	97.6	96.85	94.884999999999991	94.169499999999985	92.858649999999983	92.811054999999982	93.287738499999989	94.161416949999989	92.582991864999997	91.868094305499994	90.767666013850004	90.837366209695006	90.376156346786502	89.813309442750551	90.979316609925377	91.495521626947763	92.456865138863421	93.309805597204388	93.726863918043065	94.198804742630145	94.349163319841097	94.994414323888762	96.25609002672212	y^(α=0.6)	jan(year1)	feb(year1)	mar(year1)	apr(year1)	may(year1)	jun(year1)	jul(year1)	aug(year1)	sep(year1)	oct(year1)	nov(year1)	dec(year1)	jan(year2)	feb(year2)	mar(year2)	apr(year2)	may(year2)	jun(year2)	jul(year2)	aug(year2)	sep(year2)	oct(year2)	nov(year2)	dec(year2)	97.6	97.6	96.1	92.62	92.548000000000002	90.899200000000008	91.979680000000002	93.431871999999998	95.09274880000001	91.377099520000002	90.670839807999997	89.1883359232	90.275334369280003	89.690133747711997	88.976053499084799	91.810421399633924	92.344168559853571	93.757667423941427	94.683066969576572	94.693226787830639	95.057290715132254	94.842916286052912	95.83716651442117	97.854866605768464	y^(α=0.9)	97.6	97.600000000000009	95.350000000000009	90.804999999999993	92.330500000000001	90.053049999999999	92.435305	94.203530500000014	96.000353050000001	89.610035305000011	90.141003530500001	88.394100353050007	90.739410035305013	89.443941003530512	88.594394100353057	93.189439410035305	92.748943941003532	94.504894394100361	95.220489439410031	94.752048943941006	95.245204894394092	94.754520489439415	96.325452048943944	98.9125452048944	



observation(1000)	17.55	21.86	23.89	26.93	26.89	28.83	30.08	30.95	30.19	31.58	32.58	33.479999999999997	39.020000000000003	41.39	41.6	44.66	46.95	48.73	51.49	50.03	60.64	63.36	66.36	68.2	68.12	69.78	72.599999999999994	forecast	17.670000000000002	19.68	23.59	25.94	28.86	29.33	31.02	32.340000000000003	33.29	32.81	33.89	34.9	35.82	40.58	43.35	44	46.65	49	50.88	53.49	52.72	61.4	65.13	68.25	70.31	70.599999999999994	72.02	72.02	74.599999999999994	76.7	78.8	80.91	83.01	Time Step


Observation




Demand	500	350	250	400	450	350	200	300	350	200	150	400	550	350	250	550	550	400	350	600	750	500	400	650	850	600	450	700	At+h	483.33333333333331	362.05244444444446	241.1783111111111	298.3351978666667	345.16104346073394	270.20475434404386	157.93773977497128	191.96110674678897	317.99581970937601	333.22371117466298	251.00197103100598	371.11034947174005	537.75275335777951	434.12860959760764	325.206232889511	511.34119065125316	631.59421581693414	561.33628108973926	444.90846807098472	641.1015830217143	738.69063681177295	641.28861022803483	526.45605969039025	725.45388562551489	Time Stepe


Observations





y	1.25	1.87	2.1343152822312064	2.2960532997332992	2.2210020665306494	1.5288164832201676	2.2166679793143871	1.8307020065626503	1.9051180401256667	1.974095208286379	1.845478133220503	2.2390958770818687	2.2735805082253515	1.8040137719016247	1.7710959260346022	1.4685370420391477	2.2233517456472067	2.0900738588987569	1.7375694429557862	1.4512199137711626	1.4442976567576635	2.1518717599126798	2.0343848287625317	1.7644387502897101	1.7414238228538483	1.306469349286105	1.615406891468907	1.3129558412019944	1.7149029569185368	1.9573660309759782	2.0320523986773371	1.7731121248593125	1.37801226025746	1.4645733253356374	1.6654508378093915	1.546629072130135	1.5383030284139507	1.678630184181642	1.4302720436910183	1.263865659496898	1.9208075481852029	1.4692351628409321	1.7711594235315227	2.2568840396676322	2.0203550044781386	1.9815981231652917	1.8042356533458028	1.8913911055411956	1.8130306218780401	2.2014072692193958	1.7951171156618564	2.1204358394492204	2.3043617117997774	2.2377264144932663	1.9878147320594453	1.9643446904494026	1.5662269322267228	1.6902145021728152	1.750908307142943	2.1274877590315833	1.9100086037225603	1.5314112094571493	1.3181925835646244	1.4812487840928974	1.5449989129688966	2.1246740030561124	1.6131982600119978	1.9659714525038714	1.650704903905976	1.8930758070300948	1.4141699102164758	1.6745048352828751	1.3689136361617584	1.6804609858641895	1.9635688934461202	1.6423923617964447	1.6268310480617605	1.8457037418842634	2.1469662015833313	2.2884106530331687	1.9418706356288413	2.2040665804721389	1.9545666725633355	1.9100892039317707	1.7607959833706177	1.9331755307083105	1.3304026669974585	2.0105183162204896	1.4447065173667095	1.4941468504425957	1.7188580483662692	1.8492744283352069	1.3953727485320933	1.9956231709635579	1.7037152362112038	1.3891036845706288	1.7642667368811267	1.6643988481849381	1.7489382785763707	2.1679697300344825	2.3157107147532114	2.3896881421031457	1.7871830888816793	1.6438042085558928	1.8694076405745277	1.560456399569127	1.6125807745407275	1.3147864809082286	1.7317777231364002	1.8381777426443171	1.3684638529307351	1.9018854167975161	1.6539725545513537	2.223603178060269	2.0578692990064233	1.9868798182379681	1.5531697675188825	1.3107799727519076	2.0990252681322099	2.2400371996689152	1.9801176863123775	1.8413675047524314	1.4984744533980736	1.7930695906725636	2.052250134445571	1.5641344736288136	2.2622753046981305	1.7965730676086766	1.6624539499505158	1.3523089765496388	1.3633208984032239	1.4038618870324386	2.1082756257245903	1.7125284000823022	1.7952477523280002	1.9494928843508363	1.9149317012297606	Time Steps


Observations




y	1.25	1.87	2.6007639084207193	2.1558292982402412	1.9379938473584901	2.5418564332433844	2.5024316405145828	2.4107273777139393	2.1830933129723293	1.4355724214942061	2.4261720913418539	2.0105700270135971	2.7970416094194053	1.5852377185633002	2.2510868178303243	1.9541674769166959	2.8091890372221866	2.066450323896182	2.7478016841777917	2.9304955863103412	2.9049439167803097	2.5063918207727194	2.1654725402044348	2.3295785317434419	1.5647029846163152	1.3008035713797992	1.3831714841121527	2.4996779159262275	2.8748693099879512	2.9376941786619724	1.910306946104561	2.3614143918211115	1.9551410250355583	2.0079511397325014	2.8364494594964507	1.9818901867019625	2.2143913978522054	1.9633682162661164	2.3730776949827233	2.3618756804016883	2.1841894313964887	1.8712817118729479	1.9620136403975785	2.427861364622756	1.6516175985595922	1.9362417416663045	2.4761964523698801	2.9086167302558481	2.398973963302494	1.6147335385494785	2.46278281794888	2.3635416066858763	2.0369504205203119	2.7196850836619482	2.088366068839604	1.4919232473739741	2.7263918532251443	2.0214936213565897	2.6352698862046866	2.0807644983109288	1.7149901534854992	2.6411887552800124	2.4039960793536004	2.3999515981207291	2.019251362929575	1.3675669787144726	1.921727085924773	2.4536726930728672	2.1698980174741251	1.9113901774742279	2.1162552826896168	2.2875125289863427	2.1246529449993852	2.6782858610011493	2.78244585886002	1.5881151758047864	2.170378300243903	1.427586564798649	1.4813316153141214	2.644408117887509	1.5804582544914605	2.0885644604234024	2.2388842018000616	1.7485868171001935	1.8164859911717901	1.688649964496461	2.6813885696176545	1.5121072487710103	1.86551056568859	1.7374428392863757	2.3699294170802752	1.7900555474130595	1.7202418200291902	1.3518704988239645	2.0060615800711425	2.6093442370790734	1.5298101172497343	2.457313450696204	1.9697968355414428	1.4012237466967352	2.0778510322755079	2.2680933949186128	2.7881991954973824	2.2841957935856749	2.1156513796232499	1.7732108857756661	1.6411185329072233	1.8126608640040245	1.3246994794455358	2.0438031265319982	2.1324149105537842	2.398448987789775	2.3048355142686239	2.1563524200290338	2.5218622027571875	1.5770517964601725	2.3066454232160369	2.7866783417256791	2.3758848597583224	2.4095671869212087	1.6215160816177081	1.6023836282066668	1.7257395814658669	2.5557290575391356	2.672102966463068	2.1525023378244761	2.1374667283564972	1.8027022128030945	1.8727588447377126	2.3391873414760846	2.7756756038662749	2.3849091412255645	1.8867582126304205	1.8198995178975568	1.6690777403348038	2.1536753874295118	2.6176650119128633	Time steps


Observations



Time series

16272.01	16472.37	16776.43	16700.189999999999	16912.29	17050.75	17084.490000000002	17131.86	17081.89	16924.75	17141.75	17215.97	17230.54	17217.11	17168.61	17489.16	17646.7	17623.05	17581.43	17779.52	17755.8	17663.54	Tiime Steps


Observations



Differencing order 1

200.35999999999876	304.06000000000131	-76.240000000001601	212.10000000000218	138.45999999999913	33.740000000001601	47.369999999998981	-49.970000000001164	-157.13999999999942	217	74.220000000001164	14.569999999999709	-13.430000000000291	-48.5	320.54999999999927	157.54000000000087	-23.650000000001455	-41.619999999998981	198.09000000000015	-23.720000000001164	-92.259999999998399	Time steps


Observastions
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image15.png
import numpy as np
import pandas as pd
from statsmodels.tsa.stattools import adfuller

df = pd.read_excel("example.xlsx")
print(adfuller(df))
result-adfuller(df)
print('p-valuu=",result[1])
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df_transformed=df.diff().dropna()
result-adfuller(df_transforned)
print(’p-value=',result[1])
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image18.png
df1_transformed-df1.diff().dropna()
plt.plot(dfi_transformed)
result-adfuller(df1_transformed)
print(’p-value=',result[1])

p-value= ©.8066155700456734
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from statsmodels.graphics.tsaplots import plot_acf
plot_pacf(df2_transformed)
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from statsmodels.graphics.tsaplots import plot_acf
plot_acf(df2_transformed)
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from statsmodels.tsa.arima.model import ARIMA
arima_model-ARIMA(dF1,order=(2,2,2))
model-arima_model. fit()

print (model. sunmary ())
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SARIMAX Results

Dep. Variable 88 MNo. Observation: o8
ARTHA(2, 2, 2)  Log Likelihood -247.217
Sat, 18 Feb 2023  AIC 504.434.
23:45:52  BIC 517.256
e HoIC 509.617
- o8
opg

coef  std err z p>lz| [6.025 0.975]
ar.L1 0.3792 0.241 1.572 0.116 -0.604 0.852
ar.L2 -0.4227 ©.195  -2.158 0.031 -0.807 -0.639
ma.L1 -0.1448 e.25a  -6.571 0.568 -0.642 0.353
ma.L2 -0.6546 ©.200  -6.261 0.794 -0.465 0.356
signaz 10.6485 1.528 6.578 ©.000 7.655 13.042
Ljung-Box (L1) (Q): ©.60  Jarque-gera (J8): 0.62
Prob(Q) : ©.97  Prob(8): 0.99
Heteroskedasticity (H): ©.52  Skeu: -0.63
Prob(H) (two-sided) ©.67  Kurtosi: 3.03
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1 model.plot_predict(dynamic=False)
2 plt.show()
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image35.png
import pandas as pd
From google.colab import files
uploaded-files.upload()

Browse... | demand.csv
‘demand.csv(application/vnd ms-excel) - 2367 bytes, last modified: n/a - 100% done
Saving demand.csv to demand.csv

import io
df=pd.read_csv(io.BytesT0(uploaded[ 'demand.csv']), index_co

-index. freq="Hs

‘Date’,parse_dates=True)
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from statsmodels.tsa.seasonal import seasonal_decompose
decomposed_df=seasonal_decompose (df[ ‘Demand’])
decomposed_df.plot()
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len(df)

168

test=df.iloc[156:]
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From sklearn.preprocessing import MinMaxScaler
scaler=MinMaxscaler()
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scaler.fit(train)
scaled_train=scaler.transform(train)
scaled_test=scaler.transform(test)
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from keras.preprocessing.sequence import TimeseriesGenerator

n_input=12
n_features=1

generator=TimeseriesGenerator(scaled_train,scaled_train,length=n_input,batch_siz

1)
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from keras.models import Sequential
fron keras.layers import Dense
fron keras.layers import LSTH

model-Sequential()
model.add(LSTH(166, activation="relu’, input_shape:

n_input,n_features)))

model.add(Dense(1))

model. compile(optimizer="adan’,loss="mse")
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from keras.utils.vis_utils import plot_model
plot_model(model, to_file="model_plot.png’, show_shapes=True, shou_layer_names=True)
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Istm_input | input: | [(None, 12, 1)]
InputLayer | output: | [(None, 12, 1)]
]

Istn | input: | (None, 12, 1)
LSTM | output: | (None, 100)
vy
dense | input: | (None, 100)
Dense | output: | (None, 1)
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model. it (generator, epochs=50)

Epoch 1/50
144/144 [ - 4s 11ms/step - loss: .6353
Epoch 2/50
144/144 [ - 1s oms/step - loss: 6.6192
Epoch 3/50
144/144 [ - 1s 7ms/step - loss: 6.6187
Epoch 4/50
144/144 [ - 1s 8ms/step - loss: 6.6182
Epoch 5/50
144/144 [ - 1s 8ms/step - loss: 6.6105
Epoch 6/50
144/144 [ - 1s 8ms/step - loss: 6.0681
Epoch 7/50
144/144 [ - 1s 7ms/step - loss: 6.6674





image47.png
loss_per_epoch=model .history.history[ loss’]
import matplotlib.pyplot as plt
plt.plot(range(len(loss_per_epoch)),loss_per_epoch)

[<matplotlib.lines.Line2D at 6x7fbdblb8doass]
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image49.png
predictions=[]
current_batch=scaled_train[-n_input:].reshape((1,n_input,n_features))

import numpy as np
for 1 in range(len(test)):

current_prediction-model.predict (current_batch)[e]

predictions. append(current_prediction)

#updating the current_batch

current_batch=np.append(current_batch[:,1:,:], [[current_prediction]],axis=1)
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original_predictions=scaler.inverse_transform(predictions)

test[predictions’ J-original_predictions
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test.plot(figsize=(12,6))
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SUMMARY OUTPUT

Regression statistics
MultipleR | 0.60901793
Rsquare  0.370302839
Adjusted R¢ 0245083407
Standard En 7012.818299

Observatior 19
ANOVA

df S5 s F__ significance
Regression 3 4349294991 145E+08 2947898  0.066712227
Residual 15 737694307.3 49179620
Total 18 1172623806

Coefficients _ Standard Error _tstat __P-value __Lower 95% _ Upper 95% Lower5.0% _Upper 95.0%
Intercept | 1734897694 102845704 1686834 0.112303 -4572.065966 39270.0199 -4572.06597  39270.01985
productA 0123314247  9.320363327 0.013231 0989618 -19.74256993 19.9891984 -19.7425699  19.98919842
ProductB  18.51076778  9.411445189 1966836 0.067984 -154925279 385707884 -154925279  38.57078835
ProductC 1598364124 10.01637161 1.595752 0.131393  -5.36574948  37.333032 -5.36574948  37.33303195





image53.png
SUMMARY OUTPUT

Regression Statistics

Multiple R | 0.609011903

RSquare | 0.370895498
Adjusted R¢  0.292257435
StandardEn 679017174

Observ: 19
ANOVA
df S5 s F__ significance

Regression 2| 4349208902 2.17E+08 4.716488  0.02453479
Residual 16 737702916.2 46106432
Total 18 1172623806

Coefficients__Standard Error _tstat __P-value _Lower 95% _ Upper95% Lower95.0% _Upper 5.0
Intercept | 1737120517  9824.2839 176819 0.096089 -3455.346455 38197.7568 -3455.34645  38197.75
ProductB | 1857908832  7.618502362 243868 0.026772 2.428584786 34.7295918 2428584786  34.729591
ProductC 1602103607 9.304249522 1.721905 0.104359 -3.703091795 35.7451639 -3.70309179 35745163





