{Proposal Summary}
The field of Algorithmic Game Theory (AGT) has come of age. It has a rich theory, motivated by real-world applications, and has found increasingly widespread applications in electronic markets and auctions on the Internet. However, the state of the art of AGT theory still lags far behind full applicability in many real Internet applications, largely due to excessive model simplification, unsuitable analysis methods, and disregard of crucial real-world considerations. As increasingly more social and commerce applications move to the Internet, {\bf the robustness of AGT theory becomes a crucial issue}. The additional research needed to render AGT theory more suitable for the realm of practice in a more substantial way is far from negligible. However, the potential uses and applications of this fundamental area are so significant that research in this direction is imperative. We foresee that the approaches pursued in this proposed research will play a central role in reaching this highly consequential goal.

To achieve this goal of transforming AGT theory, we will identify unsuitable assumptions and analysis methods employed in the traditional AGT paradigm, propose novel approaches for making these assumptions as flexible and nuanced as possible, and develop new analysis and design techniques to address more realistic scenarios. The proposed project will open up new horizons in the field of AGT, and will broaden its theoretical scope and real-world validity.

More than a decade ago, Papadimitriou wrote [\cite{NisaRougTardVazi07]: “A fascinating fusion of ideas from both fields — game theory and algorithms — came into being and was used productively in the effort to illuminate the mysteries of the Internet. It has come to be called algorithmic game theory.” My vision is that an impressive and cogent fusion of ideas that will emerge from this project will come to be called robust algorithmic game theory.
\subsection*{a. Extended Synopsis of the Scientific Proposal}
{1. Background and State of the Art}
Algorithmic Game Theory (AGT) is a provocative interdisciplinary field of research that emerged in the beginning of the millennium to address the challenges posed by the Internet. It lies at the crossroads of computer science, game theory, and economics, and is driven by real-life problems, such as keyword auctions in search engines, electronic marketplaces and social networks. There is considerable intellectual excitement within the field and AGT has already significantly influenced its three parent disciplines. It integrates the economic theory of mechanism design with the computer science theory of algorithms and computations, and offers a framework for designing computational mechanisms with proper incentives for collaborations in complex markets. Over the last two decades, AGT has developed a compelling theory that facilitates rigorous analysis leading to groundbreaking results (see \cite[{NisaRougTardVazi07,Roughgarden2016,Roughgarden2015survey,Roughgarden2010survey}] for influential surveys). This theory has generated several impressive applications, ranging from huge advertising auctions in search engines and web pages [\cite{EOS07,Varian07] to FCC spectrum auctions for wireless bandwidth [(\cite{AusMil02)], all involving transactions worth hundreds of billions of dollars. More generally, AGT has become the arena of productive cross-fertilization among game theory, economics and algorithms, having explored a wide range of applications within this intersection. My own work, for example, has touched upon a diverse set of applications, such as combinatorial auctions [(\cite{FeldmanFGL13,EdenFFTW17a)], combinatorial contracts [(\cite{BabaioffFNW12,BabaioffFN10)], matching markets, such as labor markets and online advertisements [(\cite{Cohen-AddadEFF16,EFF18)], scheduling [(\cite{Nisan99,FeldmanFR17,CohenFFKO12,EdenFFT18]), pricing schemes [(\cite{EzraFRS18,DuettingFKL17,FeldmanKLMZ16,EzraFN18)], diffusion in social networks ([\cite{AlonFPT10,AlonFLT15)], voting methods [(\cite{CaragiannisCFHKKPR12)], facility location [(\cite{FeldmanFG16,FeldmanW13)], market stability [(\cite{BabichenkoEFPPS17,feldman2016combinatorial,DughmiEFFL16)], and more.

The field of AGT has received extensive recognition within the academic community, including the G\"{o}del Prize in 2012 [(\cite{KoutsoupiasP99,Nisan99,RoughgardenT02)], the Knuth Prize in 2016, and the Nevanlinna Prize in 2018. This acclaim reflects the field's dynamism, breadth, accomplishment, and potential. Indeed, AGT has provided theoretical frameworks for studying economic and algorithmic issues in a unified fashion, has developed novel approaches for addressing the unique challenges posed by the Internet, and has injected new concepts into intellectual discourse that benefit the very core of research in economics.

During the first two decades following its emergence, AGT invented itself from scratch, combining two
 presumably different and divergent disciplines into a coherent framework. This process entailed overcoming numerous challenges and obstacles. As a newly emerging field, it was natural and necessary for AGT to employ simplified models to facilitate this consequential synergy, and to abstract away many real-world considerations that complicated its models. However, for all its theoretical appeal, AGT theory currently suffers from some overly strong assumptions that may render the theory unsuitable for addressing a number of the practical problems it seeks to tackle. Use of these non-realistic assumptions impedes our ability to analyze existing mechanisms and to design new ones for real applications. In light of the far-reaching implications of computerized economic markets, developing a more robust theory of AGT is crucial and timely.

My EC Lab@TAU research group is well positioned to carry out the proposed project, due to our years of experience in the field of AGT. The group is composed of students and postdoctoral fellows who are international experts in AGT, and have already made key contributions to the field. Moreover, my lab has become an focus point for many AGT experts from Europe and the United States, who collaborate with the lab members regularly.


{2. Objectives and Feasibility}
The paramount goal of this proposed project is to develop a robust theory of AGT that will make it more applicable to practical settings and help it better inform the design of real systems. To achieve this goal, this research will highlight limitations in the traditional AGT paradigm by identifying the unrealistic assumptions employed in AGT theory and those aspects of real-world applications that are often abstracted away in theory. This research will then introduce novel approaches for making these assumptions as flexible and nuanced as possible, and develop new design and analysis techniques to address more realistic scenarios. There are large gaps to be filled before the complete theory of AGT finds full applicability in real Internet applications. Nonetheless, the field of AGT is becoming increasingly influential and relevant to a growing number of applications, and this proposed project represents a crucial step in developing a robust theoretical framework that will bridge these gaps. The proposed project will open up new horizons in the field of AGT and will broaden its theoretical scope and real-world validity.

Before enumerating the five components that comprise this project, we present the canonical model of combinatorial markets, and a remark about the approximation lens. The scope of the current research proposal is by no means restricted to combinatorial auctions. However, this application will serve as the primary model for demonstrating our ideas, and is presented here for concreteness.


{Canonical Example: Mechanism Design and Combinatorial Auctions or Markets}
The combinatorial auctions model (see surveys \cite{CramtonSS2006,BlumrosenNisan2007}) is widely used to study numerous timely applications, such as keyword auctions, online advertising, wireless spectrum auctions, as well as matching markets and scheduling scenarios. A detailed description of the model is given in Part B2 of this proposal. In a combinatorial market problem, a seller is allocating $m$ heterogeneous and indivisible items to $n$ agents with heterogeneous and private preferences over bundles of items. The preference of an agent $i$ is represented by a valuation function $v_i$ that assigns to each bundle $S \subseteq \{1, \ldots, m\}$ a non-negative real value that specifies this agent's value for receiving this bundle. The utility a player derives from a bundle $S \subseteq [m]$ which the agent values at $v_i(S)$ and pays $p$ for is $v_i(S)-p$. A centralized {\em mechanism} receives a vector of agent valuations as input, and chooses the allocation and payments of the agents. A {\em truthful mechanism} is one that creates incentives for the agents to reveal their private values truthfully. In this proposed project, we are interested in various economic and computational aspects related to this model, including: (1) the {\em economic efficiency} (i.e., social welfare, the sum of agent valuations) and seller's revenue obtained in truthful and non-truthful mechanisms. For non-truthful mechanisms, we use variants of the celebrated {\em price of anarchy} measure (\cite{KoutsoupiasP99,Papadimitriou2001,Roughgarden12-CACM); (2) market equilibrium: the steady state allocation reached among agents, consisting of market-clearing prices; and (3) various computational aspects related to welfare and revenue optimization and to market equilibria.

{The Approximation Paradigm}
It is important to acknowledge the approximation paradigm. An enormous amount of research in computer science over the past decades uses the approximation lens to reason about fundamental questions that cannot be solved optimally due to various constraints. The approximation paradigm has not historically been part of the economic theory literature, which has concentrated instead on identifying what are frequently strong assumptions under which optimal solutions can be attained. There is a tremendous opportunity to use this methodology to extend the scope of research of traditional economic theory and establish near optimality guarantees under much weaker conditions, thereby significantly expanding the scope of applicability. In robust AGT theory, where many traditional assumptions are successfully challenged, approximation will play an even more important role, and appears to be the correct paradigm for reasoning about what can and cannot be done in such scenarios.


{Proposal Structure
The proposed project is composed of five interwoven components, each challenging one aspect of the robustness of the traditional AGT paradigm, and proposing novel methods for creating a more robust framework that increases its real-world validity.}
The five components of the proposed project, which we term {\em Robustness Aspects}, are the following: (1) Informational and Outcome Externalities; (2) Unknown Priors; (3) Behavioral Considerations; (4) Divergence from Structural Properties; and (5) Beyond Worst-Case Analysis. Each robustness aspect focuses on some real-world aspect that is often abstracted away in traditional AGT, and proposes original methods for rigorously studying this aspect. For each robustness aspect, we follow the following steps: (a) identifying the overly strong assumption being employed in traditional AGT, and explaining in what sense it is unsuitable for real-world scenarios; (b) considering methods to weaken the assumption that lead to a more realistic model that is also amenable to rigorous analysis; (c) suggesting novel research directions and problems arising from the new model; and (d) noting preliminary results that have been obtained by our research group. The different research directions range from important extensions of existing results (low risk) to more ambitious and open-ended problems related to mostly unexplored areas (high risk). In Part B2, these high-level research directions and problems are accompanied by some examples of concrete open problems. The different robustness aspects are highly interwoven and complementary. {\bf Together, they lead to the ultimate goal of building a theory of robust AGT (RAGT) as well as identifying the limits of possibilities within the regime of economics and computation.


{2.1. Robustness Aspect 1: Informational and Outcome Externalities}
The traditional assumption in the combinatorial auction model is that agents have independent private values (IPV). This means that every agent is fully aware of the agent’s own value, and there is no correlation between agent values. Over the last two decades, powerful theory has been developed that reconciles the computational and economic viewpoints within the IPV model (see, e.g., \cite{Nisan99,Roughgarden2015survey,Nisan15survey} for influential papers and surveys). For all its theoretical appeal, the IPV model is not rich enough to capture common informational structures exhibited by many auction settings. Indeed, agent preferences in practice are typically neither independent nor private.

Work in AGT has recently begun exploring the area of correlated valuations (\cite{PapadimitriouP15,DobzinskiFK11,RTCoptimalrev,CFK14 but these endeavors have been very limited to date.
To capture informational externalities, we propose to use the model of em interdependent values} (IDV) introduced by Milgrom and Weber [(\cite{milgrom1982theory)]. In this model, every agent $i \ in [n]$ has a signal $s_i$, which captures the agent’s private information about the good, such as data about a particular impression for online advertising, and the signals are drawn from a joint distribution. Every agent $i$ also has a public valuation function $v_i$, which is a monotone function of all $n$ private signals. As we move from the IPV model to the more realistic IDV model, even the social welfare objective, which is considered to be well-understood, becomes extremely challenging, even for simple single-item settings, where positive results are known only under the stringent condition known as single-crossing (SC) [\cite{maskin1992,ausubel1999generalized,RTCoptimalrev,CFK14,dasgupta2000efficient,jehiel2001efficient,dasgupta2000efficient)].


{Research goal and preliminary results:}
A broad research goal is to apply the algorithmic mechanism design lens to the study of mechanisms for the general IDV model. Specifically, we seek to develop a coherent and broad theory that studies the computational and economic aspects of the design and analysis of mechanisms for combinatorial auctions in IDV settings. We aim to: (1) identify key properties, such as submodular over signals [(\cite{EdenFFG18)], and signal affiliations (\cite{RTCoptimalrev) that enable the analysis and design of mechanisms for the IDV settings; (2) identify appropriate notions of truthfulness for this setting, such as ex-post incentive compatibility (IC
) and Bayesian IC, and study the compromises related to these notions; (3) derive welfare and revenue guarantees for truthful poly-time mechanisms for various families of valuations; (4) study the compromises between prior-dependent and prior-independent mechanisms; (5) quantify inefficiencies that arise in equilibrium of simple auctions, using the price of anarchy measure; and (6) extend the above settings to scenarios where the valuations are unknown.

In [(\cite{EdenFFG18)] we employ a computational and economic study of auctions in IDV settings without assuming single-crossing for the first time.

We introduce a parameterized version of single-crossing, and obtain an array of welfare and revenue guarantees for single-item settings. In a current working paper [(\cite{EdenFFG19]), we study IDV settings with valuations that are submodular over signals (SM). It turns out that this property enables us to significantly surpass the state of the art and actually design the first nearly optimal mechanisms for interesting classes of combinatorial auctions. The preliminary findings have been promising. As the research progresses, we intend to achieve even more significant and impactful insights.


{2.2. Robustness Aspect 2: Unknown Priors}
In classic economic and AGT literature, the prior partial knowledge of the decision maker and participants regarding the state of the world, such as agent preferences, is stylistically modeled as a Bayesian prior in many canonical models and questions. In practice, neither the seller nor the buyers have perfect distributional information about the preferences of the participating agents. According to Wilson's doctrine [(\cite{wilson1985game], a simple {\em prior-independent} mechanism should be preferred over complex prior-dependent mechanisms. While prior-independent mechanisms are often sufficient for obtaining  welfare guarantees, prior-dependent mechanisms are required to obtain a revenue guarantees complex [(\cite{Myerson1981]). The two approaches that have been taken with respect to this problem are{\em competition complexity} and {\em sample complexity} [(\cite{ColeR14]).

The {\em competition complexity} approach, a term that we formulated in [(\cite{EdenFFTW17a]) quantifies the competition (i.e., the number of additional bidders) required in order for prior-independent mechanisms to surpass the optimal prior-dependent revenue. This notion is essentially the economic equivalence of the {\em resource augmentation} approach in computer science (\cite{SleatorT85,KalyanasundaramP00,PhillipsSTW02). This idea is the natural extension of the observation that simple mechanisms tend to attract more participants (\cite{Milgrom17prices). Consequently, with more competition in the market, the original optimal revenue may be able to be extracted by simple prior-independent mechanisms. The impressive result of Bulow and Klemperer (\cite{Bulow94) is a special case of this approach, and there are additional follow-up works (\cite{FeldmanFR18,LiuP18,AkbarpourMS18}) supporting it.

The{\em sample complexity} approach introduced in [\cite{ColeR14}] posits that if priors are unknown, then we should {\em learn} them. Over the past few years, work in the interface of AGT and learning theory has turned to study the more realistic assumption of having access only to samples from this fixed, yet unknown, distribution. The goal is to learn with high probability, from a moderate number of samples, a solution whose quality approximately matches that of the best solution that could be designed had one gained access to complete information of the prior distribution. This approach has been studied in many papers regarding revenue maximization [\cite{MorgensternR16,Devanur0P15,GonczarowskiN17,CaiD17,GonczarowskiW18,DhangwatnotaiRY15,BabaioffGMM18}].

\vspace{-0.1in}
{Research goal and preliminary results:}
 Despite the impressive body of work on competition and sample complexity for revenue maximization, we believe that the enormity of the subject has only begun to be examined. Only recently have first steps been made in viewing the canonical `prophet inequality problem through the lens of sample complexity [\cite{CorreaDFS2018}], while other canonical settings appear to remain completely unexplored as of yet. Our goal is twofold. First, we seek to extend the scope of the results for revenue maximization in complex markets. Second, we aim to apply these two paradigms to additional areas of application, including: (a) welfare and gains from trade in bilateral trading scenarios [\cite{DuttingTR17,BlumrosenD16,Babaioff0GZ18]; (b) welfare in combinatorial public projects [\cite{BuchfuhrerSS10}]; and (c) prophet inequality settings and pricing schemes [\cite{FeldmanGL15,DuettingFKL17}]. This applies to various types of preferences, such as, Fedex-type valuations [\cite{FiatGKK16})], various truthfulness notions, and various prior-independent mechanisms for competition complexity. \michal{is contract theory relevant here?}
In [\cite{EdenFFTW17a}], beyond formulating the term competition complexity, we provide the first bounds on the competition complexity in multi-parameter settings, and in [\cite{FeldmanFR18}] we provide additional insights into this tradeoff.
 We anticipate that follow-up research in this direction will yield groundbreaking insights. For sample complexity, we should mention our contribution to the sampling approach to complex prophet inequality settings [\cite{FeldmanGL15}]. We believe that major breakthroughs can be anticipated as research progresses in sample complexity within the realm of complex prophet inequalities and pricing schemes [\cite{DuettingFKL17}].
\vspace{-0.1in}
{2.3. Robustness Aspect 3: Behavioral Considerations}
AGT theory has traditionally treated agents as expected utility maximizers. Economists today, having come to realize the huge contribution of behavioral research, have revised their models [\cite{Thaler2016behavioral}], but this crucial development has, for the most part, overlooked the current models of AGT. In light of the major developments in decision-making theory and behavioral economics in the last few decades, AGT needs to update its assumptions about how people make decisions. AGT must take into account the abundance of empirical evidence regarding behavioral considerations and cognitive biases [\cite{kahneman2013choices}], such as risk and loss aversion [~\cite{kahneman2013prospect}], procrastination [\cite{akerlof1991procrastination}], anchoring [\cite{tversky1974judgment}], framing, status quo bias [\cite{samuelson1988status] and overconfidence, among many others. As Thaler observed [\cite{Thaler2016behavioral}]: {\em “By adding these factors such as framing or temptation we can improve the explanatory power of economic models}.” This research posits that the same approaches apply to AGT models. Capturing behavioral considerations in AGT models will not only improve their explanatory power, but will also lead to a better design of mechanisms for real-world scenarios, which is a timely objective. In recent years, some research in AGT has started to examine behavioral considerations [\cite{KleinbergO14,KleinbergOR16,KleinbergOR17,GravinILP16,AlbersK16,AlbersK17,AlbersK17b,ChawlaGMP18,FiatP10,KesselheimK18,EasleyG15,BabaioffDO18}], but this work represents only a small foray into a vast field.
\vspace{-0.1in}
{Research goal and preliminary results:}
The next goal of this research is to conduct a broad study of the effects of behavioral considerations and cognitive biases on the design and analysis of mechanisms and market equilibrium. In particular, we aim to (1) identify key cognitive biases that are relevant to AGT applications and have significant effects on welfare and revenue guarantees, pricing schemes and market equilibrium; (2) identify key behavioral considerations and cognitive biases that are relevant to {\em dynamic mechanism design} and decision making over time; (3) devise informative models that capture the essence of these behavioral considerations and cognitive biases, and yet are amenable to rigorous analysis; (4) study the key AGT questions in the obtained framework; and (5) provide bounds for the price of anarchy under reasonable behavioral models.

In a current working paper[\cite{EzraFF19}] we show that the {\em endowment effect} introduced by Nobel Laureate Richard Thaler [\cite{thaler1980toward,knetsch1989endowment}], and studied recently in the framework of combinatorial auctions [\cite{babaioff2018combinatorial})], combined with bundle pricing, can be harnessed to produce a sweeping result, showing that the optimal welfare can be obtained in {\em every market}. This result demonstrating that cognitive biases can be harnessed in an extremely powerful way seems very promising, and complements nicely our previous work on relaxed equilibrium notions without cognitive biases [\cite{FeldmanFGL13,FeldmanGL15-negative-arxiv,DobzinskiFTW15}].

In [\cite{FeldmanLN16}] we studied the price of anarchy (PoA) with respect to the correlated equilibrium (CE) and coarse correlates equilibrium (CCE) notions, [\cite{Aumann74,HM00-correlated_dynamics,Young04}]. CE and CCE are more natural predictors of agent behavior than is Nash equilibrium, since they are the outcome of natural learning-like dynamics. We believe that incorporating behavioral models into AGT will open up completely new research avenues, and that major breakthroughs remain to be made.
\vspace{-0.1in}
{2.4. Robustness Aspect 4: Divergence from Structural Properties}
Classes of set functions or families of distributions are usually characterized by some convenient properties that make them useful in optimization, characterization, learning, etc. For example, {\em gross substitutes} (GS) valuations [\cite{kelso1982job,gul1999walrasian}] (the discrete analog of concave functions) are useful for welfare maximization [\cite{Murota96}] and for resolving a demand query [\cite{Leme17}. similarly, submodularity is useful for minimization [\cite{Sch00,IwataFF01}] and distribution regularity is useful for deriving competition complexity results [\cite{bulow}]. In practice, the input might only approximately adhere to some structural property. For example, in the current {\em big data} era, when the parameters of a problem are often derived from real-world data, these parameters can be only approximately evaluated [\cite{BT14,SV,HassidimS17,BRS16}]. If small divergence from a positive property leads to abrupt deterioration in performance, it raises questions about the robustness of the corresponding algorithm. In AGT, welfare approximation, revenue approximation, existence of market equilibria, price of anarchy, and other important applications often rely heavily on the structure of the input. To fall within a particular structural class, a valuation must satisfy fairly stringent constraints. {\em The question, then, is whether the guarantees associated with these stringent constraints continue to hold approximately given that these constraints hold approximately}. An additional central subject in AGT is the underlying distribution. It is of great interest to study the robustness of optimization and learning algorithms in relation to divergence from stringent conditions regarding the underlying distribution. Notably, this area is closely related to {\em sample complexity} (see Robustness Aspect 2).

\vspace{-0.1in}
\paragraph{Research goal and preliminary results:}
An additional research goal is to conduct a broad study of the robustness of key results in AGT with respect to divergence from various classes of set functions, such as GS, submodular, etc., and various classes of distributions. We seek to study this issue with respect to major problems in AGT, including welfare and revenue maximization, price of anarchy, and existence of market equilibrium. The question is whether performance measures provided for valuations adhering to certain constraints continue to hold approximately when these constraints hold approximately. Essentially, for a given property $X$ that leads to desirable results, we will ask what notions of approximate $X$ capture tractability with respect to the specific result, and which parameters best explain the deterioration in approximation guarantees. In addition, for properties that admit more than a single characterization, we will ask whether the different notions are nearly equivalent. For the study of proximity to distributions, we will use the distance metrics given in [\cite{Gibbs02 on choosing}].
In [\cite{FeigeFT17}] we study the characterization and learning of {\em approximately modular} functions. Specifically, building upon [\cite{KaltonR83,ChierichettiD0K15}], we show that any set function that approximately satisfies the modularity equation (linear functions satisfy the modularity equation exactly) is close to a linear function, and that a function that is close to an approximately linear function can be efficiently learned. Expanding the set of techniques for studying the robustness of various set functions and distributions is crucial to the robustness of the AGT literature.

\vspace{-0.1in}
\paragraph{2.5. Robustness Aspect 5: Beyond Worst-Case Analysis
}
While classical theory in AGT is overly optimistic in the sense that it abstracts away many aspects that exist in real-world applications, it is too pessimistic in its worst-case analysis approach. Indeed, in traditional AGT, a mechanism's performance is measured with respect to its worst-case input. Worst-case analysis is often more tractable analytically, and provides very strong guarantees. However, worst-case scenarios do not necessarily resemble typical real-world instances, and may consequently lead to bad advice for practitioners. Indeed, some problems which are difficult to prove in theory are regularly solved extremely well in practice, such as the performance of simplex for linear programming [\cite{Khachiyan1979,KleeM1972})]. A more relaxed analysis approach, termed {\em beyond worst-case analysis} [\cite{Roughgarden19}] refers to a collection of alternative models that are more applicable to real-world scenarios, such as {\em semi-random} models [\cite{BlumS95,FeigeK2001}], including the celebrated {\em smoothed analysis} [\cite{Spielman01smoothedanalysis}], and {\em parameterized analysis}. These models distinguish truly discouraging results from deceptive discouraging results, and lead to more finely calibrated analysis. AGT theory is replete with discouraging worst-case lower bounds and hardness results, and often predicts the need for complex mechanisms and pricing schemes that are rarely found in practice. For example, AGT theory predicts that correlated valuations lead to low revenue by simple mechanisms [\cite{hart2013menu}] and to bad welfare in equilibrium of simple auctions [\cite{Roughgarden12}]. We seek to use beyond worst-case analysis methods to gain more finely calibrated results and better understand the possible sources of the gap between theory and practice.

\vspace{-0.1in}
{Research goal and preliminary results:} 
We seek to develop {\em beyond worst-case} analysis that is suitable for AGT application domains. We will use these models to provide theoretical explanations for the empirical success of simple mechanisms, such as generalized second-price auctions [\cite{Varian07,EOS07}] and simultaneous item auctions [\cite{CKS16})], that can also serve to help develop new mechanisms that perform well in practice. We seek to employ this approach with respect to: (1) the existence of market equilibria; (2) welfare and revenue approximation provided by simple mechanisms; and (3) performance of pricing schemes in complex markets and related prophet inequality settings. To this end, we will use {\em smoothed analysis} and {\em parameterized analysis}, which lead to a more finely calibrated analysis of algorithms and mechanisms than does traditional worst-case analysis. We will also attempt to develop models of {\em typical instances} for different domains.

For example, AGT has traditionally concentrated on either complement-free valuations, or on the entire set of monotone valuations. Going beyond complement-free valuations often leads to strongly discouraging results. In our work, we introduce various parameterized notions of {\em limited complementarity}, and provide finely calibrated results with respect to welfare, revenue and PoA, as a function of these parameters [\cite{feige2015unifying,EzraFNTW2018,feldman2016simple,eden2017simple}]. In the context of interdependent values (see Robustness Aspect 1), we study welfare and revenue guarantees with respect to parameterized notions of single crossing and submodularity [\cite{EdenFFG18,EdenFFG19}]. These results demonstrate the huge potential that resides in more finely calibrated analysis. Combined with other beyond worst-case models, this approach is expected to lead to more accurate predictions and better mechanism design for real-world scenarios.
\vspace{-0.1in}
\subsection*{3. High Risk/High Gain}
The potential benefits of the project are dramatic. Following the growth and proliferation of electronic marketplaces and social applications, the theory of AGT is likely to find increasingly widespread applications in the real world. The state of the art of AGT theory still lags far behind full applicability for many real Internet applications, due largely to limitations discussed in this proposal. These limitations may render AGT theory non-robust and consequently inapplicable to some real-world scenarios it seeks to address. The approach we outline here considers powerful models of more robust AGT theory which rely on multiple novel insights. Robust AGT (RAGT) will offer novel methodology that will open up new avenues for research and new conceptual and technical tools for obtaining rigorous results within the new models. As a distinct interdisciplinary research field, RAGT is expected to draw considerable interest from the fields of computer science and economics. Finally, with ERC support, RAGT will serve to significantly improve the applicability of AGT theory to real-world commerce and social applications.

Risk: Given the impressive progress on the topic of this research over the past five years, it is not a priori clear that much improvement can still be made. Indeed, new models, insights and techniques have been developed. Further improvements will require more significant scientific breakthroughs and greater effort. Clearly, overcoming the daunting challenges involved in departing from traditional models is a major undertaking and will require new ideas. Furthermore, it is unclear a priori that the new models we will devise will be tractable analytically. It is an art to devise models that are both sufficiently close enough to reality and amenable to mathematical analysis. Finding the right level of abstraction is a highly challenging task. Therefore, the specific theoretical approaches proposed here might not yield the desired progress. In the event that the approaches proposed here prove ineffectual, new approaches will have to be explored. Moreover, a specific direction might need further restrictions to be tractable, which could lead to an iterative process. However, we have taken a {\em proactive approach} in order to reduce the risk of insufficient output. We have already carried out some preliminary research with respect to many of our objectives in preparation for this grant proposal. We believe that our years of experience with this line of work and the impressive preliminary results we already obtained validate the great potential of the approaches proposed here and the likelihood that a robust theory of AGT can be advanced. Clearly, the potential benefits are high enough to render the required effort highly worthwhile.
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