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Abstract

New variants of the COVID-19, such as the highly infectious NJ.1 that started

spreading late in December 2023, are often immune to existing vaccination.

In addition, efforts to protect the population by achieving herd immunity,

slowing the emergence of new variants, and potentially eradicating the disease

are hindered by vaccine hesitancy and vaccine refusal. Social networks pro-

vide such “anti-vaxxers” an efficient vehicle for promoting vaccine hesitancy.

This work uses a unique dataset that covers 80%–90% of the Hebrew tweets

to study vaccine hesitancy during the first three years of the COVID-19

pandemic. We fine-tune an array of large language models tailored for mor-
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phologically rich languages to identify tweets expressing vaccine hesitancy

rather than legitimate vaccine and COVID-related concerns, achieving an F

score of 0.75. We further use these large language models, along with graph

embeddings and diffusion models, to accurately identify users that actively

promote vaccine hesitancy, achieving an F score of 0.87 on the user level in a

challenging setting. We compare classification results achieved by the differ-

ent approaches and discuss their advantages, their limitations, and the ways

they allow approximate vaccine hesitancy trends in the wider network. The

results indicate that, while text-based classifiers outperform graph-based ap-

proaches, they suffer peculiar false-positive errors, such as classifying medical

experts as anti-vaxxers.
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Chapter 1

Introduction

Vaccination is one the major achievements of public health [2, 3]. Eradi-

cation of an infectious disease, near eradication, or the indirect protection

of the population, commonly referred to as “herd immunity” are typically

achieved through widespread vaccination campaigns that protect individuals

who, for various reasons such as a compromised immune system, cannot be

vaccinated. A worldwide vaccination campaign eradicated smallpox [4], and

poliomyelitis (polio) was nearly eradicated but reemerged due to ineffective

cessation protocols and the spread of vaccine hesitancy in various communi-

ties [5–7].

Vaccine hesitancy is the “delay in acceptance or refusal of vaccination despite

the availability of vaccination services” [7]. The drivers of vaccine hesitancy

vary for individuals and communities, reflecting an array of social, political,

and religious factors, including distrust of governmental and medical institu-

tions, cynicism toward the pharmaceutical industry, misguided beliefs linking
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vaccination and autism, and a strong belief in individual freedoms [6, 8].

The SARS-CoV-2 virus, commonly known as COVID-19, was first identified

in China in December 2019 and quickly spread to Europe, the United States,

and worldwide. Over 670 million cases were reported, with a death toll

approaching seven million [9].1 A number of vaccine platforms were approved

by December 2020 and are credited with preventing over 19 million deaths

in the first year of its introduction [10].

1.1 Vaccine Hesitancy

The unprecedented speed of development of the COVID-19 vaccines2 and the

relatively novel use of the mRNA molecule to achieve an immune response

served as a fertile ground for the growth of vaccine hesitancy [12–15], in spite

of the proven safety and efficiency of these vaccines [10, 16].

Some of the most ardent anti-vaccination proponents are popular media fig-

ures, celebrities, and online influencers such as (former) Fox News host Tucker

Carlson, popular podcaster Joe Rogan, 2024 Presidential Candidate Robert

F. Kennedy Jr., and NBA star Kyrie Irving3. Together, these public person-

alities have an audience of tens of millions4. Online activity and the exposure

1Last updated March 10, 2023; retrieved Dec. 31, 2023.
2The COVID vaccine was developed in less than a year, compared with about a decade

for the polio vaccine and many decades for vaccinations against other diseases such as
meningitis, whooping cough, and ebola [11].

3Full statements and dates are provided in the appendix.
4Tucker Carlson Tonight was one of the highest-rated programs in cable news, averag-

ing 3.2 million viewers https://press.foxnews.com/2023/03/fox-news-channel-finishes-first-
quarter-of-2023-as-top-network-in-all-of-cable-with-viewers-across-primetime-and-total-
day. Rogan hosts the most popular podcast on Spotify with an estimated 11 million plus
listeners per episode. https://time.com/6147548/spotify-joe-rogan-controversy-isnt-over/
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to misinformation are associated with vaccine hesitancy. Fake news spreads

further and faster than evidence-based news [17], and exposure to such misin-

formation significantly reduces the intent to vaccinate [12–14, 18, 19]. These

findings were echoed by President Biden, who denounced social platforms for

allowing the dissemination of COVID related misinformation:

“the only pandemic we have is among the unvaccinated, and that—and they

[social platforms] are killing people.” 5

1.2 The Research

This research investigates vaccine hesitancy within the Hebrew-speaking pop-

ulation of Israel by analyzing the social media discourse on X (formerly Twit-

ter) during the COVID-19 vaccination period. The research addresses the

following questions:

1. How can state-of-the-art Hebrew language models be fine-tuned to dis-

tinguish between tweets promoting vaccine hesitancy and legitimate

concerns about COVID-19 and vaccines?

2. How can a language model that identifies tweets promoting vaccine hes-

itancy be connected to a model that distinguishes a user that promotes

vaccine hesitancy?

3. Can the social network structure on X be leveraged to identify and

Time magazine (retrieved Jan. 14, 2024).
5https://www.nytimes.com/2021/07/16/us/politics/biden-facebook-social-media-

covid.html ”Biden Denounces Social Media for Virus Disinformation” (NYT, July 16,
2021; retrieved June 30, 2024)
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classify vaccine-hesitant users?
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Chapter 2

Related Work

2.1 Vaccination and Vaccine Hesitancy in

Israel

As mandated by the state health insurance law, all Israeli residents are reg-

istered with an approved health maintenance organization. While vaccina-

tion decisions are a matter of individual choice, vaccinations are encouraged

and offered free of charge in community clinics and schools (with parental

consent). As a result, 98% of Israeli children are vaccinated by the proto-

col recommended by the Ministry of Health (DTaP-Hib-IPV,MMRV, PCV,

Hepatitis A/B, Rota) [20]. The national medical coverage sponsored by the

Israeli state contributed to the success of the campaign for COVID vacci-

nations [21], with a vaccination rate (first dose) exceeding 87% among the
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Figure 2.1: Cumulative vaccination rate in Israel.

population aged 15 years and older. 1 Figure 2.1 present the accumulative

vaccination percentage by dosage.

In spite of the high vaccination rate, some individuals refuse to vaccinate

and promote vaccine hesitancy. The main factors associated with vaccine

hesitancy in Israel are similar to those found in other countries: level of

education, religious belief, ethical stance, safety concerns, and misgivings re-

garding its effectiveness [22–26]. Reservations regarding the COVID vaccine

stem from similar causes [12, 27].

1Data from the COVID Dashboard https://datadashboard.health.gov.il/portal/dashboard/corona
of the Ministry of Health. Accessed Dec. 31, 2023.
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2.2 Social Media and Vaccine Hesitancy

Social media platforms serve both as a vehicle for disseminating anti-vaccination

ideology and as a tool for qualitatively, quantitatively, and computationally

studying the phenomenon of vaccine hesitancy [28–33]. Information expo-

sure on Twitter explains differences in vaccination rates between individuals

of similar demographics [34]. Vaccine refusal on Facebook was found to be

promoted as a civil right and used for political mobilization [35]. Specifi-

cally, rejection of the COVID vaccine among American Twitter users corre-

lated with media use [36]. The narratives promoted on Facebook pages of

deceased victims of COVID-19 was found to be overwhelming political and

anti-government [37]. The global and multilingual effects of vaccine misin-

formation on Twitter was studied by Lenti et al. [38], who surveyed 200 000

Facebook users to study the different drivers of vaccination refusal and the

barriers to higher vaccine coverage [15].

The drivers of vaccine hesitancy on Twitter were analyzed during the measles

outbreaks that preceded the COVID-19 pandemic. Misinformation about

vaccines causing autism had already been unearthed using social network

analysis and semantic network of co-occurrence of words [39]. In addition,

narrative analysis [40] was used to map the themes of the vaccination debate

on Dutch Twitter [41] using the conversational context (i.e., reply chain) and

showed that the Dutch vaccine hesitancy community describes themselves as

conservative. In other work, Broniatowski et al. [42] gathered URLs from

pro- and anti-vaccination groups on Facebook to analyze the monetization

strategies of the websites linked to by those groups. Vaccine hesitancy was
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also classified prepandemic on Twitter using a dataset based on keywords

[43–45].

At the outbreak of COVID-19 in the US, a bipartisan political consensus

existed regarding the measures that should be taken, whereas extremists on

social networks were already divided. This exemplified the false polariza-

tion thesis of social networks, as discussed by Bail [46]. Later, the partisan

divide appeared in a Pew research survey [47], which showed that, in Decem-

ber 2020, Republicans were less willing to get the COVID-19 vaccine than

Democrats. By comparing “partisan” media consumption (CNN, MSNBC

versus FoxNews, Newsmax) Green et al. [36] found that both Democrats and

Republican with strong partisan identities tended to believe more in COVID-

19 misinformation than those with weak partisan identities [48]. In addition,

a partisan divide appeared during the measles outbreak that preceded the

COVID-19 pandemic; when a few democratic states were more vaccine hesi-

tant than republican states [49]. These results suggests that a partisan divide

regarding vaccine hesitancy may occur in Israel as well.

Manual annotation of the themes of vaccine hesitancy tweets in Turkey [50]

showed that the main themes were “poor scientific process” and “conspiracy.”

Lenti et al. [38] used COVID-19 keywords and community detection on the

retweet network and co-sharing network (a network where edges represent

sharing the same URL address) on Twitter. They manually annotated tweets

within the communities and found that the number of vaccine-hesitant people

on Twitter increased during the COVID-19 pandemic. They also found that

vaccine-hesitant people were less isolated on Twitter than they were before
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the COVID-19 pandemic. Research on deceased anti-vaxxers used semantic

clustering on their posts to analyze the shifting narrative anti-vaxxers [37]. A

sophisticated model used on American Twitter included a morality analysis,

topic modeling, and vaccine-hesitancy detection to display the motivations

for vaccine hesitancy [51].

In Israel, the majority of the population applies pediatric vaccinations ac-

cording to the recommended protocol, although a minority go against the

standard vaccination program (a self-reporting study [52] shows ≈9% devi-

ate from the pediatric vaccination protocol). For the annual influenza vaccine

only ≈15% of the population take the vaccination, whereas that number al-

most doubled during COVID-19 [53]. A small study in Israel [54] (n = 70)

showed that 15.7% of the participating parents did not vaccinate their chil-

dren according to the pediatric protocol. The study also found that a parent

in a Facebook group related to parenting (local parenting groups) is more

likely to vaccinate their children following the pediatric protocol.
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Chapter 3

Data

3.1 Raw Datasets

We collected 80%–90% of the public Hebrew tweets from January 2019 to

March 2023.1 The raw dataset contains ≈254 million tweets posted by ≈3

million users. However, many users are relatively inactive or not “natives” in

the Hebrew sphere. Only ≈1.1 million users tweeted more than three tweets

in the data (a total of ≈196 million tweets) and only ≈95 000 users tweeted

more than 100 tweets (≈185 million tweets). About 20% of the tweets in the

data are retweets.

1We used Twitter’s streaming API, tracking a list of Hebrew stopwords. We established
the 80%–90% margin by extrapolating the coverage achieved by the term tracked over the
Hebrew tweets collected using the Decahose, providing a random sample of 10% of the
public stream.
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3.2 Gold Labels and Matching Protocol

We manually identified 384 users that actively and openly promoted anti-

vaccination.2 We refer to this group of users as the anti-vaxx-seed (AVS).

The vast majority of the Israeli population does not reject vaccination (see

Section 2). We therefore assume that, when sampled at random, most Israeli

Twitter users are not vaccine hesitant. However, as reported in Section 3.1,

randomly sampled accounts are likely to be inauthentic or only minimally

active. To create a dataset that supports a nontrivial classification task, we

use stratified sampling, which requires that the sampled accounts share a

number of features with AVS accounts: total number of tweets, number or

friends 3 and followers, the date of most recent activity, and the account age.

Table 3.1 provides the features and similarity ranges.

Parameter Matching space
Tweets (T ) 0.7TH ≤ T ≤ 1.3TH

Followers (FL) 0.7FLH ≤ FL ≤ 1.3FLH

Friends (FR) 0.7FRH ≤ FR ≤ 1.3FRH

Last tweet date (LT ) LTH − 90d ≤ LT ≤ LTH + 90d
Registration date (RD) RDH − 90d ≤ RD ≤ RDH + 90d

Table 3.1: Features and ranges for twin matching. Values of Tweet Count,
Follower Count, and Friend Count should be in the range of 70%–130% with
respect to an AVS account. Date of Last Tweet and Registration Date define
a 90 day window.

We refer to accounts u and v as twins if they have similar characteristics (as

defined above). We sampled four twins for each u ∈ AVS and created a second

dataset denoted “twins.” Figure 3.1 shows the difference in the distributions

2Either general vaccine refusal, COVID-specific vaccine refusal and hesitancy, or deny-
ing the severity of the COVID pandemic (“seasonal flu with good PR”).

3The number of friends is the number of people a user is following.
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of Tweets Count, Follower Count, and Account Age for the general population

(raw data), AVS, and twin. The AVS and twin accounts follow a significantly

different distribution than the general-population accounts.

3.3 Data Annotation

COVID denial and an anti-vaccination stance can be conveyed without ex-

plicitly using words such as “COVID” or “vaccine.” . Conversely, users can

discuss novel vaccines, raise legitimate concerns, or report side effects without

rejecting vaccination. See Table 4.1 for examples. Thus, tweets in our data

could fall under one of the following three classes: (i) unrelated to COVID,

(ii) COVID related but not promoting anti-vaccination, and (iii) promoting

anti-vaccination.

A sample of 4000 tweets posted between January and June 2021 by AVS and

twin users was manually labeled under the three classes given above. These

tweets were sampled in a stratified manner corresponding to the number of

tweets posted on each account. We defined a list of COVID-related key-

words (e.g., COVID, virus, vaccine, Pfizer) and sampled both AVS and twin

accounts for tweets containing these keywords and tweets not matching these

keywords in a 1 : 1 ratio. The first six months of 2021 were sampled because

this period includes the introduction of the COVID vaccine (January 2021)

and the administration of the first booster shot (see Fig. 2.1), which means

that the safety and effectiveness of the vaccine was being debated.

Unlike tweets, users were classified into two classes: (i) anti-vaxxers promot-
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(a)

(b)

(c)

Figure 3.1: Distributions of three of the user’s matching space parameters.



14

ing anti-vaccination sentiment (AV) and (ii) vaccine-compatible (VC). By

definition, all users in AVS were labeled AV. Based on the reported vaccina-

tion rate, we classified all users in the twin set as VC, although a small sub-

set of these uses may have been mislabeled. This approach produces various

effects on the classification results obtained by textual classifiers (large lan-

guage models) and network-based classifiers (node2vec, diffusion processes).

We discuss these effects in the Results chapter.

Figure 3.2: Illustration of node categories in the network. Seed nodes are in
solid color (blue and red), added nodes are color-hashed and categorized into
grey-shaded categories.

3.4 The Social Graph

One unique aspect of our dataset is its comprehensive coverage of the Hebrew

tweets throughout the COVID years. This coverage allows us to recover the

network of engagement between the users, especially between AVS and their
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twins. To this end we created a social network in the following manner:

For each u ∈ AV S
⋂

TWINS we first retrieve her ego network Gu. A

directed edge −→uv is established if u retweeted v at least m = 2 times, and

a different edge direction is established if v retweeted u at least m = 2

times. In the second stage we recover the edges between all the nodes in

{Gu}u∈AV S
⋂

TWINS. For simplicity, we only use the largest weakly connected

component, denoted GU . For analytical purposes we categorize the nodes in

GU into five categories, as illustrated in Fig. 3.2: the AVS nodes and twin

nodes (egos), nodes added for being in an ego network of an anti-vaxx ego

or in a twin ego (but not in an ego of both), and nodes added for being in

the ego network of at least one anti-vaxx ego and at least one twin ego.
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Chapter 4

Computational Approach

4.1 Tweet-Level Classification

Processing Hebrew texts is challenging, mainly due to the rich morphology,

the ambiguity caused by the omission of diacritics (“niqqud”), and the rel-

atively limited volume of data. The following models were developed to

analyze the ambiguity and the morphological complexity: AlephBert [55],

AlephBErtGimmel [1], HeBert [56], and HeRo [57]. We fine-tuned these four

models on a random sample of 85% annotated tweets.

4.2 User-Level Classification

Classifying users as anti-vaxxers can be challenging due to varying degrees of

opaqueness, obsessiveness, type of rejection (all vaccines, only COVID vac-

cines, COVID denial, etc.), and the natural mixture of topics in the users
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stream. We explore both text- and network-based approaches for user clas-

sification.

Consider an accurate model (or oracle) M for the classification of tweets:

M(t) = 1 if the text t is classified as anti-vaccination, and M(t) = 0 oth-

erwise. Given a set of tweets T u = {tu1 , . . . , tun} posted by user u and some

threshold value δ, we define the classification function as follows:

θ(u) =


C+, ϕ(u) ≥ δ

C−, otherwise.

(4.1)

We consider two types of thresholds: fixed and relative. The fixed threshold

is a scalar δ ∈ N+ and

ϕ(u) =

|Tu|∑
i=1

M(tui ).

For the relative threshold, δ ∈ [0, 1] and

ϕ(u) =

∑|Tu|
i=1 M(tui )

|T u|
.

For convenience we denote a fixed threshold δn and a relative threshold δr.

That is, assume δn = 10 and δr = 0.2 and consider a user u for which

T u = {tu1 , . . . , tu100}. Furthermore consider that M(tui ) = 1 for i ≤ 10, and

M(tui ) = 0 for i > 10. Using the fixed threshold u is classified as anti-

vaccination because ϕ(T u) = 10 ≥ δn. However, using the relative threshold,

u will be not classified as anti-vaccination because ϕ(T u) = 0.1 < δr.

The hyperparameters δn,r are learned by applying a grid search to a devel-
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opment set.

Assuming we are provided not only with a set of users and their tweets

but also with the social relations between the users, encoded as a social

graph G, we can leverage the structure to classify the tweets. Moreover,

recall that previous work demonstrated the importance of the network in

the dissemination of fake news or in the development of communities of like-

minded individuals (see Chapter 2). We therefore consider two inherently

different network-based approaches:

1. Classification by node embedding. Node2vec is a powerful algorithm

for learning node embeddings based on a biased random walk [58].

The learned representations enable high-performance node classifica-

tion tasks over large networks [59]. Given a social graph G, we first

learn the node2vec embeddings for all nodes in the graph and then use

these representation as feature vectors in a simple classifier. Specifi-

cally, we insert a standard multilayer perceptron network into ϕ in Eq.

(4.1) and set δ = 0.5, reflecting the C+ class likelihood.

2. Belief propagation. Online hate mongers could be detected by using a

diffusion model based on DeGroot’s process [60, 61]. A modified version

of this process, in which the score of some subset of nodes (the seed) is

fixed, performs better in a setting very similar to the one at hand [62].

Since the AVS users are manually identified as anti-vaxxers we follow

Israeli and Tsur, fixing the “diffusion score” DS(u) = 1∀ u ∈ AV S

and applying the diffusion process to compute the diffusion score of all

other nodes. After the diffusion process converges, the classification is
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decided by using ϕ(u) = DS(u) in Eq. (4.1). We follow previous work

and set δ = 0.75 [i.e., a node for which DS(u) is in the forth quartile]

as the threshold for classification as an anti-vaxxer (C+). W also tested

smaller values of δ.

Text Label Prediction Comment

1

Received after contacting the management. And now
she is waiting for the second vaccine, because the first
one, as mentioned, does not really protect yet. In
my opinion it is an unparalleled audacity to send a
teacher to the battlefield before we have been immu-
nized. The sheep’s silence of Ran Erez, chairman of
the secondary teachers’ organization, is puzzling to
me.

Covid-
Related

Covid-
Related

’The sheep’s silence’ is a
translation to ’The Silence of
the Lambs’. The tweet is
about the delays of vaccinat-
ing teachers while teaching in
front on yet-to-be vaccinated
pupils.

2
You are the one who talked during the past year
about a thousand dying every winter from flu-like
diseases. So now you update the number to 6000?

Vaccine-
Hesitancy

Covid-
Related

The lack of context hinder the
task of classifying tweets, it
could be a ”just asking ques-
tions” tactic toward a public
health official or toward anti-
vaxxer (this tweet was replay
to a Covid-Skeptic) ⌈Z A re-
ply to Dr Lass –omer ⌋

3
I totally continue with the mask. Not ready for an-
other round of this shit.

Covid-
Related

Covid-
Related

4

An emergency call from a brave scientist, an expert in
virology and vaccines who desperately turns to med-
ical leaders and policy makers: “You will cause a
catastrophe on a large scale due to the ‘vaccinate all’
policy. A brave call that resonates in the shocking
darkness of conformism, cowardice, and just plain ig-
norance of doctors who give a hand to a reckless and
dangerous experiment!!”

Vaccine
Hesi-
tancy

Vaccine
Hesi-
tancy

5
Are some of the hospitalized in serious condition, af-
ter two vaccinations? known?

Covid-
Related

Covid-
Related

The intentions of the text
are indeterminate, it could be
genuine concern or “just ask-
ing questions” tactic to raise
skepticism of the vaccines.

6

Chibuta barely played this year—it will take him a
long time to get back into playing shape. What’s
more, most of their players who went to Europe came
back much worse. Ali Muhammad has not recovered
since he got Corona (this also takes time) Hamed,
in my opinion, will not come, and here we are also
talking about an older player who I am not sure can
give more than a good season

Non-
Covid

Non-
Covid

Sport related tweet mention-
ing a COVID-19 ill player.

7

Am I in favor of forced vaccinations? I am???? No
way? Simply unvaccinated will not go to shopping
malls and restaurants and concerts, will not meet
their families (not yours, Mr. Zeliger) and sit at
home under full curfew.That’s how I am, enlightened
and liberal. A true democrat.

Vaccine
Hesi-
tancy

Vaccine
Hesi-
tancy

A highly sarcastic reply that
ignores the risk of unvacci-
nated population to the pub-
lic without the nuance toward
those can’t be vaccinated.

8 The spread of the virus of anarchy is a fact
Non-
Covid

Covid-
Related

9
And your incitement against ultra-Orthodox during
the entire Corona period, why did they make you a
partner? A friend asks . . . .

Non-
Covid

Covid-
Related

Using the COVID-19 as a
time period.

10
Warning!!!! Vaccines will destroy the genetic makeup
of your mascara

Covid-
Related

Vaccine-
Hesitancy

A known activist against anti-
vaccination. Tweet accom-
panied with edited picture
mocking anti-vaccination.

Table 4.1: A sample of tweets translated from Hebrew, their class, and the
context explaining the (manual) annotation. Prediction was performed on
the original Hebrew text using AlephBertGimel [1]. Original tweets (Hebrew)
are available in Appendix A. Translation was done with Google Translate
and refined manually as necessary.
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Chapter 5

Results

5.1 Tweet Classification

With a dataset of 4000 tweets manually annotated into three classes, we

trained baseline algorithms and fine-tuned a transformer model to classify

tweets. Table 5.1 shows that AlephBertGimmel achieves the best overall

results for classifying tweets (F score = 0.75). Logistic regression on the

bag-of-words vector representation achieves an F score of 0.5.

We used HeRo to predict unannotated tweets by vaccine-hesitant people and

their twins. The results show that, for both vaccine-hesitant and vaccine-

compatible people, the majority of the tweets were not about COVID-19.

This finding is consistent with our previous findings, which were based on

our annotated data (see Fig. 5.1).
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Figure 5.1: HeRo tweet classification of vaccine-hesitancy group and their
twins.

5.2 User Classification

Using the fine-tuned transformer models on classifying tweets we built user

classifier models by classifying user tweets during the initial COVID-19 vac-

cination period and evaluating the thresholds or ratio of vaccine-hesitancy

tweets to classify a user as either vaccine hesitant or vaccine compliant. Ap-

plying the user classification procedure to over 4000 unlabeled tweets from

the vaccine-hesitant group allowed us to evaluate the classification accuracy

based on the user label as opposed to the tweet label (i.e., AVS or twin). In

Fig. 5.2, a higher δr causes the model to lose recall on the vaccine-hesitant

group because most people in the vaccine hesitant group dedicate less than

5% of their tweets to vaccines, even during the initial COVID-19 vaccination

period.
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Figure 5.2: HeRo precision and recall for δr of vaccine-hesitant and -
compliant user classes.

Pnc Rnc FSnc Pcr Rcr FScr Pvh Rvh FSvh FSavg

Logistic+BOW 0.89 0.97 0.92 0.28 0.16 0.20 0.54 0.29 0.38 0.50
Logis+Tf-Idf 0.86 0.99 0.92 0.43 0.10 0.16 0.83 0.23 0.36 0.48
SVM+BOW 0.93 0.58 0.71 0.09 0.74 0.16 0.56 0.08 0.14 0.33
SVM+Tf-Idf 0.00 0.00 0.00 0.06 1.00 0.11 0.00 0.00 0.00 0.04

AlephBert 0.95 0.85 0.89 0.59 0.71 0.64 0.59 0.59 0.59 0.71
AlephBertG 0.96 0.88 0.92 0.65 0.70 0.68 0.63 0.71 0.67 0.75
HeBert 0.92 0.83 0.88 0.51 0.63 0.56 0.57 0.53 0.55 0.66
HeRo 0.93 0.84 0.88 0.56 0.64 0.60 0.59 0.63 0.61 0.70

Table 5.1: Precision, recall, and F score for tweet classification. Each tweet
was classified as either non-COVID (nc), COVID related (cr), or vaccine
hesitant (vh). The macro average F score of the models is given in the
rightmost column.

Tables 5.2 and 5.3 show the results when δn is the minimal number and

when δr is the minimal ratio, respectively, of explicit vaccine-hesitant tweets
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δn = 1 δn = 5 δn = 10 δn = 20 δn = 50
P R F P R F P R F P R F P R F

AlephBert 0.65 0.60 0.41 0.69 0.73 0.63 0.73 0.79 0.73 0.78 0.81 0.79 0.87 0.77 0.80
AlephBertG 0.66 0.64 0.47 0.71 0.77 0.70 0.76 0.81 0.77 0.82 0.83 0.83 0.87 0.76 0.80
HeBert 0.63 0.55 0.33 0.69 0.73 0.61 0.71 0.77 0.69 0.76 0.81 0.78 0.84 0.76 0.79
HeRo 0.64 0.57 0.35 0.67 0.71 0.59 0.71 0.77 0.69 0.77 0.81 0.78 0.86 0.78 0.81

Table 5.2: Macro averaged precision, recall, and F score for user classification
using δn as a threshold where n is the minimum number of predicted vaccine-
hesitant tweets to be classified as vaccine hesitant.

δr = 0.01 δr = 0.02 δr = 0.05 δr = 0.1 δr = 0.15
P R F P R F P R F P R F P R F

AlephBert 0.71 0.76 0.66 0.78 0.84 0.79 0.89 0.86 0.87 0.87 0.78 0.81 0.86 0.73 0.76
AlephBertG 0.75 0.82 0.75 0.82 0.85 0.83 0.87 0.84 0.85 0.87 0.79 0.82 0.86 0.74 0.77
HeBert 0.69 0.72 0.60 0.76 0.83 0.77 0.87 0.85 0.86 0.88 0.79 0.82 0.86 0.73 0.76
Hero 0.67 0.71 0.59 0.76 0.82 0.77 0.88 0.86 0.87 0.87 0.79 0.82 0.86 0.74 0.77

Table 5.3: Macro averaged precision, recall, and F score for user classification
using δr as a threshold, where r is the minimum ratio of predicted vaccine-
hesitant tweets to non-vaccine-hesitant tweets of a user classified as vaccine
hesitant.

that cause a user to be classified as vaccine hesitant. With δr = 0.5, both

AlephBert and HeRo produced the highest F score of 0.87.
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5.3 Network-Based Prediction

P R F
AlephBertG (δn = 20) 0.82 0.83 0.83

HeRo (δr = 0.05) 0.88 0.86 0.87
node2vec+MLP 0.76 0.76 0.76
Degroot 0.75 0.81 0.52 0.51
Degroot 0.5 0.87 0.62 0.66
Degroot 0.3 0.86 0.70 0.74
Degroot 0.2 0.87 0.73 0.78
Degroot 0.1 0.86 0.76 0.8
Degroot 0.05 0.84 0.79 0.81
Degroot 0.03 0.82 0.79 0.8

Table 5.4: Precision, recall, and F score resulting from applying our models
to AVS and twins and with various minimum diffusion scores for the Degroot
model.

On this network we used belief propagation from Degroot and classification

with node embedding (see Section 4.2). Applying the network-based model to

the ego-network showed that the AVS and their twins are correctly classified

when ignoring the unlabeled nodes on the ego networks. For the Degroot

model we split the AVS into training and test sets with the test set containing

40% of the AVS in the ego network. Table 5.4 summarizes the best textual

models with the network-based models shown for comparison. The best

diffusion score for the Degroot model applied to the AVS and twins on the

ego network is for δ = 0.05.
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5.4 Social Graph

Figure 5.3 plots the combined ego network in the Fruchterman–Reingold

layout [63], which is used for informative displays of social networks [64, 65].

The figure shows the ego network of the AVS and twin groups. The AVS ego

clusters across the center and south east portion of the network, and their

positively classified nodes are mostly clustered in the south-east. We ran the

fined-tuned HeRo, Degroot, and node2vec+MLP models on the ego-network

to determine how many points in the AVS cluster, the twin cluster, or both

clusters (cf. Fig. 3.2) are positively classified as vaccine hesitant.

Model AV Stextego Twinstextego Bothtextego

HeRo
C+ 563 231 131
C− 1358 2916 1854

DeGroot 0.75
C+ 425 0 9
C− 1496 3101 1976

DeGroot 0.05
C+ 952 17 176
C− 969 3084 1809

node2vec
C+ 864 206 543
C− 1057 2895 1442

Table 5.5: User prediction of the vaccine-hesitant group and twin’s ego net-
work produced by a fine-tuned HeRo model.
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Figure 5.3: Combined ego networks of the vaccine-hesitant group and their
twins using the Fruchterman–Reingold layout. The big circle corresponds
to the AVS and twin groups, the black diamond shape corresponds to the
positive classified (HeRo) ego network. Blue points show twins and their ego
network, red points shows AVS and their their ego network.
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By leveraging the social graph of our models, we can reach a wider user

base than when relying solely on AVS and their twins. This broader reach

is reflected in Table 5.5, where our model suggests a higher prevalence of

vaccine hesitancy among users in the AVS ego network compared with users

in the twin or the overlapping ego networks. To validate this finding, we

sampled users from the social graph and compared the model’s predictions

with our evaluation results.

To obtain a balanced sample of positive and negative predictions, we em-

ployed stratified sampling based on the output of each model. For each user

in the sample, we retrieved tweets predicted by the HeRo model as posi-

tive (C+). These C+ tweets served as the primary source for evaluating the

user’s stance on vaccination within the social graph sample. If the C+ tweets

provided insufficient evidence, we then analyzed the user’s remaining tweets

from the COVID-19 vaccination period.

Model C+True C−True

HeRo
C+ 12 12
C− 2 18

DeGroot 0.75
C+ 20 0
C− 34 82

DeGroot 0.05
C+ 50 0
C− 4 64

node2vec
C+ 6 22
C− 0 15

Table 5.6: Model prediction against our samples on the social graph
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5.5 Error Analysis

Classifying tweets into three categories of which two are adjacent but inher-

ently different (i.e., classifying a tweet as COVID-related or vaccine hesitant

proved to be a challenge, as seen in Fig. 5.4, which shows non-COVID-

related tweets classified as COVID-related. This situation occurs primarily

because of word occurrence (e.g., when COVID-19 or viruses are mentioned

as a metaphor, such as in row nine of Table 4.1). The lack of context for a

tweet can cause a false classification or a false annotation. For example, the

annotation of the tweet in row two of Table 4.1 was determined to be false

upon considering the tweet’s context (the tweet was a reply to a COVID-19

skeptic famously known for calling COVID-19 “like a flu”). However, the

HeRo model still correctly classified the tweet without seeing the context.

Such an “error” could also happen in the reverse direction.

Figure 5.4: Confusion matrix of tweet classification for the HeRo model.

The network-based approaches node2vec and belief propagation were less

accurate when tested on the AVS and their twins than when the users were

expanded to the social graph (ego network) of the AVS and the twins. In the
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latter case, belief propagation produced the highest accuracy in the social

graph user sample (Table 5.6). The lower accuracy of the language model

when applied to the social graph may be explained by the limited scope of

the training data.

The effectiveness of the language model may be limited by the scope of

the training data. If the model is fine-tuned primarily on tweets promoting

vaccine hesitancy that follow a specific narrative or rhetorical style, it might

struggle to accurately classify tweets that deviate from that style. In essence,

the model might overly focus on the specific rhetoric used in the training data,

leading to misidentification of vaccine hesitancy expressed in different ways.

While sampling users on the social network graph, we encountered an inter-

esting case where the language model misclassified as vaccine hesitant the

head of the National Expert Cabinet for Dealing with the Corona Crisis,

Professor Ran Balicer (@RanBalicer on the platform). Professor Balicer fre-

quently tweeted about vaccinations and related ongoing research, which likely

explains why most of his tweets revolve around COVID-19 and its vaccines,

which were under development at the time. Unlike the language model, the

network models did not classify Professor Balicer as vaccine hesitant.

The unexpected misclassification of Professor Balicer by the language model

prompted us to investigate how the model performed on other COVID-19

experts and vocal vaccine proponents active on the platform (whom we shall

refer to as “vaccine activists”). As shown in Table 5.7, only one of the

five selected vaccine activists was not classified as vaccine hesitant by the

HeRo language model. In contrast, the network models (Degroot and MLP)
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successfully classified all five activists as vaccine compliant.

Name User Name Known on Twitter for HeRo Degroot MLP

Ran Bal-
icer

@RanBalicer

National Expert Cab-
inet for Dealing with
the COVID-19 Crisis
(often on television)

C+ C− C−

Moshe
Bar
Siman
Tov

@moshebst
CEO of Ministry of
Health at the incep-
tion of the pandemic

C− C− C−

Eran Se-
gal

@segal eran
Expert commentator
from Weizmann Insti-
tute of Science

C+ C− C−

Eldad
SitBon

@LittleMoiz
Analyzing the pan-
demic on Twitter

C+ C− C−

Unknown @Anat Holy

Popular anti-
alternative-medicine
figure; known for
mocking anti-
vaccination

C+ C− C−

Table 5.7: Model results for known pro-vaccination activists on Twitter.
Language model (HeRo), belief propagation (Degroot), and node2vec with
multilayer preceptron (MLP).

This result highlights a vulnerability of the language model when applied to

individuals on the opposite end of the vaccine-hesitancy spectrum. Vaccine

activists frequently post about and advocate for vaccination, while also shar-

ing their expertise. A possible explanation for the misclassification is that

the language model struggles to differentiate between the language used by

these activists and the language promoting vaccine hesitancy. This overlap

might lead the model to misclassify the experts’ tweets as vaccine hesitant.
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Chapter 6

Discussion and Conclusions

This study demonstrates the potential of fine-tuned transformer models for

user classification tasks, specifically for Hebrew tweets with Hebrew trans-

former models pretrained on vaccine hesitancy. This study could help policy

makers and public health official understand the core components of vaccine

hesitation in Israel.

6.1 Limitations

1. Limited nuance in vaccine hesitancy. This study focused on identify-

ing users who actively promoted vaccine hesitancy or expressed strong

doubts about public health recommendations regarding vaccines. This

approach may not have fully captured the spectrum of vaccine hesi-

tancy, which can include individuals with concerns about specific as-

pects of vaccines or individuals who are easily swayed by misinforma-
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tion. Additionally, the approach may not distinguish between those

who completely deny the existence of the virus and those who have

doubts about vaccination but nevertheless acknowledge the existence

of COVID-19.

2. Misclassifications of public health experts and pro-vaccine activists. The

language model might misclassify public health experts who frequently

discuss COVID-19 and vaccines as promoting vaccine hesitancy, despite

their tweets aiming to educate and advocate for vaccination. A possible

explanation for the misclassifications is the composition of the twin

group, which is the user sample representing vaccine-compliant users.

This group may not adequately capture the variety of language used by

public health experts and pro-vaccine activists who frequently discuss

COVID-19 and vaccines.

3. Limited labeling for negative example users (twins). We identified a set

of anti-vaxxers on social media and automatically generated a control

group (twins) based on these users. While the scarcity of anti-vaxx

content within the training data from the twins justifies the assumption

that most twins are unlikely to be anti-vaxxers, this approach relies on

an implicit negative label.

4. Single annotator for gold standard labels. We relied on the author’s

annotations to identify vaccine-hesitant tweets (positive examples) and

differentiate them from vaccine-compliant tweets. This strategy may

have introduced subjectivity and bias into the training data, which

could affect the accuracy and generalizability of the language model.
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6.2 Ethical Considerations

Analyzing and modeling vaccine hesitancy on Twitter is of great importance.

However, classifying users as vaccine hesitant based on an algorithm may

result in falsely identifying users as vaccine-hesitant, which may result in

suspension of their account or other measures. Although we always opted for

a conservative approach and focused on aggregated measures characterizing

the trends of a platform, we note that user labeling should be carefully used,

ideally involving a “man-in-the-loop.”

6.3 Conclusions and Future Work

This study investigated the effectiveness of language and network models for

identifying vaccine hesitancy on social media platforms catering to Hebrew-

speaking users in Israel. When using our models on the AVS group and

their matched twin group, the language model performed better than both

the baseline approach and the network model approach, where the network

is the sharing network of the AVS+twins ego network. After annotating

users on the ego network as vaccine hesitant or vaccine compliant, the belief

propagation network model performed better than the language model, with

the caveat that prominent vaccine experts who frequently discussed COVID-

19 and vaccines were misclassified as vaccine hesitant. This highlights a

potential vulnerability of language models when applied to individuals who

actively advocate for vaccination but may use language that overlaps with

the vaccine-hesitancy rhetoric.
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Our ongoing research includes the use of the network features such as sharing

or replying to social media posts. We use these networks to create a vector

representation of a user network. Merging network features and the language

models should improve our results.

A second research route is to use the sharing network to evaluate the cor-

relation between political affiliation and vaccine hesitancy. This approach

could involve using both manual annotation of the accounts of political offi-

cials or using the algorithm family known as “community detection,” which

partitions news into highly connected “communities.” This method could

partition the network into political segments without the risk of bias from

manual annotations and could segment the vaccine-hesitancy community into

subsections with differing degrees of hesitancy. Finally, the community ap-

proach could be useful for identifying users at risk of anti-vaccine sentiment

and for developing targeted interventions to reduce anti-vaccine sentiment.
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Appendix A

Table A.1 presents a sample of anti-vaccination comments made by former

Fox News host Tucker Carlson, Robert F. Kennedy Jr. (2024 presidential

candidate and the founder and chairman of the Children Health Defence),

Podcaster Joe Rogan, and NBA star Kyrie Irving. All statements were re-

trieved on Jan. 14, 2024.
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Name Quote
Source
(URL)

Date

Tucker Carlson

“Bill Gates has gained
extraordinary powers
over what you can and
cannot do to your own
body. Bill Gates would
like you to take the
coronavirus vaccine.”

Tucker
Carlson
Tonight
(bitly.cx/
wNFcD)

Feb. 22, 2022

Tucker Carlson

“He [Anthoy Fauci]
lied about herd immu-
nity in order to sell
more vaccines, which
also didn’t work, which
weren’t even actually
vaccines, but they did
hurt a lot of people,
tens of thousands.”

Tucker
Carlson
Tonight
(bitly.cx/
4DVj)

Aug. 22, 2022

Tucker Carlson

“The point of manda-
tory vaccination is
to identify the sin-
cere Christians in
the ranks, the free
thinkers, the men
with high testosterone
levels, and anyone else
who doesn’t love Joe
Biden, and make them
leave immediately. It’s
a takeover of the U.S.
military.”

Tucker
Carlson
Tonight
(bitly.cx/
owgX)

Sept. 21, 2021

Robert F. Kennedy Jr.

“It is criminal medical
malpractice to give a
child one of these vac-
cines.”

AP News
(bitly.cx/
0Jnq)

Dec. 15, 2021

Robert F. Kennedy Jr.

“CDC’s convenient
new metric will allow
the Medical Cartel to
stay in the Covid death
business as long as it
likes while enjoying all
the attendant benefits
of power and con-
trol,even if COVID-19
disappears on its own
as did SARS and all
previous coronavirus
pandemics.”

Instagram
- archived
(archive.is/
uhYwu)

April 13, 2020

Table A.1
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Name Quote
Source
(URL)

Date

Joe Rogan

“If you’re, like, 21
years old, and you say
to me, should I get vac-
cinated? I’ll go, ’No’
. . . . If you’re a healthy
person, and you’re ex-
ercising all the time,
and you’re young, and
you’re eating well, like,
I don’t think you need
to worry about this.”

Reuters
(bitly.cx/
j5Vt5)

April 23, 2021

Kyrie Irving

“That’s the role I play,
but I never wanted to
give up my passion, my
love, my dream just
over this mandate.”

Forbes
(bitly.cx/
J9VlJ)

Nov. 14, 2021

Kyrie Irving

“I am staying
grounded in what
I believe in. It is as
simple as that. It
is not about being
anti-vax or about
being on one side or
the other. It is just
really about being true
to what feels good for
me . . . . If I am going
to be demonized for
having more questions
and taking my time to
make a decision with
my life, that is just
what it is . . . . I know
the consequences of
the decisions that I
make with my life. I
am not here to sugar-
coat any of that.”

ESPN
(bitly.cx/
FtKUo)

Oct. 14, 2021

Table A.2
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Appendix B

Figure B.1 presents the original Hebrew tweets, corresponding to the trans-

lations in Table 4.1.
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Figure B.1: Numbers correspond to tweet indices in Table 4.1.
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2024

תקציר

לעיתים אשר ,2023 דצמבר בסוף להתפשט שהחל מאוד המדבק NJ.1ה־ כמו

במאמצים פוגעים החיסונים מתנגדי הקיימים, לחיסונים עמידים קרובות

של הופעתם האטת עדר, חסינות השגת באמצעות האוכלוסייה על להגן

מספקות חברתיות רשתות המחלה. של אפשרי ומיגור חדשים וריאנטים

הציבור. בבריאות הפוגעים מסרים להפצת יעיל כלי החיסונים למתנגדי

מהציוצים 90%־80 המכסה ־ ייחודי נתונים במאגר משתמשים אנו זה במחקר

של הראשונות השנים שלוש במהלך חיסונים התנגדות לחקור כדי ־ העבריים

מודלים של רחב למגוון (FINE־TUNE) דק כיוון מבצעים אנו הקורונה. מגפת

לזהות כדי מורפולוגיה, עשירות לשפות המותאמים (LLMS) גדולים שפה

לחיסונים בנוגע לגיטימיים חששות ולא לחיסונים, התנגדות המבטאים ציוצים

LLMSב־ משתמשים אנו בהמשך, .0.75 של F SCORE ציון השגת תוך ולקורונה,



כדי דיפוזיה, של ומודלים השיתופים רשת של וקטוריזציה עם יחד אלה,

להתחסן, התנגדות פעיל באופן המקדמים משתמשים מדויק באופן לזהות

אנו מאתגרת. בסביבה המשתמש ברמת 0.87 של F SCORE ציון השגת תוך

היתרונות על ומדברים שונות גישות ידי על שהושגו הסיווג תוצאות את משווים

מגמות של הערכה מאפשרות הן שבהן והדרכים שלהן המגבלות שלהן,

מבוססי מסווגים שבעוד מוצאים אנו יותר. הרחבה ברשת להתחסן ההתגדות

כוזב חיוב מטעויות סובלים הם גרף, מבוססות גישות על עולים טקסט

חיסונים. נגד כפעילי רפואיים מומחים של סיווג ־ ייחודיות
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