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Abstract
Social media platforms offer people a variety of options to engage with politics, from directly following elected officials to discussing politics with social peers. Despite major advances in recent research on online political exposure through the lens of selective exposure, filter bubbles, and ideological echo chambers, little is known about the fundamental questions of what types of political content people are exposed to on social media, and what kind of people are exposed to distinctive content types. We address this gap in the literature by analyzing a unique panel of more than 600,000 registered U.S. voters during the 2020 U.S. Presidential campaign. The findings identify distinct types of political consumers on Twitter that vary in the amount of political content in their feeds, the political alignment of the content available to them, and the composition of sources who provide the content either directly or indirectly (e.g., media organizations, journalists, politicians, opinion leaders, and social peers). Our identification of prototypical exposure types and how they vary across key socio-demographic characteristics advances our understanding of the way citizens learn about politics, and paves the way for next-step research to identify the causal effect of political content exposure on individuals’ political attitudes and political behavior.
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[bookmark: _eseay0uy21yr]Introduction
The tectonic shifts in the media environment and the rise of social media platforms over the past two decades significantly changed the ways in which people are exposed to news and political information worldwide (Fletcher and Nielsen, 2018; Shearer, 2018). This trend has been particularly swift in the United States, as Americans are now exposed to news more often on social media than in print, and for younger generations social media is the dominant channel for news (Shearer, 2018). 
In this increasingly networked media environment, the information that populates one's feed is an amalgamation of curation decisions taken by others, including social peers, journalists, politicians, advertisers, and proprietary ranking algorithms (Thorson and Wells, 2016). For example, Bakshy et al. (2015) showed how selective exposure on Facebook is partially determined by Facebook's Newsfeed ranking algorithm and more dominantly determined by the individual's choice of whom to follow. Of course, the effects of social media and digital media use writ large extend beyond the online world, with a growing body of research showing mobilization effects, where digital media use of various kinds can lead to more traditional forms of political participation offline such as voting (Oser and Boulianne, 2020; Vaccari et al., 2015). Therefore, it is no surprise that issues of power and control (Barzilai-Nahon, 2008), limits of free speech (Morrow et al., 2021), and individual choice (Bakshy et al., 2015) in political exposure on social media are some of the most contested topics of our time. Better understanding of the extent to which different actors can wield that power is critical for advancing our understanding of political communication in the 21st century and for developing guiding principles for designing the next generation of these systems. 
	Yet, we know relatively little about political exposure on social media, the prevalence of different actors in people’s social feeds, and how political exposure varies across socio-demographic and political groups. Currently, no social media platform provides precise individual-level or comprehensive aggregate-level information about exposure. The Social Science One initiative (King and Persily, 2020) does provide aggregate information about viewership, but this information is currently limited to Facebook data, includes only URLs and not all political content, does not distinguish eligible from non-eligible voters, and does not provide information about the person who posted the content. In lieu of more precise measurement, researchers have relied on self-reported measures of political consumption and general-purpose web tracking trace data (Guess, 2021; Weeks et al., 2017; Wojcieszak et al., 2022b). 
	In this study, we leverage a large panel of 1.8 million U.S. registered voters and their activity on Twitter to identify the prototypical types of exposure to political information and examine their distribution across the U.S. registered voter population. The combination of these two data sources (i.e., Twitter data and registered voter data) creates the opportunity to simultaneously analyze patterns of individuals’ political content exposure and their socio-demographic characteristics. We conduct this analysis by building on the curated flows theoretical framework (Thorson and Wells, 2016) to identify the political content available to individual registered voters on Twitter that originates in distinctive streams of political content curated by different actors, including media organizations, journalists, politicians, opinion leaders, and social peers. By using unsupervised clustering methods, we identify the prototypical modes of political exposure by registered voters. Finally, we identify socio-demographic covariates that significantly associate with different modes of exposure, and examine the prevalence of these modes among distinctive socio-demographic groups of registered voters. This research design allows us to address a key problem identified by Prior (2013: 102) in his comprehensive review of the connection between media exposure and political attitudes almost a decade ago, namely that we need to better understand “how many and what kind of people are exposed to which messages.” Further, we identify the actors that are responsible for this content exposure.	
	Therefore, our contributions are twofold. First, we provide new empirical evidence about the prototypical modes of political exposure – both in terms of quantity of political content, and composition of different actors who curate this content – by a large and representative sample of registered U.S. voters on Twitter. Second, we offer findings on the varying levels and compositions of political exposure by different socio-demographic groups of registered U.S. voters on Twitter. Taken together, our contributions begin to address some of the most basic, yet unanswered, questions at the heart of the curated flow framework based on analysis of uniquely comprehensive individual-level data, namely: who are the most significant curators and for whom. 
[bookmark: _cqdn4z87maso]
[bookmark: _wvahg9tr5ouo]The Importance of Political Exposure Online and on Social Media
Numerous studies show that online political exposure and information consumption on social media are related to political attitudes and behaviors, both online and offline. A recent meta-analysis found that incidental exposure, an unintended form of exposure that is common on social media, is positively associated with a variety of pro-democratic attitudes and behaviors including news use, political knowledge, political participation, expressive engagement, and political discussion (Nanz and Matthes, 2022).
The impact of political messaging also depends on the identity of the messenger who is delivering it, as the same political message received from different types of sources may have a differential impact on societal attitudes and behavior. For example, recent research indicates that statements by political figures and online celebrities seem to influence the public's real-world beliefs compared to similar statements by non-celebrities (Alatas et al., 2019; Suuronen et al., 2021). In the realm of media sources, research has shown that high levels of exposure to media outlets with high levels of political content shape political knowledge and behavior, including the propensity to vote (de Vreese and Boomgaarden, 2006). Turning to the domain of peer networks, research by Graham et al. (2015) showed that over half of the political discussions in online forums in the U.K. led to at least one political action.  The importance of identity cues on opinions and online behaviors as a causal mechanism is evident in Taylor et al’s (2022) large-scale longitudinal field experiment, which provides robust evidence of meaningful effects of the identity of content providers on how viewers vote and reply to shared content. Taken together, we observe that this emerging research indicates that understanding the identity of the messenger may be as important as the message itself for assessing the impact of political content exposure on individuals’ subsequent attitudes and behaviors.    
[bookmark: _tlmhik8f4830]
[bookmark: _bknkir7vmkee]Who is Heard and by Whom in Political Communication
A central element in democratic theory is individual expression of different ideas in ways that allow some form of public information-sharing and deliberation (Habermas, 1984). While research on the ways citizens construct their information diets certainly precedes the digital era (Katz and Blumler, 1974; Sears and Freedman, 1967), the shift to online media – accompanied by the weakening of traditional gatekeepers, and the context collapse that is common on social media (Davis and Jurgenson, 2014) – calls for renewed attention to the fundamental question of who is being heard in modern political communication. Addressing this question is important for advancing our understanding of the extent to which social media, and information systems more broadly, fulfill their egalitarian potential (Allen, 2015) or alternatively reinforce old political structure and power as the weapon of the strong (Hindman, 2009). 
The theoretical and empirical importance of examining who is being heard is highlighted by Thorson and Wells' (2016) discussion of the role of individual-level "curation" for understanding media exposure and its effects. In particular, the curated flows framework lists a number of key actors including social peers, journalists, politicians, advertisers, and proprietary ranking algorithms. However, there is little empirical work that shows the relative prevalence of different actors in the public's political exposure. A notable exception is the recent work by Wojcieszak et al. (2022b), which used browsing histories of nearly 700 survey participants to yield new insights on the channels (search engine, social media, aggregators, etc.) that lead people to news. The research design of Wojcieszak et al.’s (2022b) study shed new light on sources of news exposure through active engagement (i.e., consider exposure that results in a "click" or a page visit). 
Wojcieszak et al.’s (2022b) contribution raises the important next-step question of what are the prototypical types of exposure to political content in general, in addition to exposure to news. Answering this question requires attention to both the amount of political content people are exposed to, as well as the different kinds of actors who convey this political content. This type of individual-level attention to the quantity of political content exposure and the source of this curated content is necessary to pave the way for next-step causal examination of how distinct types of political exposure may influence individuals' political attitudes and behaviors. Therefore, our first research question is the following:
(RQ1) What are the prototypical types of political exposure on social media both in terms of overall quantity and the composition from different types of actors? 
A key element in the composition of political exposure is political ideology and the range of ideas being represented. Some recent work indicates that exposure to political content through online social networks may serve to increase political polarization (Bail et al., 2018; Garrett et al., 2014; Levy, 2020; Shmargad and Klar, 2020). Yet, other studies indicate that social media exposure through weak ties and the visibility of social endorsements reduce polarization by offering diversity of exposure (Barberá, 2015; Messing and Westwood, 2014). As noted by Zhuravskaya et al. (2020), the literature on these topics to date has not yet reached consensus on the strength and the direction of the connection between social media and polarization. Importantly, recent work shows that the ideology of media and politicians accounts that people follow on Twitter varies considerably for different ideological groups (Eady et al., 2019; Wojcieszak et al., 2022a), but there is still substantial overlap in the ideology of media content between liberals and conservatives (Guess, 2021). Clearly, political exposure varies by ideology, and thus it is important that we model left-right ideology jointly with the composition of exposure from different sources.
ocio-demographic characteristics of political consumers also matter for the attention people pay to politics. Firstly, there is a well-documented age gradient observed in the level of interest in politics and the self-efficacy of individuals (Verba et al., 1995). As younger generations increasingly get their news on social media (Shearer, 2018), it is important for researchers to pay attention to the types of political content to which they are exposed. In general, research has tended to show that those who have more traditionally advantaged socio-demographic backgrounds (e.g., more male, older) are more actively politically engaged in general, including in their efforts to seek out political news and content (Schlozman et al., 2018, 2012). Yet research suggests that social media and online participation may have differential mobilization effects for different socio-demographic groups. Specifically, research focused on the connection between social media and political participation suggests that online participation, including social media engagement, may recruit younger groups and women more actively into politics than traditional offline channels do (Oser et al., 2013; Oser and Boulianne, 2020; Xenos et al., 2014). Prior work also observed how different publics and counterpublics pay attention to different topics on social media and offline (Jackson et al., 2018; Jackson and Welles, 2015; Shugars et al., 2021). Therefore, our second research question is the following:
(RQ2) How do the prototypical types of political exposure on social media vary for distinctive socio-demographic groups?
Informed by this review of the features of political content exposure that may have theory-based implications for contemporary political attitudes and behaviors, we now turn to assess the methodological challenges and opportunities for creating a robust empirical digital-political footprint for each citizen in our panel.
[bookmark: _6hqrdr5eji6q]Measuring  Political Exposure in the Digital Age
Observational survey data have long been a leading source of vital information for examining political news consumption habits (Iyengar and Hahn, 2009; Lazarsfeld et al., 1944; Mutz, 2001). However, observational, self-reported surveys pose multiple methodological challenges that social scientists have recently aimed to address more robustly in efforts to both improve existing survey methods (Berinsky, 2017; Guess, 2015), and to identify alternate and complementary data and methodologies for gaining new knowledge about social and political phenomena with a focus on causal identification (Samii, 2016). For the study of online communication and media diets more broadly, prior research shows that self-reported survey data suffer from limited reliability due to self-reported measures, which tend to be biased due to socio-political attributes (Prior, 2013; Scharkow, 2016). There are also large discrepancies between actual and reported frequency of posting about politics for the more active users and more recent activity (Guess et al., 2019; Henderson et al., 2021).
Digital trace data provide new and complementary ways to measure individuals’ behavior directly. Recent research on digital phenomena increasingly applies methodological approaches for gathering digital trace data, often collected through dedicated software installed by participants (Flaxman et al., 2016; Garrett, 2009). For example, Guess (2021) uses web browsing data to characterize Americans’ media consumption habits and examine whether internet use indeed facilitates selective exposure to like-minded views. As modeled in Guess’s (2021) study, this type of digital trace data approach is ideally combined with survey responses. While this approach provides the most comprehensive picture of both objective and subjective measures of political engagement, it is often limited to a few thousand participants who are willing to volunteer their data. In addition to the selection issues, the sample quickly becomes statistically underpowered for obtaining accurate descriptions of subgroups and their heterogeneity of activity (Hughes et al., 2021). 
A recently developed alternate approach for directly gathering data on individuals’ behavior is to use publicly available social media data. Due to the active engagement of media outlets and political figures on the platform, Twitter has been a uniquely important context in which to investigate behavioral exposure of a large user base to political content in recent years (Bail et al., 2018; Barberá, 2015; Eady et al., 2019; Guess, 2021). Around one-in-five Americans use Twitter (Odabaş, 2022), and almost seven in ten of them say they get their news regularly through the platform (Mitchell et al., 2021). While Twitter users in the U.S. were found to be younger and more likely to be Democrats in comparison to the general public (Wojcik and Hughes, 2019), prior work has shown that differences between Twitter users and non-users are due mostly to the demographic composition of social media users, which can be addressed by controlling for demographic variables (Mellon and Prosser, 2017). Importantly, rigorous empirical work on the representativeness of Twitter users shows some modest demographic differences between Twitter users and the general population that can be accounted for analytically (Hughes et al., 2021). 
	Nevertheless, currently no social media platform offers public access to data about individuals' exposure to distinctive types of political content, and as a result hardly any research has directly measured it. An increasingly prominent approach for approximating exposure involves the collection of content posted by accounts followed by the focal user on social media (Eady et al., 2019; Grinberg et al., 2019). This approach does not guarantee exposure, i.e. that an individual actually saw a particular post, but it does directly speak to the content available to people in their social feeds from their ego-network. 
As detailed in the following section, in the current study we apply novel methodological approaches to measuring and analyzing publicly available behavioral data on social media to obtain robust measurements of prototypical types of political content exposure and how these types vary across key socio-demographic groups.
[bookmark: _wuc3bfeq1j0c]
[bookmark: _lii3vm8gxtpt]Data and Methods
[bookmark: _trdsxshec8mv]Twitter Panel and Representativeness
The primary dataset used in this work is a panel of nearly 1.8 million Twitter users that were successfully matched to public U.S. voter registration records. Following the same approach described in prior work, a Twitter account was matched to a voter record if and only if their full name exactly matched and they were the only person with that name in either the city- or state-level geographic area specified in both datasets (see Grinberg et al., 2019 and Shugars et al., 2021 for more details). Importantly, this matched dataset provides comprehensive data on individuals’ social media behavior through Twitter, as well as the basic socio-demographic information available in public voter registration records. 
We further restrict our analysis to the set of 606,112 panel members who were minimally active on Twitter during the 2020 presidential election (August to November, inclusive). By focusing on a period of a presidential election, we examine political exposure at its peak (Grinberg et al., 2019; Peterson et al., 2021). Our criterion for inclusion in the analysis is that panelists have been minimally active on the platform during the four months of the analysis by posting or liking at least one tweet during the entire period.
As our target population is restricted to registered U.S. voters on Twitter, we do not make claims about the important, yet omitted, populations of eligible non-registered voters and of people inactive on Twitter. Moreover, the dependence on full names and disclosed locations raises concerns about potential selection bias. However, a rigorous comparison of this panel with a gold-standard survey conducted by Pew Research Center shows that only small demographic and ideological differences exist between the two samples of registered U.S. voters, which can be corrected by standard post-stratification methods (Hughes et al., 2021). 	Comment by Jenny Oser: I suggest deleting this phrase; we've discussed how it's not feasible for us to implement this correction, so preferable to not incentivize reviewers to ask whether we'll do this or not
We further restrict our analysis to the set of 606,112 panel members who were minimally active on Twitter during the 2020 presidential election (August to November, inclusive). By focusing on a period of a presidential election, we examine political exposure at its peak (Grinberg et al., 2019; Peterson et al., 2021). Our criteria for inclusion in the analysis is the requirement that panelists have been minimally active on the platform during the four months of the analysis by either posting or liking at least one tweet during the entire period.
	To model exposure, we follow the approach used in prior work that approximates individuals' exposure using the content available from the accounts they follow (Eady et al., 2019; Grinberg et al., 2019). Our panel follows a total of 51 million unique Twitter users, which make it impossible to collect all of their tweets through the Twitter API. Instead, we work around this limitation by analyzing the content in a 10% random sample of Twitter ("decahose") posted by accounts followed by the panel, similar to the approach in Grinberg et al. (2019). An important limitation to this technique is that it only provides a sample of the content from the individual's network and not all of it. Specifically, this technique does not include ads and does not consider algorithmic ranking. Yet, in lieu of more precise information from social media platforms about exposure, this approach reflects the most accurate and reproducible estimate we currently available have for the composition of people's social feeds. 
[bookmark: _2def6353py0v]
[bookmark: _fezbrtozojp]Identifying Political Tweets
We train a Machine Learning classifier to identify political tweets and validate its accuracy against human coders, similar to the approach used in prior work (Bakshy et al., 2015; Eady et al., 2019; Grinberg et al., 2019). In particular, we define a set of whitelist terms including political keywords, candidate names and usernames, and hashtags relevant to the election that identify political tweets with high probability. The full list is provided in Appendix A. In order to capture the varying nature of politics during an election cycle, we trained our logistic regression classifier daily to distinguish tweets containing whitelist terms from a random sample, which enables the classifier to learn the additional terms that associate with politics each day. We evaluated the performance of our classifier by crowdsourcing labels for a random sample of about 2000 tweets that were stratified over time. The classifier resulted in precision of 88.8% and recall of 80.0% for political tweets, and a recall of 96.4% when further restricted to subcategory of election-related tweets. More details about the classifier and its validation are in Appendix A.	Comment by Jenny Oser: Redundant to the final sentence of paragraph	Comment by Jenny Oser: For a journal like IJPP, I wonder if you have a suggestion for methodological description that's more easily grasped by reviewers not familiar with Machine Learning (like myself!). I don't have a language suggestion - flagging it just in case you have ideas re: alternatives
[bookmark: _6yfjwc7eptj6]
[bookmark: _lq55l2t3svm5]Identifying Different Actors in Political Exposure
Following the curated flows framework, we examine different types of actors that curate political content for individuals in our panel. We focus on four types of actors directly mentioned in Thorson and Wells' (2016) framework – social peers, politicians, journalists and media organizations – and include a fifth category of "opinion leaders" who have been identified as important in recent research. Specifically, opinion leaders’ accounts have a large followership on social media and a demonstrated ability to influence public opinion (Alatas et al., 2019). We identify influential accounts by following Bail et al.'s (2018) approach of considering as an opinion leader any account followed by 15 or more active members of congress (MoC). It is most likely that by using such a definition, leads to inclusion of politicians’, media outlets’, and reporters’ accounts together with other opinion leaders (i.e., public figures and organizations). To categorize and separate these accounts… 	Comment by Jenny Oser: Connected to my comment in the abstract - Flagging that here and throughout this section, we'll want to use consistent logical ordering that we decided on and use throughout the paper
Remove accounts from existing lists (magda, yphtach, ours)
To cope would also be included in this pool of accounts. combine a curated of public figures, organizations and other influential entertainment accounts, curated by CITE YPHTACH; Politician accounts are comprised of two sources; the first is an original list we have compiled by linking an official list of the 116th MoC names to a list of MoC accounts on Twitter (Wrubel and Kerchner, 2020). The list includes both politicians' accounts and their election campaigning accounts, which is important for capturing all messages that originate from politicians during an election cycle. We manually validated the politicians' list for completeness and accuracy. The second source for politician accounts is a list by CITE MAGDALENA. For media organizations, we used a list that started with a seed list of known media organizations' accounts and used snowball sampling to iteratively add organizations that appear on Twitter lists (curated by Twitter users) with many of the identified accounts[footnoteRef:1]. For Jjournalists’ic accounts, we combine a list provided by CITE MAGDALENA with an additional as well, together with our list of 95 journalists’ic accounts that , which were identifieddetected (and manually validated) while compiling theduring the step of curating media organizations’ list, as these journalists included their media outlet’s name as part of their screen name, and thus, enabled an easy identification.	Comment by Jenny Oser: We should add more information here (maybe footnote) and/or in appendix D about why we think this url is the right reference and is reliable - and also ideally add academic citation.

Contributors to the github are McCabe & Green - so maybe you have a suggested way to cite the github including dated version of the data /information we use?  

The first paragraph below that I copy from the github url raises the question of whether it's useful to cite Barbera - 
"This repository hosts code and data for a new set of Twitter-based ideal points, calculated using the correspondence-analysis-based method developed by Pablo Barberá in his Psychological Science paper. We use the streamlined method he documents in his 2020 update."

Most importantly, in the github, the relevant list for us yields the error message "not found" in the following text: "media: A list of media accounts, created by snowball sampling lists of media accounts.>"	Comment by Nir Grinberg: How about citing the working paper instead (now available at OSF: osf.io/794va)?	Comment by Jenny Oser: Perfect, go for it! [1:  List is available https://github.com/sdmccabe/new-tweetscores and in Appendix D.] 

	Importantly, people can play multiple roles in sharing political content, and the same content can be attributed to multiple people due to retweets, quotes, replies and mentions. For example, a politician can also be an influencer and a social peer. To maximize interpretability, we assign accounts only to a single category by first assigning politicians and media accounts, then influencers, and finally social peers. The influencers list excludes active MoC and media organization accounts by using inexact string matching and manual validation (see Appendix D for details). To support different attributions of content and interpretations of the results, we distinguish between direct and indirect exposure. Direct exposure comes from directly following the accounts of politicians, journalists, opinion leadersinfluencers, and media organizations. Indirect exposure is mediated through social peers who retweet, quote, mention or reply to a tweet by these actorsa politician, influencer, or media organization. 
[bookmark: _kttvo8ignd5v]
[bookmark: _k6cboww682y4]Measuring Political Alignment of News, Politicians and Opinion Leaders, Influencers, and News
Modeling the ideological leaning of news content and politicians is fundamental to assessing people’s online media diet, and different methods have been proposed for such characterization. Our analysis focuses on of citizens’ exposure focuses on three aspects of citizens’ political exposure: (i) measuring exposure to right- and left-leaning MoC, (ii) measuring exposure to right- and left-leaning influencer account, and (iii) quantifying an alignment score that encapsulates the political affinity of news websites to be shared by Republicans or Democrats (i.e., URLs shared on Twitter linking news outlets outside the platform). 	Comment by Jenny Oser: text here should be whatever consistent term we're using for media, e.g., "media organization"	Comment by Jenny Oser: This section doesn't yet include "journalists", but my understanding is that this actor should also be included in the next revision of this text
For politicians, we consider their party affiliation to be representative of their political leaning (excluding four Independents and one Libertarian). For influencers, their political leaning of influencers was derived based on the Members of Congress who follow them: if more Republican (Democrat) MoC followed an account then it is considered a Republican (Democrat) influencer.	Comment by Jenny Oser: This section doesn't yet explicitly list how we measure alignment for journalists - we should either note it's the same as 'politicians' or 'opinion leaders' or add a separate explanation	Comment by Jenny Oser: Reminder we need to do a global search and replace for "influencers" to "opinion leaders"	Comment by Jenny Oser: A methodological question for us to clarify here or in appendix: do we go by a simple majority (i.e. 51% of followers are R then the influencer is labelled R?) or do we have some sort of buffer built in? Also, maybe this is clarified elsewhere but I don't remember seeing it: do we track whether influencers are hyperpartisan? This might be an interesting list, to note the top 10 (or some number) influencers that are followed by 90%+ R versus D etc.	Comment by Jenny Oser: p.s.: Now that I've read the Mukerhee et al 2022 article in Pol Com co-authored by Yiftach Lelkes, the idea here would be to consider creating a table similar to their Table 1 on p. 574 that includes top opinion leaders regardless of their Republican/ Democrat identification, and then add separate sub-tables for top 10 Democratic and top 10 Republican. Not sure if we want/need to enter this level of resolution, though, depending on what other content we retain in the Results section
For news websites, we learn a representation for each domain based on the co-sharing of domains. Then, we train a model that learns the association between domain representation and its audience alignment scores, i.e. the fraction of Republicans or Democrats who shared it. A comparison of alignment scores to the list obtained by Bakshy et al. (2015) shows a 0.82 Pearson correlation, which indicates a high correlation with an influential study in the field. Finally, to assess the ideological slant of each panel member, we averaged the ideological alignment scores of the domains they were exposed to during the studied period (See Appendix G for further detail). To address exposure to hyper-partisan media outlets, we identified political domains that were shared exclusively by one side of the political map (i.e., more than 90 percent of users who have shared these media outlets were either Democratic or Republican). Unlike measuring exposure to politicians and political influencers, in this case, we measured exposure to hyper-partisan media URLs rather than measuring exposure to hyper-partisan media accounts. 	Comment by Jenny Oser: Note that I created a new paragraph at the beginning of this sentence, and then added to this paragraph the text starting with "To address exposure to hyper-partisan media outlets..." This edit allows the text on news websites to all be located in the same paragraph to ease the paper structure for readers	Comment by Jenny Oser: Also for this phrase - is there more intuitive language for a reviewer who is not familiar with Machine Learning techniques?	Comment by Jenny Oser: This is our first time using the term "hyper-partisan" - worth considering if we want to discuss it in the lit review; and also to clarify whether we are measuring hyper-partisanship *only* for media orgs, or whether this is a relevant indicator for our other actors as well
[bookmark: _axxbutxbjo2u]
[bookmark: _yimk2ky0629g]Inferring Prototypical Types of Political Exposure
We use state-of-the-art clustering methods to identify prototypical types of political exposure on Twitter. Our goal is to group people with similar political exposure characteristics and to derive the main modes of political consumption. The granular nature of our analysis, which takes into account direct and indirect exposure to multiple channels of information, leads to increased dimensionality of the panel members’ descriptive features (see Appendix G for a full list of the features used in the model). 	Comment by Jenny Oser: Suggestion that we summarize here the main categories of these 15 features as we did in the power point: (1) Overall amount (2) composition of sources (direct & indirect) (3) alignment scores. A remaining question I have on our analytical approach and write-up in the findings section is if all 3 of these categories of features have the same "weight" in creating clusters, or if we are first identifying the 28 groups and then making judgment calls re: how to create a smaller number of groups by 1st using consideration #1 amount, and lastly consideration #3 alignment scores, etc. Our methodological description and results text on this needs to be more clear
Distance between nearest neighbors (i.e., users), which is essential for effective clustering, is not meaningful as the dimension of the problem becomes high, a phenomenon known as the Curse of Dimensionality in machine learning (Aggarwal et al., 2002). Therefore, we use the machine learning approach of first reducing the dimensionality of the data and only then applying the clustering algorithm similar to other prior work (Allaoui et al., 2020; Grootendorst, 2022). We use Uniform Manifold Approximation and Projection (UMAP) to reduce dimensionality, which outperforms other common dimension reduction techniques (e.g., PCA and t-SNE) in maintaining both global and local representations in high-dimensional data (McInnes et al., 2020). Moreover, UMAP’s superior run-time performance and lack of computational restrictions on initial dimensionality, make it an ideal technique for analyzing our data, which consists of over 600,000 users, each described by a set of fifteen features. 
For clustering, we use an algorithm that is well-suited to identifying islands of higher density of points (i.e., users with similar exposure characteristics) amid a sea of sparser noise. Specifically, we use the high density-based spatial clustering of applications with noise (HDBSCAN) (McInnes et al., 2017). A unique feature of this clustering approach is that it is more robust to outliers, which is an important advantage when modeling a large and diverse sample of online activity such as our Twitter panel. 
[bookmark: _e8xmdgn5upp1]
[bookmark: _bgkw9s9h1b6d]Results
In this section, we report results regarding our two research questions: What are the prototypical types of political exposure on Twitter, and how does the distribution of these exposure types vary for distinctive socio-demographic groups?
	In order to identify robust patterns of political exposure, we need to model users with a sufficient amount of political exposure. Therefore, all users that did not meet a minimum threshold were assigned to a separate cluster of ‘apolitical’ users.  Consistent with prior research, wWe set this threshold to be one observed political tweet a day in the decahose (Grinberg et al. 2019), or a total of 122 observations throughout the entire election period. Based on this criteria, 10.0% of the population was directly assigned to the apolitical cluster, and we refrain from subdividing their consumption. 	Comment by Jenny Oser: I copy here sections from our correspondence about the term "apolitical": that may be relevant as we revise. 
******Sep6 email: 
=>JO: I’m not yet convinced that the term ‘apolitical’ users is the best description for that group. Is this group of people just low-level users of Twitter in general? Or “lurkers” / “relatively inactive”. Or do they follow a lot of other non-political actors but actively avoid political content?….If we do think “apolitical” is best, we’ll need to develop an argument or hypotheses @ why this group is Republican dominated.

=>NG: I'm open to alternative names, but that's essentially what we used in the Science paper. Roughly speaking, these are people who had 5 political tweets out 166 tweets in the their feed (3%), which suggests they have a small network and little interest in politics (average person is at ~10%). I see what you're saying about activity, but that takes us down the slippery slope of "do people actually see this content?", which we cannot answer. Why are there more R's in this group? Fig. 2 shows that they don't follow influencers and have the least amount of media exposure. My hypothesis is that there are more R's there because of the left-leaning bias of Twitter that's baked into the influencers list and media list. [JO NOTE 14SEP: Not sure I get the hypothesis - the idea is b/c influencers on Twitter are more likely to be left, then Republicans on twitter are more likely to be there just for social peer reasons? If yes, we should say more about the left-right breakdown of influencers to see if we can support this expectation.

***
JO adds observation/suggestion 14Sep: Nir's explanation makes sense - though since our paper focuses on left-right distinctions more than the Science paper, I think we may get more pushback from labeling a group on Twitter that has a high proportion of Republicans as 'apolitical', which is a pretty strong term. How about something like: "low-political", or maybe (mainly) "non-political")	Comment by Jenny Oser: My new suggestion on this: maybe let's use "nonpolitical"? https://wikidiff.com/nonpolitical/apolitical: "As adjectives the difference between apolitical and nonpolitical is that apolitical is having no interest or involvement in politics while nonpolitical is not political; not related to politics." Then if/when the group that we now call "apolitical" has a partisan lean, their updated cluster description of "nonpolitical" doesn't sound contradictory - they can be partisan left or right, but their *use* of twitter is nonpolitical.	Comment by Jenny Oser: The suggested edits I made to this sentence are based on our prior correspondence & discussion of this topic - you're welcome to revise as useful	Comment by Jenny Oser: This phrase is not so clear. Maybe preferable something like "..conducting subsequent analyses to subdivide / categorize their political content exposure"
Applying clustering on the political exposure of all users with sufficient overall exposure to politics resulted in 28 clusters and 4.9% percent of outlier accounts. Twenty of the smallest clusters varied in some aspects of exposure, but had the common characteristic of having a relatively low level of political exposure. Therefore, we merged these small clusters into a single cluster with 11.5% of the population. The remaining clusters were further collapsed if they had similar levels of overall exposure to politics with a similar breakdown of actor types. Outliers were excluded from further analysis. 	Comment by Jenny Oser: So seems this cluster decision is based on (1) levels of exposure and (2) actor type - but not based on our 3rd feature of partisan alignment. Is that right? Can we include more of a justification for this choice?	Comment by Jenny Oser: Are there objective thresholds for what is considered an outlier in this analysis? Can we report on the proportion of observations that get identified as outliers? (I don't recall seeing in appendix)	Comment by Nir Grinberg: tagging Assaf for this.
Figure 1 presents the prototypical types identified by clustering the political exposure of panel members after collapsing smaller clusters. Each point in Fig. 1B represents an individual and their political consumption at the reduced two-dimensional space computed by the UMAP algorithm with its color designating its cluster. Points that are closer together represent individuals that are similar to one another in some aspects of political exposure. Fig. 1A shows the median amount of political exposure in people's feeds[footnoteRef:2] and its share out of all content available to people on Twitter for each cluster separately. For example, the cluster referred to as 'heavy consumers' consists of 3.8% of the population. The median user in this cluster tweets every three days, and has over 6,000 political tweets available to them each day, which amounts to a little more than half of the overall tweets available to them. While we cannot definitively determine how many of those tweets are actually seen, no prior work has shown that nearly 4% of the population has social feeds that are dominated by politics. 	Comment by Jenny Oser: Search for "Figure" in this recent article for  IJPP formatting of title and notes: https://doi.org/10.1177/19401612221132.
Revisions relevant for all figures include: The brief title  of the Figure 1 should be in 12 point font and on its own line; and on the following line in smaller (10pt font) should begin "Note" followed by the sentence starting "Each..."	Comment by Jenny Oser: A comment relevant for the Note below the Figure, which is in a jpeg so I can't comment there directly: The text in the Note should swap labels for Figure A & B, and 1st introduce Figure A to parallel the manuscript text	Comment by Jenny Oser: Nir, I remember in a phone conversation when we were discussing how to interpret the findings you were highlighting this aspect of the findings and you referenced a source in the literature that prior work has shown a much lower percent of exposure to politics than our results show. If we continue to draw attn to this finding about "amount" maybe it would  be useful to include that source here, or as framing in the literature section? The question remains for me though if we choose to highlight this finding without *also* including information about how this particular ~600,000 sample relates to the population as a whole (or doing some sort of post-stratification technique) that we'll get strong critiques that our theoretical interest in left-right ideology with this dataset means that we're writing a findings report about the weird political people on Twitter (cf. Shira Dvir's written feedback on my ERC app that I shared with you). Nir, I think you have ideas for how to counter this argument - would it mean adding text in the lit review, here, elsewhere? [2:  The amounts are estimated by multiplying the amounts observed in the 10% random sample of Twitter content ("decahose") by ten.] 
Figure 1: Clustering of political exposure of individuals. Each point in panel (A) represents the political exposure of single panel member, reduced to two dimensions using the UMAP algorithm, and colored by the cluster assignment obtained from HDBSCAN. Panel (B) shows the median number of political tweets available to individuals per day (left, dark-colored bars), and their percent in all tweets available on Twitter (right, light-colored bars). The share of each cluster in the population is specified along with the cluster label on the x-axis.

Moreover, one can see in Fig. 1B four distinct types of political consumers and a fifth cluster that is scattered in the periphery of the graph (colored in pink). The largest cluster, located in the center of the figure (in blue), consists of 43.8% of the population and we refer to it as 'average consumers' due to its size. Fig. 1A shows that the median person in this “average” cluster has about 120 political tweets available to them each day, which form about 9% of their Twitter Timeline. Three other clusters surround the main cluster and have a larger share of politics in their feeds: the heavy consumers cluster (shown in red), and two other clusters we refer to as 'media-oriented' (in green) and 'partisan' (in orange) that we describe in greater detail below. Finally, the cluster scattered throughout the map (in pink) consists of 11.5% of people and is characterized by having a relatively low level of political exposure that borders the apolitical group. Thus we refer to this cluster as 'low consumers' of politics. 	Comment by Jenny Oser: A methodological / results reporting question: since I'm not familiar with this clustering approach and I'm guessing most of our reviewers also won't have that knowledge: is there some sort of substantive meaning that is described by the x-y axes? I like the color map, but for a journal like IJPP wonder if it may raise more questions than it answers unless we add more text on this in the manuscript / appendix? Seems to me in the current version of the text we're often asking the reader to rely on our clustering judgment without giving much evidence of objective criteria that support this judgment. Look forward to learning from your explanation on this.
In addition to the overall level of exposure to politics, the clusters we identified vary in the composition of political exposure from different "curators". Figure 2 shows the breakdown of political exposure by different actor types including influencers (in green), mainstream media (in yellow), active members from the 116th U.S. Congress (in red) and social peers (in blue). Lighter-colored bars indicate content from a peer that indirectly referred to MoC, influencer, or a media account by either retweeting, quoting, replying, or mentioning them. For example, the group of average consumers receives only 2% of their political diet directly from media organizations and 4.9% of indirect exposure to media organizations, which is almost 2.5 times the amount of direct exposure. In stark contrast, the heavy consumers group receives nearly 90% of their political exposure directly from news organizations. It is likely that heavy consumers simply follow many of the most active political news organizations on the platform. 	Comment by Jenny Oser: And also in their left-right lean, i.e. the 3 categories of features we describe using are (1) amount (2) curators (3) left-right alignment.  But for the clustering decision, we don't report on left-right alignment yet here b/c we don't use l-r lean to determine the clusters - is that right? If yes, seems we should explain this more clearly. I don't have specific suggestions now - leaving it as a comment	Comment by Jenny Oser: Same formatting note for Fig 1 title is relevant for Fig 2. And in the note beneath the table: roman numeral numbering for sources should be revised, i.e. the text should read  "(ii) sources"	Comment by Jenny Oser: This is an observation for which it would be useful to already have in the text a reference I noted in a comment above, i.e. a source Nir knows on the amount of political exposure in general based on prior lit.	Comment by Jenny Oser: Ok, maybe this is a bit of a devil's advocate / exaggerated critique, but is it possible that the 3.8% is essentially all of the media class and their satellites in the US? Can we get numbers on how many people in the US consider their profession to be "reporters" or something adjacent, and compare that n to the n of the group we're calling "heavy users"? Following prior convo with Nir, what's relevant about this group is the not only "heavy consumers" but the very high proportion of media curated sources. So alternate labels could include eg "news junkies"? I'm still not convinced it's a good idea to retain the "media-oriented" label for the group that has half as much of a proportion of media exposure in their feeds compared to a different group (i.e. the heavy consumers / news junkies) - but I don't have an alternate suggestion at the moment, so leaving it as a comment for us to think aboutFigure 2: Political diet composition across the five political clusters: the content is partitioned by (i) direct and indirect content and by (i) sources - political influencers (green shades), mainstream media (yellow shades), MoCs (red shades) and personal peer network (blue).

Figure 2 provides several key insights. First, low and average consumers, which together amount to about 55% of the population, receive hardly any political content directly from media organizations or national politicians, and most of their political exposure is provided by social peers and influencer accounts. This may reflect an active avoidance of news organizations and politicians, or that network formation is dominated by factors other than political interests. Either way, this large portion of the population is exposed to a non-negligible amount of political content in their feeds (7-9% according to Fig. 1A) and this exposure is almost exclusively curated by non-traditional gate-keepers and influencer accounts. Another interesting finding is that the group labeled as partisan consumers receives more than 60% of their political exposure from influencers (47.4% directly and 13.6% through peers). This suggests that influencers have the potential to play a much bigger role than previously thought in polarizing some people. Likewise, this finding indicates that influencers can be potentially more effective in delivering interventions that reduce polarization in comparison to curators like politicians or media outlets, due to their larger audience of followees. Finally, the media-oriented cluster, which consists of nearly 20% of the population, receives over 40% of its political exposure directly from mainstream media accounts.	Comment by Jenny Oser: It seems we see this as an important finding. I wonder if there's already other literature on this from eg Facebook researchers and other sources? It seems possible that an affordance-specific characteristic of Twitter might make this type of indirect exposure more possible on Twitter - but also might make our research design shortcoming that we can't make a clear claim about whether people actually see the content  more problematic. It's very possible these low / average consumers ignore this exposure - and we don't have tools to investigate this empirically to claim otherwise. This may limit the degree to which this interesting finding will have legs in the review process. At the very least, we'll need to find convincing ways to discuss the limitation more clearly as we interpret this finding	Comment by Jenny Oser: This is the first time we substantively describe the "partisan consumers" group (see above, we acknowledge their existence and note that we'll explain them further below). We should more systematically introduce our identification and labelling of the 5 groups along with introducing Fig 1 in a way that give the reader confidence of that 5-group distinction, separate from interpreting why the findings are interesting. I'm not sure of the best structure - flagging the topic now for next-step revision, happy to help if useful	Comment by Jenny Oser: We're making a strong casual claim here even though we are proposal that future research is needed on precisely this topic! Maybe preferable: "... in curating the political content that people are exposed to on Twitter"
	Our modeling of political exposure will not be complete without investigating the political orientation of content and curators that populate one's political feed. To that end, we leveraged the average alignment scores we computed for panelists based on domains, influencers, and MoC in their feeds. We also visually examined the spatial distribution of alignment scores in the reduced two-dimensional space produced by UMAP. While some clusters had small areas of higher density of individuals with opposite alignment scores relative to their cluster, none of them was nearly as close to the sharp dichotomy observed in the two subclusters that make up our partisan cluster (hence its name). 	Comment by Jenny Oser: It seems this should be introduced earlier, along with fig 1, no? Without this step, we can't identify the "partisans" cluster	Comment by Jenny Oser: I didn't notice this in Appendix - seems useful to report on it based on this description	Comment by Jenny Oser: Would be useful to add info here on the proportion that is left leaning vs. right leaning out of the 11.3% Partisan cluster as a whole. Maybe it's reported elsewhere? But would be useful to report here. Related - for Fig 3, would be useful to see sample size for each of the groups, i.e. beginning with the left-hand bars to note the n (or %) for partisan consumers left-leaning, n (or %) for Democrats etc. This info could potentially help address the critique that our findings are driven by the fact that there are so few right-leaning partisan consumers on twitter that they are just strange people that we can't learn much about in efforts to make societal inferences about politics and social processes.
Figure 3 focuses on the two subclusters that form the partisan cluster. The figure shows two measures of political leaning for each subset of the population: the average composition of political exposure from liberal and conservative influencers (left, solid bars) and from liberal or conservative politicians (right, light-colored bars). To the right of each set of bars, the density of news alignment scores is presented. Based on the alignment scores we labeled one subcluster of the partisan cluster as left-leaning and one subcluster as right-leaning. For example, one can see that for right-leaning partisans 82% of their influencers' content comes from conservative influencers, and that stands in stark contrast to the 4% observed for left-leaning partisans. To put these percentages in context, the figure also includes statistics for the sample as a whole, and averages for voters who registered with the Democratic or Republican parties. While left-leaning partisans show only a slightly more polarized consumption than the average registered Democrat, the subgroup of right-leaning partisans exhibits substantially more polarized consumption than the average registered Republican from both influences and Members of Congress. Similar asymmetries appear when examining subcluster exposure to hyper-partisan media by these subclusters.	Comment by Jenny Oser: Fig 1 title formatting note is relevant for Fig 3 as well. A dn a comment for Fig 3 note below the figure reads "Comparison of hyper-partisan clusters" - do we want to use the term "partisan" or "hyper-partisan" for this cluster? Should be consistent. Earlier in the paper, the only use of "hyper-partisan" I noticed was for media outlets, not for consumers	Comment by Jenny Oser: This figure and our explanation of it requires greater clarity in the next round of revisions	Comment by Jenny Oser: This information should be introduced when we first discuss the partisan group, and we should include with this statement info on the proportion left versus right leaning.Figure 3: Comparison of hyper-partisan clusters with similar political diet characteristics (in terms of consumption magnitude and sources’ composition); bars (left y-axis) represent percent of liberal and conservative MoCs and political influencers; density plots (right y-axis) represent alignment scores distribution; sample medians are displayed for reference.

The findings in Figure 3 are consistent with Benkler et al.'s (2018) view of asymmetric polarization in American politics, but to the best of our knowledge, prior work mostly discussed the asymmetry in media consumption habits and in politicians being followed. Together with the observations from Figure 2, these findings on potential exposure of the partisan cluster identified in our results highlight the importance of further examining the causal effects of influencers and the political exposures they generate as a potential mechanism for affecting political attitudes and preferences such as left-right polarization, since this kind of political content exposure is much more prevalent for partisan consumers. 	Comment by Jenny Oser: An exciting line of reasoning if we can hold it confidently - though I think we'll need to be careful with this argument / lit given our data. We know that Twitter users are asymmetrically partisan as left-leaners. Nir G ideas for how to manage the critique that there is of course asymmetric polarization on Twitter but that doesn't tell us much about the general population?	Comment by Jenny Oser: Interesting and important! If we can gain more clarity on who is in our "influencers" group - including whether it's preferable to call them "opinion leaders" instead - this is a promising next-step focus
We now turn to our second research question, which focuses on how different socio-demographic groups engage with different types of political consumption. Figure 4 shows how ethnicity, gender, age, and party affiliation are distributed across the different exposure types. In particular, it shows the percentage of Caucasians, women, and Democratic panel members in each of the clusters. Age is presented using averages. DThe dashed horizontal line in each panel designates the sample average as a baseline for comparison. 	Comment by Jenny Oser: Fig 1 title formatting note is relevant for Fig 4; In 1st word the "D" shouldn't be capitalized	Comment by Jenny Oser: A preferable order of these characteristics in the text and figure consistent with standard pol sci empirical work would be the most "inherent" traits to those that vary, i.e. (1) age (2) gender (3) ethnicity (4) party affiliation	Comment by Jenny Oser: Caucasians is spelled correctly in the text - note that it still needs to be corrected in the figure
Several key observations are relevant for assessing our second research question on socio-demographic distinctions in political content exposure patterns. that out. First, there is a clear positive association between political content exposureinterest and age, as the literature would predict (e.g., Verba, Schlozman and Brady 1995). While apolitical users and lower consumers of politics are below the average age, the clusters we label as partisan, media oriented and heavy consumers of politics are above the average age. A more detailed inspection shows that the youngest age cohort in our data (18-29) are indeed significantly less exposed to political content on Twitter, as they are overrepresented by 19.2% in the apolitical group in comparison to their representation in the sample. 	Comment by Jenny Oser: To inform these observations, for all socio-dem characteristics we should report in the appendix on descriptive statistics, i.e. breakdown in the sample of % men vs. women etc - and include explanations as needed, i.e. in addition to Caucasians, what other ethnicities are measured? For party affiliation, do we have panel members who voted but are not affiliated with a party? And if yes, what happens to them in our analysis?
Figure 4: Socio-Demographic characteristics among different political exposure modes. Sample averages are marked in a grey dashed line. Error bars represent 95% confidence intervals.


Interestingly, breakdown by gender reveals a sizable group of women (56.0% in comparison to 49.8% in our sample) classified as media-oriented consumers, which are only second to heavy consumers in terms of both magnitude and interest in politics on Twitter, and constitute one in five registered voters in our sample. 	Comment by Jenny Oser: How confident are we of this finding? And how do we think it can be meaningfully interpreted? I wonder, is it possible to do a breakdown by gender of something like top 10 media outlet sources that men and women are exposed to? Maybe something is happening of women following more lifestyle / family advice type media columns
From the panel members’ political affiliation data, excluding low and average political consumers, the remaining users (posing almost half of our sample; 44.7%) show a dichotomic characteristic based on the type of political consumer; that is, media-oriented and heavy political consumers show a larger representation of liberals, while the groups labeled as apolitical and partisan consumers of political content consist of a larger share of conservatives. Finally, results comparing how modes of political exposure relate to ethnicity, show over-most significantly an increase in the representation of Caucasians as as part of partisan consumers. However, this can be attributed to the overrepresentation of conservatives within partisan consumers (57.9% in comparison to a sample average of 31.2%), as conservatives within our sample have a higher percentage of Caucasians (94.4%) in comparison to the average user (83.6%). 
[bookmark: _77s1zoizsi1b]
[bookmark: _wgnsn8dpm0g6]Discussion
Much of the discussion about societal factors that may be contributing to the ingredients of democratic backsliding in advanced democracies – including rising populism, decreasing trust in media and political establishment, increased polarization, and misinformation – has been linked to the increased prevalence of shift to digital media, and in particular, to social media. Social platforms are, indeed, widely adopted as a source of political information, and a primary source for many young adults. These trends in political content exposure call for better theoretical understanding of political exposure on these platforms including next-step causal examination of the impact of different types of political exposure on subsequent political attitudes and political behaviors. Robust analysis of these phenomena requires new computational methods for making valid inferences based on digital trace data that complement traditional methods, and allow us to go beyond previous research. 
	Grounded in the curated flows theoretical framework, this work contributes to the conceptualization of actors responsible for this curation, along with empirical findings that describe the types of actors that are responsible for political content distribution to being heard in political communication by registered U.S. voters on Twitter and the demographic characteristics of distinctive types of political consumers. We found that 55% of the population, including some of the lowest consumers of politics on the platform, still have considerable and non-negligible amounts of political content in their feeds during the election, which is primarily curated by social peers and influencer accounts. We also observe the dominance of influencer accounts in the political exposure of right-leaning partisan consumers. To the best of our knowledge, no prior work showed this increased prevalence of influencers in partisan consumption of politics. 	Comment by Jenny Oser: As we revise with final findings, I think we need to be cautious about this claim - noting caveats that our findings are limited to twitter and a WEIRD sample
Future work can leverage the observational findings of the current study to investigate the causal impact that influencers may have on people’s attitudes and behaviors, such as left-right ideological polarization and affective polarization. 	Comment by Jenny Oser: Substantive question: I've only skimmed the Bail et al 2020 study on which we based our measurement of "influencers" (what they call opinion leaders) and the findings don't seem optimistic for finding causal effects. I wonder, does Nir have  a theoretical argument in mind for why we think we might find that the group we call "influencers" can indeed have a real-world political influence even though Bail et al 2020 found that they don't?  I copy below relevant text from the Bail et al 2020 abstract: "We find no evidence that interacting with these accounts substantially impacted 6 political attitudes and behaviors....These results suggest Americans may not be easily susceptible to online influence campaigns, but leave unanswered important questions about the impact of Russia’s campaign on misinformation, political discourse, and 2016 presidential election campaign dynamics."	Comment by Nir Grinberg: Well, the influence that Bail et al 2020 talk about is of Russian bots, not of opinion leaders. Yes, influence is hard, but I believe that public figures have much more influence than a random Russian-based account that can hardly spell.
	Another important finding is that for almost a fifth of the population in our sample, media organizations are the largest source of political information on Twitter and that they reach those voters directly without any mediation by peers. These findings contribute to the debate about the erosion of traditional gatekeepers, as the media organizations on our lists have, fundamentally, the same editorial processes that Kurt Lewin wrote about when he first introducedinstituted Gatekeeping theory (Lewin, 1943). Our results show that a substantial proportion of modern consumers of political content on Twitter choose to replicate traditional gatekeeping in new media. Women are surprisingly over-represented in this group, and despite the documented left-leaning bias of the media on Twitter, about a third of the people in this group are registered Republicans. Future research could investigate the curation roles and impacts that these media-oriented individuals have on their local network and examine the role of media organizations in influencing mobilizing women’s subsequent political attitudes and behaviors to political participation. 	Comment by Jenny Oser: I'm guessing their must be survey-based literature that provides a parallel number for society at large? Nir knows where to find this info to compare?
	Along with these contributions, this research has a number of important limitations. First, it is unclear to what extent our findings will generalize to other social media platforms and to other populations. If additional data become available from Facebook, either through the Social Science One initiative or other means, future research could empirically tackle this question directly. The focus on registered voters may suggest the behaviors we observed on Twitter may generalize to other social platforms, but at the same time there are good reasons to believe that platform affordances may have a meaningful impact on our findings. Another key limitation is the focus of our analysis on content that is available to people and not necessarily the content that is actually seen by them. The difference between these two sets may be systematically biased by factors such as the time when individuals visit their Timeline, the duration of their visits, and the algorithmic content ranking conducted by social platforms. Moreover, since we relied on manually curated lists and verification for identifying distinctive curation actors (e.g., media organizations, opinion leaders), we cannot guarantee the comprehensiveness of lists. For example, the list of politicians does not include state and local politicians, which may have different levels of exposure and audiences. Similarly, future research can investigate exposure to journalists and not just media organizations. 	Comment by Jenny Oser: Is there text from the Science article that we can adapt here that says why our findings are still important despite this limitation? I'm curious if Nir thinks the argument holds just as well for the theoretical topic of this paper compared to the Science paper - and if there's anything we could do to strengthen our case re: contributions despite this limitation?	Comment by Jenny Oser: Go us!! fun to delete future research we've already knocked out of the park :-)
	There are also several avenues for future work to expand this research. In terms of theory, the curated flows framework puts much of its emphasis on the actor who is doing the curation. We believe that there is room to expand the theory to consider the producer of the content in addition to the person who curates it as it propagates through the network. Content attribution is also a major challenge that calls for methodological contributions. Furthermore, future research can examine how the different types of political content exposure are related to pro-democratic attitudinal measures known to be crucial for robust democratic functioning, such as political knowledge, and political efficacy. In addition, it is increasingly important to understand the relationship between the online and offline worlds, and examine how different types of political consumers engage in and mobilize to political action both online and offline. 	Comment by Jenny Oser: Nicely put - has no one else made this point thought? Is this statement unique to our belief, or is this part of the curated flows argument by Thorson & Wells, and expanded by Magdalena's paper? I'm not sure, genuinely asking to what degree we want to argue that this is a contribution of our current work in relation to prior lit	Comment by Nir Grinberg: I read Thorson & Wells carefully, searched for this, and didn't find anything. I also looked at papers that cited them and didn't find anything. Maybe worth asking them directly?	Comment by Jenny Oser: Nir, you're welcome to check "resolve" on this - I think our timeline to IJPP submission is too short to make it worth asking this question, and if we're missing something important we'll hear about it in the reviews (and can ask colleagues later in the R&R process if we're still curious about clarifying this)
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Appendix A: Detection of Political Content
A critical component for our analysis includes identifying and separating political content (i.e., tweets) from other non-politically-related content, for which we have used the political classifier. A first step in creating the classifier was to attain labels for tweets that will be used to train the classifier. Labels were created based on a keyword list containing (i) general politically-related keywords, (ii) candidates' names and usernames on Twitter, and (iii) various hashtags which were specifically relevant for the 2020 U.S. Presidential election. With intention to minimize false positives in the keyword list, each tweet that contained one or more keywords from the list was labeled as political content (positive).	Comment by Jenny Oser: Is there something unique about the classifier we've used? If not, maybe useful to cite prior work here? (And if yes, maybe we should highlight the contribution in the text)
For training the classifier, all non-English tweets and tweets not containing URLs were filtered out. Then, labeling of the tweets was done based on the keywords list. From “negative” (non-political) tweets, we randomly sampled an equal number of tweets as “positives” (political) tweets, to establish a balanced dataset. The classifier was trained on daily data, to identify changes in political discussion over time. Predictions of the classifier were labeled as follows: tweets labeled as political by the classifier and tweets that contained one or more of the keywords (in the political keywords list) were labeled as political content, and non-political otherwise.

 
 
 
	General terms	Comment by Jenny Oser: A few questions: can we / should we say more about how the list was generated? Is Nir confident the kw list is balanced from a partisan perspective? Related: there are 4 names of candidates I had to google who are not D or R (including green party and liberaterian): spike cohen, angela walker, jo jorgenson and howie hawkins. I wonder if these names may bias the sample in some way, when Americanists know that they are not viable presidential candidates? Is Nir following best practices here from other work?

	election, presdebate, vpdebate, democratic, gop, dnc, rnc, politics, political, voter, senate, senator, 2020election, election2020, electionday, votebymail, votersuppression, ballot, mailin, mail-in, mail in, russiahoax, qanon, obamagate, mailinballots, nakedballots, presidential, vote-by-mail, votingsquad, votethemout, wewillvote, blackvotesmatter.

	Elected officials and Candidates

	mike pence, michael pence, mikepence, michaelpence, pence, kamala harris, kamala, harris, spike cohen, angela walker, kamalaharris, senkamalaharris, joe biden, joebiden, biden, votebiden, bluewave2020, votebidenharris2020, ridinwithbiden, nomalarkey, biden2020, bidenharris2020, bidenforpresident, bidenkamala2020, joebiden2020, bidenharris, votehimout, Dumptrump, nevertrump, bluewave, fucktrump, bidenwarroom, voteblue, demconvention, votebluetosaveamerica, wakeupamerica, trumpisanationaldisgrace, trumpvirus, trumpisalaughingstock, traitortrump, jo jorgensen, jojorgensen, joanne marie jorgensen, jorgensen2020, beboldvotegold, donald trump, don trump, realdonaldtrump, donaldtrump, donaldjtrump, donald j trump,, trump, trumpwarroom, teamtrump, the donald, trump2020, maga, draintheswamp, keepamericagreat, neverbiden, trumppence2020, makeamericagreatagain, kag, presidenttrump, notmypresident, americafirst, redwave, votered, sleepy joe, sleepyjoe, hidenbiden, creepyjoebiden, bidenukrainescandal, rnc2020, kag2020, maga2020, trump2020landslide, tulsatrumprally, voteredtosaveamerica, trumpforpresident, backtheblue, howiehawkins, howie hawkins, howiehawkins2020, hawkins2020


Table A1: Whitelist terms used for identifying political tweets with high probability 

Political Classifier Validation
For evaluating the classifier’s performance, we collected manual labels for 2065 tweets in our sample, stratified over the days which are included among the examined time period. All tweets that were selected for hand labeling were annotated by at least two workers on Amazon's Mechanical Turk. Where disagreements occurred, the authors agreed on a final label. 
	Comment by Jenny Oser: Are we relying here on Laser lab people's work? Should we add names to acknowledgment and/or acknowledgment of funding for MTurk costs?
The annotators were asked to label the tweets according to the following categories:
(1) U.S. Presidential Election
(2) U.S. Politics
(3) Non-U.S. politics
(4) Other
(5) I don't know
In the next step, we compared the classifier’s results to the manual annotations. “U.S. Presidential Election” and “U.S. Politics” were merged into a single category of “Politics”. Using the manual annotations as ground truth, we validated the classifier’s performance and reached precision of 88.8% and recall of 80.0%. Specifically for the “U.S. Presidential Election” category, the classifier demonstrated recall performance of 96.4%. These results are comparable to the classifier’s performance used by Grinberg et al. (2019) with a higher precision for the “Politics” category and a higher recall for the “U.S. Presidential Election” category. 
[image: ]
Table A2: Political classifier performance results



Appendix B: Mapping Political Elites Accounts on Twitter
Identifying the political elites’ Twitter accounts citizens are exposed to, provides the heart of the evidence in this analysis. The four main categories of political elites are defined as (i) news outlets, (ii) journalists, (iii) politicians and (iv) other opinion leaders (any opinion leader, as defined in Appendix E, whom do not belong to one of the three initial categories).
During the curation of the political elites accounts’ list we’ve used a combination of few sources and methods; we have initially started with identifying accounts of members of the 116th U.S. congress (see Appendix C). We then identified XXX general opinion leaders’ accounts (as detailed in Appendix x, by flagging accounts with a followership of more then 15 MoCs). To obtain some of these accounts underlying elites’ categories, and moreover to extend our list of political elites, we make use of political accounts lists produced by CITE MAGDA and CITE YPHTACH. These curated lists contribution is twofold; first (i) it directly extends our list of political elites’ accounts, and secondly (ii) it improve our accounts’ classifier (see Appendix F) performance (by adding training data), thereby indirectly enables a further extension of our list of political elites’ accounts.
After removal of XXX overlapping accounts between our initial collection of opinion leaders’ accounts list and the aforementioned valuable sources, XXX accounts remained without a label. These accounts were labeled to one of the four elite classes using our political elites’ accounts’ classifier, as detailed in Appendix F.


In table B1, we present a summary of the accounts used in this work and their originators.
[image: ]
Table B1: Number of political elites’ accounts used in this work by source; “Other Opinion Leaders” category include public figures, organizations and other accounts not political by nature (entertainement, sports and brands accounts); the remaining “Unknown Opinion Leaders” accounts were labeled as plainly “Other Opinion Leaders” accounts along the analysis

Appendix C: 116th Members of Congress Twitter Accounts
To estimate content reaching citizens from active members of the 116th U.S. Congress (MoC), we have compiled a list of 942 Twitter personal and campaign accounts matching 533 representatives and 5 non-voting members from the 116th U.S. Congress, which convened on January 3, 2019 and ended on January 3, 2021, and thus presided through the examined period. 
To compile this list, we first extracted a list of representatives from the official CONGRESS.GOV website and then merged it with a list of politicians’ Twitter account usernames published by (Wrubel and Kerchner, 2020). The accounts’ usernames were validated manually through the Twitter platform to match either a personal or a campaign account by the official list provided by CONGRESS.GOV. Finally, Twitter account IDs were extracted by using the Twitter API. The list contains 942 Twitter accounts IDs and screen names, matching 533 representatives from the 116th U.S. Congress and 5 non-voting members (one missing politician closed their Twitter account; the second missing politician was not found to be active during the examined period). 

[image: ]
Table B1: Number of Twitter accounts obtained 116th Members of U.S. Congress




Appendix D: Media Twitter Accounts
The media list that was used to identify exposure to political news from media outlets included 76 Twitter accounts available in the following data repository: https://github.com/sdmccabe/new-tweetscores.	Comment by Jenny Oser: Here or in the manuscript we should add info about why we use this source and why we think it's reliable, with a proper full citation
[image: ]
Table D1: List of accounts used to detect media exposure; list in Table D2 extends it
An additional 127 media accounts from the same news outlets were identified, from the opinion leaders original list (see Appendix E) which included any user with more than fifteen politician followers). 
[image: ]
Table D2: List of media Twitter accounts (multiple accounts for media outlets in Table D1)
Appendix E: Opinion Leaders’ Twitter Accounts	Comment by Nir Grinberg: Needs a rewrite. Start with the motivation/logic behind the definition, describe how it's operationalized, then give examples of (prominent) opinion leaders. Drop this (confusing) bit about opinion leaders who are also MoC, and scale back this giant red flag that you raise about bias in your own work to normal proportions -- half a sentence saying the list may have been different since the lengthy data collection of followers information was conducted after the election period.
To broaden our lens of political elites, we also consider the definition of opinion leaders as was used by Bail et al. (2018), which includes accounts which are followed by at least 15 MoCs. To infer their political affiliation, we measured the average political affiliation of the MoCs who follow them, relying on it to signal the ideology of the political influencer. The list of “opinion leaders” also contained some of the MoCs in our list, which assisted in verifying the reliability of our political ideology inference method. As noted in the article, these were categorized strictly as politicians, and not as influencers.
To collect the list of followees of all MoCs (from which we derive the opinion leaders), we used the Twitter API. One limitation of the collection process is that we collect accounts after the examined time frame in this study, and therefore, (i) some accounts were deleted, suspended and changed to protected status leading to missing accounts, and moreover (ii) we cannot be certain that the connections collected for our study existed along the examined time frame. 	Comment by Jenny Oser: This seems to me like a really big limitation that I wasn't aware of - esp if part of what we decide to focus on as a contribution is the connection between actors for receiving content. Have other sources used a similar approach that we can cite? If not, an we add more text here to argue for our contribution despite this limitation?
After collecting a list of accounts followed by more than 15 MoCs, we needed to detect and remove media news accounts, as most likely these attract a large followership by active politicians. To do so, first we filtered out all media accounts used in our analysis (see Appendix D). Second, we created a list of keywords to detect media account names; the list contained “news” and “media” keywords, and media outlet names, which were extracted from the list of media accounts (i.e., BBC was extracted from BBCWorld account name), assuming news outlets maintained multiple active Twitter accounts. We identified 203 media accounts, and among them all 76 accounts from the media list. The remaining 127 accounts were multiple accounts of the same news outlets, and were manually validated. After removal of these accounts, we have finalized a list of 5119 political influencers.	Comment by Jenny Oser: Given this methodological approach, maybe better logical order of the appendix to introduce Media first as Appendix C and then influencers as Appendix D?	Comment by Nir Grinberg: agreed.



Appendix F: Inferring Categories of Political Elites’ Accounts
xxx…

Appendix G: Modeling Political Alignment
Modeling the political news ideological alignment that people consume online is fundamental to our work. We used a three-step process to obtain such alignment scores: first, we used an embedding model based on domains’ sharing characteristics, and created a 100-dimension embedding vector that encapsulates the intricate characteristics of each media outlet. As a second step, we derived ideology alignment scores for the 17,901 popular domains (domains shared by over 30 panel members), by calculating the average of political ideology of users who have shared them. At the third step, we have used a Deep-Neural-Network to predict alignment scores for the remaining 20,622 websites, using the learned embedding vectors. 	Comment by Jenny Oser: Is all of this based on standard approaches, or are we doing something innovative here? If we're relying on / drawing inspiration from prior work, seems useful to add sources here	Comment by assaf shamir: creating these embedding vectors specifically to model media domains is indeed innovative; however the method of creating embedding vectors for modeling relations between entities is not innovative, and is used in many forms and different domains (and I'm citing it in the "creating media outlets embedding vectors")	Comment by Jenny Oser: Definition of what this means? Cites? As we select a journal, we'll want to make sure we include relevant detail for manuscript and appendix to be legible to average reviewer, or at least to flag when we're saying something relatively technical and translate it to a substantive-oriented reviewer / editor

Creating Media Outlets Embedding Vectors
To create embedding vectors that will encapsulate the characteristics of news outlets, we model each user’s news outlets’ sharing history as a sentence, and each of the news outlets shared as a word. In this manner, we assume that there is a meaning to sharing sequences of news domains by an individual. Our approach is based on the Word2Vec model, a method from the world of natural-language-processing (NLP), which was introduced by (Mikolov et al., 2013) to learn word representations. After modeling the users’ sharing histories as sentences, we have used the Word2Vec API to insert them into a neural network (NN), and at each iteration the NN is introduced with a shared domain, and tries to predict its surrounding domains (i.e., the domains that were shared before and after the current domain). The end result is vectors of 100 dimensions for each of the domains we have modeled. To validate that our model training is not biased by either hyper-sharers or highly infrequent sharers (which can add significant noise to the model), we have removed (i) any user who has shared more than 100 domains per day during the examined period, (ii) the top 1% of sharers, and (iii) any users with under 10 shares during the examined period.	Comment by Jenny Oser: I'm observing there's no discussion so far of the way this method successfully deals with bots, but it seems this is an important part of the "special sauce", no? And also something that the average reader who's not already familiar with the Lazer lab data won't automatically notice. Maybe useful for us to add something about this in the manuscript itself, in intro and/or in methods?	Comment by assaf shamir: not sure if you mean specifically in this case. but anyhow - there's no need in this case to deal w/ bots, as we are using here all the panel-members' sharing data, and therefore we know that these are not bots.

In the next step, we calculated ideological alignment scores, in a similar manner to (Bakshy et al., 2015) by calculating the average political ideology of users who have shared them and normalize the scores between minus to plus one (i.e., if 75 out of 100 users who have shared a certain domain are Republican, this particular domain’s alignment score would be 0.5). These alignment scores arelater inserted into our model for establishing the main modes of political exposure on Twitter. The reasoning for calculating the domain embeddings is that alignment scores were calculated only for domains which were shared by more than 30 different users in our panel (to reduce noise). This criteria matched 17,901 domains, leaving 20,622 shared domains (by under 30 users) without a matching alignment score. To produce an alignment score for these domains, we trained a neural network to predict an alignment score out of an embedding vector (using data from the 17,901 domains which had both alignment scores and domain embeddings), and predicted alignment scores using the trained network for the remaining domains. The end result is a list of 38,523 web domains and their matching ideology alignment scores. A comparison of alignment scores to the list obtained by Bakshy et al. (2015) shows 0.82 Pearson correlation. 

Appendix H: List of Political Exposure Features
A list of the full set of features used in the model for inferring the prototypical modes of political exposure is documented in Table F1. Each of the features were measured and averaged per panel member along the examined time period (August to November, inclusive, 2020), and relate to an individual’s Twitter feed. 	Comment by Jenny Oser: There's a lot of "passive voice" in describing the method, especially in the appendix. It's becoming more common in soc sci to use the active voice, but I didn't make any edits on this at this point. Example edit here would be "We measured each of the features and averaged..."	Comment by assaf shamir: good to know. if we'll want to do these edits in the future let me know.
	1.
	Number of political tweets to per day (Log2)

	2.
	Fraction of political tweets from Twitter feed

	3.
	Fraction of political tweets from political influencers (direct)

	4.
	Fraction of political tweets from political influencers (indirect)

	5.
	Fraction of political tweets from conservative political influencers (direct)

	6.
	Fraction of political tweets from liberal political influencers (direct)

	7.
	Fraction of political tweets from 116th Members of U.S. Congress (direct)

	8.
	Fraction of political tweets from 116th Members of U.S. Congress (indirect)

	9.
	Fraction of political tweets from Republican 116th Members of U.S. Congress (direct)

	10.
	Fraction of political tweets from Democrat 116th Members of U.S. Congress (indirect)

	11.
	Fraction of political tweets from media (direct)

	12.
	Fraction of political tweets from media (indirect)

	13.
	Fraction of political tweets from Left-leaning Hyper-Partisan websites

	14.
	Fraction of political tweets from Right-leaning Hyper-Partisan websites

	15.
	Average alignment score


 Table F1: List of political exposure features used in our model
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