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Abstract
[bookmark: _GoBack]In many situations, people are asked to ex-ante pledge or commit to behaving honestly. While the positive effects of pledges have been shown in some studies, some of the findings have been challenged and other studies showed that pledges could be ineffective or even counter-productive. Moreover, several important questions – such as how pledges interact with sanctions, whether their effects last, or how should they be worded – have not been examined systematically. We developed an innovative online paradigm – the Online Matrix Task – that enables examining these and related questions and explored the effects of pledges in two studies, the first consisting of two waves of data collection, and the second with a larger and representative sample. We found that pledges can reduce dishonesty significantly in sequential, and not just one-shot decisions, considerably also compared to fines, repeatedly across times, consistently across individuals as well as levels of cheating, and between several different wordings. Our results substantiate the effects of pledges on reducing cheating and offer several directions for future research on understanding the underlying mechanisms of how pledges make people behave more honestly. 




Pledging to behave honestly
In many situations, people are asked to state, ex-ante, that they intend to abide by some set of rules, regulations or norms. For example, witnesses swear to tell the truth in their testimony, students are asked to state they would not cheat on an exam, employees are asked to confirm they will follow their organization’s code of conduct, and public officials pledge they will not abuse the power of their office. Although such pledges should inspire ethical behavior (Schlesinger, 2011), when pledges substitute monitoring and auditing they also raise the risk that some people may take advantage of the situation and make false reports to claim higher benefits for themselves. Abundant research on unethical behavior has shown that indeed many people would cheat when given the opportunity (Gerlach, Teodorescu, & Hertwig, 2019; Jacobsen, Fosgaard, & Pascual‐Ezama, 2018), and when they can justify it (e.g., Shalvi, Gino, Barkan, & Ayal, 2015), but some research has also suggested that making the ethical requirement more salient can reduce the likelihood that people will behave dishonestly (Ayal, Gino, Barkan & Ariely, 2015; Bazerman & Gino, 2012). 
Theoretically, asking people to ex-ante commit to behaving honestly could reduce dishonesty for various reasons. First, pledges may serve as moral reminders (e.g., Mazar, Amir & Ariely, 2008), stressing the importance of ethical behavior in the situation. A different account is that pledges act as signals of social norms, encouraging people not to deviate from others’ behavior and thereby maintain their ethicality. Indeed, much research has showed that highlighting social norms can help curb undesired behavior, such as littering (Reno, Cialdini, & Kallgren,1993). Thus, it is possible that, when asking people to pledge, the perception of an ethical social norm gains more saliency than it had before. A third account proposes that pledges are pre-commitment devices (Baca-Motes, Brown, Gneezy, Keenan, & Nelson, 2012) and exert their influence because they appeal to people’s inherent desire for self-consistency (Swann, Rentfrow, & Guinn, 2003).
Some experiments with variants of honesty pledges has shown that they can indeed sometimes reduce unethical behavior (e.g., Beck et al., 2018; Jacquemet et al., 2019) and increase honest responses in preference elicitation (e.g., Jacquemet et al., 2013; Carlsson et al., 2013). However, other findings showing that merely making ethicality salient can curb dishonesty has been recently challenged. For instance, the effect of recalling the Ten Commandments (as a moral reminder, Mazar, Amir & Ariely, 2008, Study 3) did not receive support in a large replication project (Verschuere et al., 2018). Additionally, the effect of moving the position of a signature on a report (used to claim rewards for completing a study) to its beginning (Shu et al., 2012) also failed to replicate in several laboratory experiments (Kristal et al., 2020), and the original authors concluded that merely changing the position of a signature on a form (from bottom to top) does not, in itself, reduce dishonesty. A different study showed that students who were asked to sign a commitment form before starting their exam actually showed an increased rate of cheating, measured by their propensity to give incorrect answers that were identical to those of their neighbors (Cagala, Glogowsky, & Rincke, 2019a). Lastly, a field experiment on tax-payers in Sweden found that promising to pay taxes on time increased compliance only among those already highly compliant in the past (Koessler, Torgler, & Feld, 2019)
Thus, the actual degree of effectiveness, scope, scalability, and possible boundaries of pledges remain an open question. Given their high frequency and multiple uses in daily lives, and as a common instrument of regulation, it is important to understand when, how and to what extent could pledges reduce dishonesty. However, because of the mixed results from different studies, these and additional important questions about the effects of pledges has remained unrequited. In this paper, we show how and to what extent can pledges reduce dishonesty and extend the examination about the effects of pledges to several additional important questions. First, earlier studies focused only on showing whether pledges can reduce dishonesty compared to when no pledge is taken and when cheating does not lead to any major negative consequences. However, in the real world, cheating and lying are often followed by traditional mechanisms of enforcement and deterrence, such as legal sanctions (fines), or other penalties. Cheating in those situations would entail serious repercussions if caught, and the threat of financial or other sanctions can in itself reduce cheating (e.g., Laske, Saccardo, & Gneezy, 2018). Research on the concept of crowding out motivation suggest that in the presence of fines, the contribution of factors associated with morality might be reduced (e.g., Frey & Jegen, 2001). However, because previous research on pledges did not examine how pledges interact with monitoring or auditing, the important role of sanctions was never examined directly. 
Second, the effects of pledges have typically been tested only on one-shot decisions. However, in everyday situations, temptations and opportunities to cheat may occur frequently and even several times. To be able to measure cheating as a sequential or repeated decision, a different paradigm than the ones used in previous studies must be employed, as we elaborate later on. Third, previous research did not explore the potential population heterogeneity in the effect of the pledges. Specifically, it did not examine whether pledging has mostly an effect among those who cheat to a relatively small degree or also among those that cheat to a large extent. Presumably, pledges might affect only the “small time” cheaters - those “good people” who cheat just by a little in order to gain some benefit without risking their moral self-concept (Feldman 2018; Mazar et al., 2008). If the effect of pledges skips the “brazen” layers – those who cheat and over-report to a maximal degree (e.g., Meibauer, 2016; Weisel & Shalvi, 2015) - then using pledges as an ethical nudge might actually be counter-productive due to asymmetrical distributive effects. 
Additionally, pledges could show a habituation or adaptation effect, if used too often or for too many purposes, similar to what has been observed for mandated disclosures (e.g., Ben-Shahar & Schneider, 2014). This adaptation and habituation to unethicality (i.e., when people promise to behave ethically and then break it) which is expected psychologically across many different mechanisms (Bandura et al., 1996) creates a huge challenge to the ability to use pledges in real life settings. Lastly, another important factor that may contribute to the effectiveness of pledges, or hamper it, is how the pledge is phrased and worded (e.g., Cagala, Glogowsky, & Rincke, 2019b). 
Thus, whereas pledges could be a very useful and effective tool for reducing dishonest behavior, previous studies did not systematically consider important aspects such as how pledges operate with or without the presence of sanctions or fines, how they affect sequential, and not just one-shot, decisions, whether their effect decay or oscillate over time and between individuals, and how the wording of the pledge can matter. Our research aims to provide a more systematical approach to the study of pledges that could shed light on these important questions and advance our understanding on how people actually behave after having pledged and promised to act honestly. In the following, we first describe the experimental paradigm that we designed to be able to address these questions systematically, and then report on the results of two studies that successfully used this paradigm to explore the effects of pledges on unethical behavior.  
The Online Matrix Task
	To examine the effects of pledges on dishonest behavior in a systematical manner, we first had to choose and design the paradigm that would enable us to examine it effectively and allow us to manipulate and examine different factors orthogonally. After reviewing several existing options, we decided to design a new version of the commonly used matrix task that could be used in an online study. In a highly influential paper, Mazar, Amir and Ariely (2008) introduced the “Matrix Task” as a simple and effective task to measure dishonesty. In this task, participants are presented with a 4 by 3 table of 12 numbers, each with two decimal digits (e.g., 4.52) and they have to find two numbers that when added together result in exactly 10 (e.g., 4.52 and 5.48). In the original paper version, participants receive 20 matrices on one sheet of paper and are given 5 minutes to solve as many problems as they can in one of two conditions. In the control group, participants submit their task sheet for examination and are paid according to the number of problems they correctly solved. In the experimental (“cheating”) condition, participants are asked to dispose (e.g., shred) the matrix sheet and report, using a separate sheet, the number of problems they were able to solve. This task has been used by numerous studies to date to examine dishonest reporting and unethical behavior (Gerlach et al., 2019). 
	We developed a modified and online version of the task, henceforth called the Online Matrix Task (OMT). The OMT uses a Qualtrics survey to display the matrices on the participant’s computer screen. Each problem is displayed separately on a web page with a timer of 20 seconds, and two option buttons: “Found it” or “No”. The option of “No” is pre-selected by default (see Figure 1). After 20 seconds, the page auto-advances to the next problem Participants are given a series of such problems and their reward is based on the total of problems they reported as “found”, in the experimental (“cheating” or “self-report”) condition. In the control condition, if a participant marks a problem as “Found it”, they are asked to enter - on a separate page with designated text boxes - the two numbers that solve the matrix. Control participants are rewarded according to the actual number of correct responses they provide. Self-report participants are not asked to enter solutions and are rewarded based on how many problems they reported as solved. The difference between the average rate of correct answers in the control and the reported rate in the self-report condition, for each problem, is considered over-reporting and a proxy measure of dishonesty. 

Figure 1. Example of matrix problem used in the online study. 
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The OMT offers several advantages over the paper-and-pencil version. First, the OMT allows to measure the report rate (and response time) on any given problem separately. This allows to examine dishonest behavior on sequential decisions, and also how cheating progresses over time. Second, it allows experimenters to control the amount of problems given to participants, their order of presentation, and the time limit per problem. Lastly, it offers the ability to include problems that do not, in fact, have a correct solution at all, and because responses are tracked per problem (and not in aggregate as in the paper-and-pencil version), these can be used as a more direct measure of dishonesty. 
A potential disadvantage of the OMT is that because participants in the control group are asked to provide the solution numbers after each problem, their overall task duration is longer. However, because the time per problem remains fixed between conditions, this should not affect the over-report rate of the experimental group. Another disadvantage is that sophisticated participants might try to develop ways to calculate the solution for the problems. However, we believe that if the time limit per problem is kept low (e.g., 20 seconds) such behavior would not be cost-effective or likely. 
The current research
We used the OMT to examine to what extent can a pledge reduce dishonesty, and focused our studies on several specific questions. First, what will be the effect of pledges on their own vs. when they are combined with a fine? Second, would pledges reduce dishonesty differently among different types of people and different levels of cheating? Third, whether ethical pledges are sustainable over time or whether their effect might gradually decay, due to habituation? These questions were examined in Study 1, that included two waves of data collection, which enabled us to measure the consistency of the effects of the pledges over time, and also gauge how exposure to multiple pledges could affect their potency. Study 2 replicated some of the findings of Study 1 and added additional evidence on how different wordings of pledges affect their effectiveness at reducing dishonest behavior. 
Study 1
Method
Participants. We sampled 480 participants using an online panel company in Israel, of which 41% were females, and the mean age was 38.9 (SD=11.7) years. Participants were paid by the online panel company, which charged us at a rate of about 3 USD per participant. Participants also received a bonus based on their performance in the task (this sum was paid fully to participants.) 
Design and procedure. Participants were invited to a study about “Problem Solving” and were first given instructions about the main task they will perform in the study, the OMT. We designed the OMT with 10 problems. The order of the other problems was determined randomly in advance for all participants. Participants first read a short explanation on how to solve the matrix problem (find the two numbers that add up to 10) and were asked to summarize those instructions in their own words before proceeding. Then, participants were given a practice problem with 20 seconds to solve it (Figure 1). After 20 seconds, participants were shown a page in which they were asked to fill in the two solution numbers (e.g., 3.42 and 6.58). In the practice problem, these numbers were pre-filled to show participants the correct solution. 
Next, participants were asked to solve 10 problems, in one of four conditions: Control, Self-report, Pledge, or Pledge & Fine. In the control condition participants solved all problems and had to enter the solution for each problem and were rewarded 0.5 NIS (about $0.12) per correct solution. In the Self-report condition participants were awarded bonuses based on their reports, and told they may be asked to enter the solution only at 10% probability. Practically, participants were asked to enter the solution for one problem, which was the last one. 
The Pledge condition was identical to the Self-report condition, except that participants were asked to read and retype a statement before starting to solve the problems in the experimental task. The statement read (in translation from Hebrew): “I pledge that I will report a problem as solved only after I have verified that I really found the two numbers that add up to 10 exactly. In this pledge I affirm that I am aware that my reward will be based on my self-reports and because of that I will make sure to report accurately and honestly.” This statement appeared as an image and participants had to retype the words precisely before they could proceed (copying and pasting the text was not possible). In the last, Pledge & Fine, condition, participants were told that if they fail to provide a solution to the audited problem they will lose all the bonuses earned in the study. Lastly, participants completed demographic questions about their age, gender, income, religiosity, and education. 
Results
As shown in Figure 2, we found statistically significant differences in the percent of problems reported as solved between the conditions, F (3, 476) = 33.3, p < .001. Our hypothesis that the ex-ante pledge would reduce unethical reporting is tested by first comparing the difference between the number of problems reported as solved in the self-report condition (with no pledge or fine) and the number of problems actually solved in the control condition. This difference provides the basic estimate for the degree of (presumed) unethical reporting, or cheating, in the experiment. As Figure 2 shows, participants in the self-report condition reported solving about twice as much problems as those actually solved in the control condition (M=63.44% vs. 31.6%, SD=26.79, 24.74, respectively). We then compared this difference of 31.84 percent points – henceforth the “cheating gap” – to the difference between the pledge and the control conditions. We found that in the pledge condition, where the mean percent of problems reported as solved was 48.45% (SD=24.66), the “cheating gap” was considerably reduced to only 16.85 percent points. In the Pledge & Fine condition, the number of problems reported as solved was somewhat higher at 51.85% (SD=24.04), and the “cheating gap” was 19.98 percentage points. In other words, the pledge (without the fine) led to a reduction of about 47% in the propensity to cheat, whereas the pledge with the fine reduced it by about 37%. As can be seen in Figure 2, the pairwise differences between conditions were significant (ps < .01), except for the difference between the two pledge conditions (with or without a fine, p = 0.77). 

Figure 2. Mean percent of problems reported as solved between conditions (error bars show 95% confidence intervals). 
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We also examined the report rate in the specific problem that was audited for participants in the different conditions. We found that while 63% failed the audited problem in the self-report condition, 49% failed it in the Pledge condition and 46% failed it in the Pledge & Fine condition, x2 (2) = 4.77, p = 0.09. Combining the two pledge conditions showed that their average failure rate was 47.5%, and that was statistically significant compared to the failure rate in the Control condition, x2 (1) = 66, p = 0.03. 
Differences between cheating extents. We next explored whether the pledge’s effect was mostly among those who cheated to a small or to a large extent. Figure 3 shows the distribution of the different conditions on the percent reported as solved. As can be seen, the distribution appears quite centered in the Control condition, but it is highly skewed in the Self-report condition, and again more centered in the Pledge and Pledge & Fine conditions. Kolmogorov–Smirnov tests showed that the difference between the distributions of Self-report and Control were significant, D = 0.35, p < .001, and so was the difference between the distributions of Self-control and Pledge or Pledge & Fine, D = 0.26, 0.21, p < .001. There were no significant differences, however, between the Control and Pledge or Pledge & Fine, D = 0.08, 0.15, p = 0.78, 0.12, respectively. 

Figure 3. Distribution of the percent of problems reported as solved between conditions. 
[image: ]
We next operationalized the extent of cheating such that those reporting solving more than 80% of the problems (i.e., 9 or 10 out of 10, marked as the dashed line in Figure 3) were denoted as “brazen” lying. We found that there were 25.6% brazen liars in the Self-report condition, compared to only 5.88% in the Control condition. In the two pledge conditions, the percent of participants reporting solving more than 80% of the problems was closer to the Control, at 8.62% for the Pledge condition, and 10% in the Pledge & Fine condition. The differences between Pledge and Control in the percent of such “brazen” cheating were not statistically significant, x2(2) = 1.39, p = 0.49. These differences remained similar when we changed the cut-off for brazen lying to 70% or 90% as well. In other words, adding a pledge reduced cheating also among those who cheated to a relatively large and “brazen” degree. 
Individual differences. Next, we explored for individual differences in the effect of the pledge on dishonesty. We found that neither gender, education or religiosity had a statistically significant interaction effect with the condition on the percent of problem reported as solved, Fs < 2, p > .01. Anecdotally, we did find a main effect for gender on the levels of cheating, F (1, 448) = 11.54, p < .01, as men reported solving, on average, 7.5% more problems than women. However, the lack of significant interaction effects means that the pledge did not have different effects among individuals different in gender, education or religiosity. 
Wave 2: checking for the possibility for adaptation overtime to pledges
 About a year later, we returned to the same sample to investigate whether the effect of the pledge would replicate over time. We sent invitations to all the participants in Study 1 and were able to receive, after three weeks of sampling[footnoteRef:2], responses from 297 participants, which were 62% of the original sample. In the final sample, we had 39% females, and the mean age was 40.14 (SD=11.6). Participants were all allocated to the same condition they were in the first wave and completed the study in the similar design and procedure described above, using the same matrix problems, the same order of questions, etc. The only difference was that we asked participants, in Wave 2, to indicate a) whether they recall taking part in this, or a similar, study in the past and b) the degree to which they were asked to sign pledges (related to health or otherwise) in the three preceding months (from 0-not at all, to 9-many times each day).  [2:  Although we did not have a pre-defined sampling stopping rule, we stopped sampling when we witnessed several days of zero additional responses from remaining respondents. ] 

	Figure 4 shows the mean percent of problems reported as solved between the conditions in the first and second waves. As can be seen, in none of the conditions did we find any changes in participants’ behavior between the two waves. Participants in the self-report condition cheated by 20.5 and 14.2 points in the first and second wave, respectively. This cheating gap was reduced to 2.9 and 0.6 in the first and second wave, respectively, without a fine, and to 7.3 and (-0.9) in the first and second wave, respectively. A repeated-measures analysis with wave as a within-subject factor and condition as a between subject factor showed a significant effect for the condition, F (3, 293) = 11.41, p < .01, but no effect for wave, F (1, 293) = 0.0, p = 0.98, or their interaction, F (3, 293) = 1.26, p = 0.29. 

Figure 4. Percent of problems reported as solved between the conditions in wave 1 and 2. 
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Exposure to pledges. Next, we examined whether the level of exposure to pledges moderated the effectiveness of the pledges. We first grouped the scale of exposure to pledges to two groups, based on its distribution: those who signed a pledge once a month or less (41.8%) were categorized as the “low” exposure group, and those who signed a pledge once a week or more often (58.2%) were categorized as the “high” exposure group. A repeated-measures analysis with wave as the within-subject factor and condition and exposure level as between-subjects conditions revealed a consistent effect for the condition, F (3, 279) = 12.4, p < .001 and an overall main effect for the exposure level, F (1, 279) = 5.87, p = 0.02. This latter main effect showed that the mean reported number of problems solved (across waves) was higher among participants that had a higher exposure (M=56.92 SD=25.35 vs. M=50.42, SD=25.84). However, there was no significant interaction between the condition and the exposure level, F (3, 279) = 1.27, p = 0.29. The wave had no significant effect, F (1, 279) = 0.71, p = 0.4, and nor did the interaction between wave and condition, F (1, 279) = 0.81, p = 0.49. However, we did find an interaction effect between the wave and the level of exposure, F (1, 279) = 4.15, p = 0.04, suggesting that the difference in the mean percent of problems solved between waves was slightly different between exposure levels. Specifically, as can be observed from Figure 4, there was a lower basic cheating gap (the difference between the control and self-report conditions) in wave 2 among high-exposure participants. However, most critically, we did not find a significant three-way interaction between condition, wave and level of exposure, suggesting that the effect of the pledge was not moderated by the exposure to pledges between waves. 

Figure 4. Mean percent of problems reported as solved between conditions, waves and between low vs. high exposure to other pledges. 
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Table 1 summarizes the cheating gaps (differences between the control and self-report conditions) and how these were reduced by the pledge (with or without the fine) between the waves and between exposure levels. Focusing on the relative effects (expressed in percentages) shows that the effect of the pledge alone was largest for high exposure participants both on wave 1 and wave 2. In fact, the effect even increased somewhat (from -101% to -140%) between waves for this group. For the low exposure participants, the effect was slightly weaker in wave 2 than in wave 1 (-55% vs. -71%). For the pledge and fine condition, the effect increased from wave 1 to wave 2 both among the high and low exposure levels groups, in a similar extent. 

Table 1. Average effects of pledges (with or without fine) at reducing the cheating gap between waves and exposure levels. 
	Exposure
	Wave
	Cheating gap
	Pledge Effect
	Pledge + Fine Effect

	High
	1
	17.5
	-17.7 (-101%)
	-10.8 (-62%)

	
	2
	10.6
	-14.8 (-140%)
	-10.5 (-99%)

	Low
	1
	25.5
	-18.2 (-71%)
	-18.8 (-74%)

	
	2
	20.9
	-11.4 (-55%)
	-19.8 (-95%)



Discussion
Study 1 showed that ex-ante pledges reduced dishonest reporting significantly, considerably and consistently. In line with some of previous studies (e.g., Beck et al., 2018; Jacqument et al., 2019), when people are asked to declare or attest to their honesty beforehand, the likelihood that they will succumb to the temptation to cheat in order to increase their financial gains decreases. Interestingly, adding a maximal fine (losing all bonuses) to the pledge did not have an added benefit to the reduction of unethical behavior. It did not, however, crowd-out the potency of the pledge by reducing or diluting its effect either. Future research might need to examine these two competing ethical nudges in the same study to be able to compare the mechanisms triggered by a signature vs. a pledge. 
The study also examined the possibility that pledges might be more effective among law abiding individuals who engage in ordinary and limited transgressions - who have been the focus of much of the research of behavioral ethics (Welsh et al., 2015) – and less effective among people who engage in brazen lies and large extent cheating. Our findings suggest that the efficacy of pledges remain for both types and extents of cheating, and it appears that brazen lies were also deterred by the pledge. This finding is important as it can also reduce the fear of distributive effects, associated with moral based nudges relative to instrumental controls aimed at peoples’ extrinsic motivation (e.g. Feldman and Smith, 2014). However, because the study did not include a condition with a fine but without a pledge, further research is still warranted to directly compare between the two instruments. 
The second wave of Study 2 also enabled us to examine the possibility of adaptation of pledges over time, a factor which might also reduce the ability to rely on them in the long run. Our second wave analyses showed that participants who returned a year later, did not show any sign of habituation with the pledge, regardless of how many other pledges they have signed in their daily life (a number probably exacerbated due to the COVID-19 crisis). This suggest that the effect of pledges, when used in the manner employed in this study, do not seem to suffer from the limitations often found with mandated disclosure (e.g., Ben-Shahar & Schneider, 2014). 
Study 2
In the next study, we aimed to examine how different pledges may have a different effect on reducing dishonesty. Few studies have thus far examined how the specific wording of an honesty pledge can affect behavior differently. Cagala, Glogowsky, & Rincke (2019b) compared between three forms of commitments: one that referred to general ethical standards, one that referred to specific instructions, and one that also included a sanction. They found that the commitment to general ethical standards was the only type of pledge that reduced cheating, as measured in reporting a random die-roll task, and that including a sanction actually increased cheating somewhat. However, the mention of the sanction was only added to the specific instructions condition, and not the general commitment one. In our study, we thus aimed at a more balanced design that could examine these two aspects (specificity and mentioning sanctions) together. 
Research on standards versus rules (Kaplow, 1992) suggests there is a trade-off between detailed and general commitments, in which broadly defined commitments are more effective in uncertain, ambiguous circumstances (Feldman & Smith, 2014). In contrast, detailed pledges might reduce self-deception about the meaning of the promise (cf. Dana, Weber, & Kuang, 2007) while focusing people’s attention on particular aspects of their tasks (Boussalis, Feldman, & Smith, 2018). We thus propose that specific pledges would be more effective in preventing unethicality in actions similar to the one described in the pledge. Furthermore, specific pledges should work better with sanctions, because they will make clear how the violation and deviation from the pledge will be measured (e.g., Cramton, 1969). We also predict that people would be more committed to behaving honestly when all facts are known when they make the pledge and there is less reliance on vague statements, such as “I will do my best to conform to the rules”. 
In addition to manipulating how specific or general the pledge is, and whether the sanction is made explicit or not, we also observed that in previous studies, and also in real-life examples, some pledges are phrased using a formal language (with legal and official terms) whereas sometimes it can be phrased using informal language (with more daily or natural language terms). The importance of language in ethical decision making specifically, and in decision making in general, has been widely acknowledged (e.g., Stevens, 1994). Some studies have shown the advantages of the use of formal over informal language in enhancing the ethicality of employees (Kouchaki, Gino & Feldman, 2019). We thus propose that formal language pledges would be more likely to increase the likelihood that people will remain committed to their pledges. 
However, because of the lack of previous studies on this issue, we did not attempt to formulate and test any specific hypotheses about the interaction effects of thee different aspects of wording. Our only general hypotheses were that a) pledging would reduce dishonesty, compared to a no-pledge condition, and b) different wording of pledges would results in different levels of reducing dishonesty, as detailed above. We thus regard the main aims of Study 2 to replicate the basic results found in Study 1 about the effectiveness of pledges at reducing dishonesty, and to shed some light on the role of differences in wordings. 
Method
Participants. We recruited 1,024 participants in a nationally representative sample using a commercial online panel company in Israel. About half (51%) were female, and participants’ age ranged from 18 to 85 with a mean of 40.45 (SD=15.1). Participants were paid a base rate by the panel company and an additional bonus based on their performance, as in Study 1. 
Design and procedure. Participants were given the instructions about the online matrix task as in Study 1, completed one practice problem, and were then assigned to one out of 10 conditions including the control (no cheating possible), self-report (cheating possible, without any pledge), and 8 pledge conditions which differed in the wording of the pledge, which was manipulated along three factors: language (informal vs. formal), instruction (general vs. specific), and sanction (ambiguous vs. specific). The informal pledges used the following text, varying the instructions from general to specific (in the first brackets) and the sanction from ambiguous to specific (in the second brackets): 
“I promise to behave morally in this research and [report honestly / report I solved a problem only if I was able to find the pair of numbers that sum to 10], otherwise [there could be financial repercussions / I could lose all the bonus for the task]” 
The formal pledges used the following text: 
“I hereby declare that my conduct in this research would be following moral standards and [that all my reports be made honestly / I shall report a problem solved only if I was able to find the pair of numbers that sum to 10]; I am aware that not meeting these conditions [could lead to financial repercussions / could result in losing all the bonus for the task]. 
Participants completed 20 matrix problems, given in random order. Lastly, participants reported their gender, age and any comments.
Results and discussion
Table 2 provides the means and SDs of the percent of problems reported as solved (or percent of problems actually solved correctly in the Control condition). Table 2 also shows the cheating gap in each condition, which is the difference in the percent of problems reported solved in that condition vs. the control. As can be seen, participants in the self-report condition significantly over-reported their performance by an average of 13.36 percent points (or by about 44%), t (188.59) = 4.79, p < .001, 95% CI [7.84, 18.86]. This cheating gap was reduced in all the conditions that included the pledge by a degree that ranged from 1.4 to 7.6 percent points, or by a proportion of 10% to 57% reduction in the of the extent of cheating.  The overall differences between the 10 conditions were statistically significant as well, F (9, 1014) = 3.26, p < .001. Tukey-corrected post-hoc tests showed that the cheating gap remained statistically significant among three out of the eight pledges conditions, as denoted in Table 2. 

Table 2. Percent of problems reports as solved between conditions, the cheating gaps and the effects of the different pledges on reducing cheating, in Study 2. 

	Condition
	Language
	Instruction
	Sanction
	N
	Mean
	SD
	Cheatinga
	Effectb
	Proportionc

	1 - Control
	91
	30.38
	16.87
	
	
	

	2 - Self-report
	103
	43.74
	21.9
	13.36*
	
	

	3
	Informal
	General
	Ambiguous
	110
	38.64
	18.45
	8.26
	-5.1
	-38%

	4
	Informal
	General
	Specific
	119
	40.76
	22.26
	10.38*
	-2.98
	-22%

	5
	Informal
	Specific
	Ambiguous
	102
	36.13
	19.45
	5.75
	-7.61
	-57%

	6
	Informal
	Specific
	Specific
	105
	41.52
	21.64
	11.14*
	-2.22
	-17%

	7
	Formal
	General
	Ambiguous
	96
	39.64
	22.07
	9.26
	-4.1
	-31%

	8
	Formal
	General
	Specific
	101
	37.97
	19.3
	7.59
	-5.77
	-43%

	9
	Formal
	Specific
	Ambiguous
	98
	42.35
	21.18
	11.97*
	-1.39
	-10%

	10
	Formal
	Specific
	Specific
	99
	38.74
	19.68
	8.36
	-5
	-37%


a Cheating gap: Difference between percent of problems reported as solved in a condition and the percent actually solved in the control group; bEffect: Difference between the cheating gap of the condition and the basic cheating gap found in the self-report condition, which shows the effect of the pledge on over-reports; cProportion: Proportional difference of the effect of the pledge. * p < .05, after Tukey correction. 

Examining the effects of the three factors we manipulated between the pledges, we found a significant interaction between the language and the sanction, F (1, 822) = 4.88, p = 0.02. As can be seen in Figure 5, making the sanction specific reduced cheating by about 3 percent points when the language of the pledge was formal, but increased it by about 4 points when the language of the pledge was informal. This suggests that this interaction had a 7 percent point effect on the difference in cheating. Recalling that the basic cheating gap was about 13 percent points (Table 3), this means that this interaction effect reduced about half of the cheating degree found in this study. Other than this interaction, we found no significant main effect for any of the factors or any of the other interactions, Fs < 1. 

Figure 5. Mean percent of problems reported as solved between pledges that differed on language and sanction, in Study 2 (error bars show 95% confidence intervals). 
[image: ]
The results of this study showed, again, that pledges can reduce cheating significantly and considerably. However, it appears that the wording of the pledge, as manipulated and tested in this study, did not produce large differences and most of the effect of the pledge seems to be derived from having a pledge not from its language style. All of the wordings in this study reduced cheatings by as little as 10% and up to more than 50% of the degree of cheating found in this study. Out of the eight different wordings we examined, five also reduced cheating to a degree that was not statistically significant from the basic level of performance found in the control group. In other words, in most cases the pledges made most people behave in an honest manner that was largely indistinguishable from the behavior of a closely monitored group. 
Although none of the main factors of wording had a significant effect on its own, the significant interaction found between the type of language and how the sanction was presented is intriguing. It appears that when the language of the pledge is informal, specifically mentioning the sanction reduces the potency of the pledge. This could be because people may perceive a dissonance between the informality of the pledge, that attempts to make it more relatable and trusting, to the specificity of the sanction, which is deterring and distrustful (Koackai, Gino & Feldman 2019). In contrast, when the language of the pledge was formal, a specific sanction improved the effect of the pledge. Again, this can be due to the fact that if the language is already somewhat intimidating (because of its formality), then a specific sanction is perhaps more expected and both elements enhance the pledge’s deterrence. In other words, it appears that for a pledge to be effective it can take on two different forms: the trusting form, which uses an informal language and does not mention a specific sanction, or a deterring form, which uses formal and legal language and a specific sanction. Mixing the two forms seems to result in poorer results than ensuring the pledge is all in one form, or the other. 
General Discussion
	Pledges are used to confirm, ex-ante, that one intends to behave honestly and to follow instructions and requirements. In many instances, pledges are used as replacements for monitoring or auditing, which usually require a high degree of effort or resources, or is sometimes entirely unfeasible. Because the purpose of pledges is mainly to prevent and minimize dishonesty, it is highly important to ascertain how pledges may do so, and under what conditions. Previous studies have examined different styles and forms of pledges, most typically asking participants to sign some sort of statement or oath of honesty, but the different methodologies and sometimes contradictory findings have made it hard to systematically understand the effects of pledges on dishonesty and compliance. Moreover, previous studies focused only on one-shot decisions, neglected to include sanctions, and did not explore effects over time or across different types of individuals or formats of the pledge. 
In this research, we attempted to provide more systematic evidence that pledges can reduce dishonesty significantly, considerably and consistently. Study 1 showed that an ex-ante pledge that is specific and taken with an individual’s engagement (manually entering it, and not just signing) can reduce over-reports by as much as half of the degree of cheating. Study 1 also showed that the effect of the pledge occurred independently of having a (maximal) fine, which did not contribute to the effect of the pledge. The fine, however, also did not reduce or moderate the effect of the pledge, suggesting that sanctions may not necessarily crowd-out the effect of a pledge. Importantly, the effect of the pledge was not limited to only those that cheat to a small extent and was also evident among “brazen” liars. We also found, in a second wave of study 1 that the effect of the pledge remained significant over time among the same sample and regardless of how many times individuals were exposed to other types of pledges in their daily lives. Study 2 added important findings that the format of pledges can add some marginal contribution to their effectiveness, even though most of the pledge’s effect comes from its mere existence. Specifically, it was found that a consistent combination between the language (formal vs. informal) and the explicit mention of a sanction (vs. not) can lead to increased effectiveness. 
Our studies, however, still did have some limitations that should be acknowledged so future studies may try to address them and further extend our understanding of the actual effects of pledges. First, we used one paradigm to elicit unethical behavior in which cheating is done by over-reporting performance and not misreporting external outcomes (such as luck, as other paradigms that use coin-flips or die-rolls do; see Gerlach et al., 2019). We believe this type of cheating is most relevant to many daily situations involving, for example, reporting one’s work to a manager, reporting financial details to government authorities, etc. However, it may still be important to explore how honesty pledges can also curb dishonesty when cheating is measured using other methods. Second, although we found that the pledge we designed had a significant, considerable and consistent effect, we could not directly conclude why this pledge was more effective than previous attempts that used, for example, signatures on forms. It is possible that our honesty pledge required more engagement and was thus more effective, but future research should attempt to directly examine the role of this additional engagement in explaining the effect of honesty pledges. 
One of our main goals in this research was to examine the effectiveness of pledges also in comparison to sanctions and fines, an aspect that has been completely overlooked by previous studies. Study 1 found that adding a (maximal) fine to a pledge did not moderate its effectiveness, currently ruling out the possibility of a crowding-out effect of sanctions on pledges. However, because we did not include a separate condition with only a fine, and no pledge, we cannot directly compare the effectiveness of the two instruments. Moreover, our experimental paradigm allowed only to practically fine participants in the amount of bonuses they could receive, and not more than that. In real life, however, sanctions could be harsher and could also include non-monetary penalties. In those situations, it may still be possible for severe sanctions to either crowd-out the effects of pledges or to make them obsolete. For example, it has been found that that reminding people on actual jail time was most effective in reducing tax underreporting (Holtz et al., 2020).
Despite the fact that our findings did not show individual differences in the effect of the pledge, either between cheating extents or some demographic variables, it is still plausible to assume that different people might react to different pledges differently. For example, some people, such as those high on reactance (e.g., Brehm, 1996), might even be offended by an ask to pledge and could act-out with increased dishonesty. Additionally, it is possible that some wordings of pledges (such as the ones tested in Study 2) could be found more or less effective among different people. Such heterogeneity in responses to pledges could be both theoretically interesting as well as practically meaningful and thus warrant additional studies, that were outside the scope of the current research. 
Lastly, although the results of the second wave in Study 1 suggested our type of pledge was rather immune to the passing of time or exposure to other pledges, that is still not conclusive evidence against a potential decay or habituation effect of pledges over time. Moreover, in many real-life situations there is typically a gap between the time one is asked to pledge (e.g., when taking office) and the opportunity to cheat, that could be many days, months or even years after the pledge was taken. It is thus extremely important for future studies to examine how the effect of pledges might decay over time. Nevertheless, our results suggest that honesty pledges could be effective in reducing dishonesty over sequential, and not only one-shot, decisions and opportunities to cheat. 
Conclusion
	We provide consistent and robust evidence for the effectiveness of honesty pledges at considerably reducing dishonest behavior in sequential decisions, repeatedly across times, consistently across individuals as well as extents of lying, and between several different wordings. Our novel online methodological paradigm allowed at to examine important issues and questions surrounding the effectiveness of pledges, and it also extends the vista for future studies to continue investigating the scope, scale and boundaries of such honesty pledges. Optimistically, our findings suggest that even in our troubled and cynical times, governed by fake news and post-truths, promises and commitments still mean something to many people. Trust, then, may not yet be an entirely lost concept and could still be invoked and relied upon, with the help of honesty pledges, to serve at maintaining society’s fabric and economic stability. 
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Can you find two numbers that add up to exactly 10 in the table below?

0.46 0.53 3.42
6.13 5.11 1.88
6.58 5.43 415
715 5.76 4.77

Fouma “




image2.png
B

Mean Report

8

Control

Self-report
Condition

Pleage

Pledge & Fine




image3.tiff
Percent

1.50%

1.00%

0.50%

0.00%

Condition:

Control [] Self-report [[] Pledge [l Pledge & Fine

25

50
Percent reported as solved

75

100




